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Abstract

Machine learning has become an essential tool for analyzing, predicting, and under-

standing biological properties and processes. Machine learning models can substantially

support the work of biologists by reducing the number of expensive and time-consuming

experiments. They are able to uncover novel properties of biological systems and can

be used to guide experiments. Machine learning models have been successfully applied

to various tasks ranging from gene prediction to three-dimensional structure prediction

of proteins. However, due to their lack of interpretability, many biologists put only

little trust in the predictions made by computational models.

In this thesis, we show how to overcome the typical “black box” character of machine

learning algorithms by presenting two novel interpretable approaches for classification

and regression.

In the first part, we introduce YLoc, an interpretable classification approach for

predicting the subcellular localization of proteins. YLoc is able to explain why a pre-

diction was made by identifying the biological properties with the strongest influence

on the prediction. We show that interpretable predictions made by YLoc help to un-

derstand a protein’s localization and, moreover, can assist biologists in engineering the

location of proteins. Furthermore, YLoc returns confidence scores, making it possible

for biologists to define their level of trust in individual predictions.

In the second part, we show how our two novel confidence estimators, CONFINE

and CONFIVE, can improve the interpretability of MHC-I–peptide binding prediction.

In contrast to plain affinity values predicted by usual regression models, CONFINE

and CONFIVE estimate affinity intervals, which provide a very natural interpretation

of confidence. While low confidence predictions exhibit fairly large intervals, reliable

predictions yield a very small range of affinities. We show that distinguishing between
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reliable and unreliable predictions is important for discovering and engineering reliable

epitopes for vaccines.

The interpretable approaches presented in this thesis are a significant step forward

towards making machine learning methods more transparent to the users and, thus,

towards improving the acceptance of computational methods.



Zusammenfassung

Maschinelles Lernen ist zu einem unverzichtbaren Werkzeug für die Analyse, Vorhersage

und für das Verständnis biologischer Merkmale und Prozesse geworden. Als Alternative

zu Experimenten im Labor, die oft teuer und zeitintensiv sind, können maschinelle Lern-

modelle die Arbeit von Biologen erheblich erleichtern. So können beispielsweise neue

Merkmale biologischer Systeme sowie Ansatzpunkte für Experimente gefunden werden.

Maschinelles Lernen wurde erfolgreich für verschiedene Aufgaben, von der Genvorher-

sage bis hin zur Vorhersage der dreidimensionalen Struktur von Proteinen, eingesetzt.

Aufgrund der schlechten Interpretierbarkeit von Vorhersagen computergestützter Lern-

verfahren, haben Biologen jedoch oft nur wenig Vertrauen in diese. Im Rahmen dieser

Dissertation entwickeln wir daher neue Ansätze um die Klassifikation und die Regressi-

onsanalyse für biologische Problemstellungen interpretierbarer und damit nachvollzieh-

barer zu machen.

Im ersten Teil der Dissertation stellen wir YLoc vor, ein neues interpretierbares

Klassifikationsverfahren zur Vorhersage der subzellulären Lokalisation von Proteinen.

YLoc ist in der Lage Begründungen für eine gemachte Vorhersage zu geben, indem es

die biologischen Merkmale mit dem größten Einfluss auf die Vorhersage identifiziert.

Interpretierbare Vorhersagen von YLoc können helfen die Lokalisierung von Proteinen

besser nachzuvollziehen und ferner Biologen bei der Planung von Experimenten, die

Aufschluß über mögliche Änderung der Lokalisation von Proteinen geben sollen, zu

unterstützen. Darüber hinaus bewertet YLoc die Zuverlässigkeit einzelner Vorhersagen,

wodurch es Biologen möglich ist, das Maß an Vertrauen in Vorhersagen individuell

abzuwägen.

Im zweiten Teil dieser Arbeit stellen wir CONFINE und CONFIVE vor, zwei

neue Verfahren zur Konfidenzschätzung von Vorhersagen, welche die Interpretierbar-

keit von MHC-I-Bindungsvorhersagen entscheidend verbessern können. Im Gegensatz
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zu üblichen Regressionsmodellen, welche lediglich Affinitätswerte vorhersagen, können

CONFINE und CONFIVE Affinitätsintervalle schätzen. Diese stellen eine intuitive In-

terpretation von Verlässlichkeit dar. Während weniger verlässliche Vorhersagen durch

breite Affinitätsintervalle auffallen, weisen sichere Vorhersagen einen sehr kleinen Be-

reich möglicher Affinitäten auf. Wir können weiterhin zeigen, dass die Unterscheidung

zwischen verlässlichen und unsicheren Vorhersagen wichtig für das Identifizieren und

Verbessern von Epitopen in der Impfstoffgewinnung ist.

Die in dieser Arbeit vorgestellten interpretierbaren Vorhersagemethoden stellen

einen wichtigen Schritt in der Entwicklung transparenter maschineller Lernmethoden

dar und können die Akzeptanz von computergestützte Methoden maßgeblich verbes-

sern.
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Chapter 1

Introduction

“You make experiments and I make theories. Do you know the difference? A theory is

something nobody believes, except the person who made it. An experiment is something

everybody believes, except the person who made it.”

– Albert Einstein (personal communication to Herman F. Mark, quoted by Holton [84])

There has always been a controversy between experimental and theoretical science.

While experimental scientists work under real world conditions and learn from observa-

tion, theoretical scientists study concepts and models based on assumptions that might

not have been proven by real world experiments, yet. Despite their differences, they are

by necessity closely connected: Experiments are often used to prove theories and ideas

that have been established by theoretical scientists. On the other hand, theories often

inspire new experiments or yield explanations for unexpected experimental findings.

Despite the importance of theoretical science, genius minds had always been strug-

gling to get their theories accepted in the scientific community. When Darwin first

published his theory on evolution in “On the Origin of Species” [46], he received a

lot of opposition. Although Darwin’s theories have become a central part of modern

biology, even today, more than 150 years later, his theories are still not fully accepted.

Although society has changed, theories unproven by real world experiments will always

lack credibility.

In the present information age, computational biology represents the theoretical

counterpart of modern biology. Instead of real word experiments performed in a lab-

oratory, computational biology is based on mathematical theories and algorithms. A
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prominent class of algorithms in computational biology are machine learning algo-

rithms. As the name suggests, machine learning aims at learning patterns and coher-

ences from empirical data. Thus, similar to a human, a learning algorithm tries to

generalize from its experiences. The learned knowledge serves as basis for a machine

learning model, which can be later used to theoretically predict properties of previously

unseen examples. A prominent application is stock market prediction, which aims to

predict the future behavior of a stock by learning from trading data from the past.

Depending on the learning task, we distinguish between classification and regression.

In classification, observations are categorized into groups based on distinct attributes.

In contrast, regression aims at finding a relationship between attributes that explains a

quantitative property. For example, classification algorithms can be applied to predict

whether a stock should be purchased or sold, whereas regression models predict the

stock value.

Machine learning has become an essential part of modern biology. Machine learning

algorithms have been applied to various problems, ranging from gene prediction to

three-dimensional structure prediction of proteins. Predictions made by computational

models offer an attractive alternative to time-consuming and expensive experiments.

Sometimes machine learning methods are even praised as a potential replacement of

wet lab experiments.

Unfortunately, the credibility of machine learning models in the biological commu-

nity is still rather low. Results obtained by real world experiments earn far more trust

than predictions made by theoretical models. One major reason is the “black box”

character of many state-of-the-art machine learning approaches. While recent work

has mainly concentrated on improving the prediction performance of classification and

regression models, their interpretability has been mostly neglected. Consequently, when

applying state-of-the-art prediction algorithms, two important questions remain unan-

swered: Why did the model predict this particular outcome? And, how reliable is this

individual prediction?

One major reason for non-interpretable predictions is the complexity of state-of-the-

art classification and regression algorithms. Kernel-based machine learning algorithms

such as support vector machines (SVMs) and support vector regression (SVR) are often

able to give high quality predictions although the underlying problem might be very
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difficult. However, due to their complexity, users generally have no insight into the

prediction process. For an individual prediction, it is often not possible to understand

what attribute contributed most to the prediction outcome. Instead, users are left

with plain prediction values without any additional information that could support the

prediction. Since users are not provided with an understandable and intuitive reasoning,

it is not evident why an individual prediction was made. This lack of interpretability

prevents users from gaining a deeper understanding of the underlying problem. In

addition, users have less trust in predictions that are not interpretable.

To provide predictions that are interpretable for the user, it is often necessary to

employ more simple machine learning algorithms. As a consequence, learning methods

that provide interpretability yield often a reduced prediction quality. Furthermore,

explanations are often rather technical than understandable. Instead of offering under-

standable problem specific textual explanations, they provide only non-intuitive tables

consisting of plain numbers.

Another problem that is often not considered by state-of-the-art machine learning

models is the reliability of individual predictions. Machine learning models are often

trained on rather limited datasets. While they maintain good performance on closely

related datasets, the error may increase drastically when applied to data points far

from the training set. For example, a stock prediction model trained in the 1970s is

unlikely to give reliable predictions in the time of today’s financial crisis.

In classification, there have been some first attempts to estimate the confidence in

individual predictions [129]. However, there is often a misunderstanding between the

uncertainty between classes and the confidence in the correctness of the prediction. In

regression analysis, the concept of confidence estimation was introduced by estimating

the applicability of a model [164]. While in the experimental sciences, a measurement

is associated with an error, confidence estimators for regression often provide only a

non-interpretable qualitative score, which is difficult to relate to an actual error.

Despite the importance of confidence estimation, it has not been applied extensively

in the context of computational biology. Instead, most machine learning approaches

are totally non-transparent for the user and often lack the explicit underlying model

required for error propagation. Since confidence information is hardly ever reported,

users are often compelled to assume that the machine learning model performs equally

well for all examples, which is not the case. When selecting candidates for expensive
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experiments, it is especially desirable to mitigate the risk of accidentally relying on erro-

neous predictions. To overcome this problems, confidence estimation, which determines

the reliability of individual predictions, is desirable.

In this thesis, we aim at filling the gap between experimental sciences and com-

putational methods by developing interpretable machine learning approaches for both

classification and regression We are interested in models that elucidate why a partic-

ular prediction was made and how reliable the predicted outcome is. Therefore, we

study the interpretability of machine learning models on two biological problems. We

first introduce an interpretable classification approach for subcellular localization of

proteins. In the second part of this thesis, we introduce methods that make regression

approaches for immunoinformatics more interpretable. For both biological problems,

we show that user can greatly benefit from interpretable predictions made by our in-

troduced machine learning approaches. We demonstrate that interpretable predictions

can help biologists to gain deeper insights into the underlying biological problems and

can substantially support their experimental work.

The first goal of this thesis is to develop an interpretable classification approach for

protein subcellular localization, an important problem of systems biology. Subcellular

localization of proteins is a key process in many eukaryotic cells. Correct localization

of proteins within a cell is crucial for all organisms since errors in this sorting process

can lead to diseases. Hence, it is a major research topic in biology.

After being synthesized in the ribosomes, proteins are transported into the different

organelles of a cell depending on their function within the cell. Some proteins are even

transported to multiple compartments. Even though not all details of protein sorting

are fully understood, it is known that protein localization is often mediated by sorting

signals. These sorting signals are short and well-defined subsequences usually located

at the N-terminus or C-terminus of the protein. Since organelles of eukaryotic cells

are normally separated from each other by membranes, the transport of a protein is

often mediated by transmembrane proteins or protein complexes that recognize sorting

signals and facilitate transport across the membranes. It is known that the subcellular

localization of a protein is highly correlated with its function and is, thus, used to
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draw conclusions about its cellular role, interaction partners, and function in biological

processes.

There exists various ways to experimentally determine the subcellular location of a

protein, for example by fluorescence microscopy, cell fractionation, or by immunolocal-

ization. However, all these techniques are expensive and time-consuming. In the last

years, experimental annotation could not keep up with the dramatic growth of sequence

data. Hence, many proteins are not yet annotated with their subcellular location. In

fact, to determine the locations of all protein sequences by experiments is an almost

infeasible task.

Computational prediction methods that predict the subcellular localization of a

protein from its amino acid sequence alone, thus, represent an attractive alternative

to experimental methods. Predicting the subcellular location of a protein is a typical

classification problem that can be solved by using machine learning algorithms. Based

on a set of proteins with known location site, a classification model is trained to predict

the locations of novel proteins. For this, proteins are usually encoded by a set of

informative attributes which, for example, indicate whether certain sorting signals are

present in the protein’s sequence or not. While early approaches were simply sequence

based [9, 62, 131], more recent methods use a wide range of derived attributes including

domain information and information on proteins with a similar sequence [8, 37, 71, 123,

158]. Furthermore, the prediction quality has significantly improved over the years, also

due to the application of more complex machine learning models [8, 45, 124, 139].

An unfortunate drawback of state-of-the-art subcellular localization predictors is

their “black box” character. It is not obvious whether, for example, the presence of

a sorting signal influenced the outcome. Hence, from their predictions biologists are

not able to gain a deeper understanding of the underlying sorting process nor can

predictions be used to guide further experiments. In addition, the lack of confidence

estimation makes it difficult for users determine their trust in individual predictions.

To overcome the shortcomings of current state-of-the-art methods, we present YLoc,

an interpretable prediction approach for protein subcellular localization. Users are

not only provided with the prediction itself, but also with an explanation why this

prediction was made. Since YLoc gives explanations in natural language, biologists

can derive knowledge why a protein is localized to a certain organelle. For example,

YLoc identifies relevant biological properties of a protein contributing to its subcellular
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localization, e.g. localization signals or motifs relevant to protein sorting. Hence,

YLoc can help to understand subcellular localization processes without conducting

expensive experiments. Furthermore, YLoc employs a confidence estimator, which

helps biologists to verify whether a prediction is reliable or not. Due to its ability to

produce interpretable predictions, YLoc can be used for supervised protein engineering.

We show several examples where YLoc is able to predict experimentally validated

changes of localization sites by detecting changes in the sorting signal.

The presented interpretable classification approach is an important step to overcome

the theoretical character of computational prediction approaches.

In the second part of this thesis, we illustrate how regression analysis can be made

more interpretable. A prominent application of regression algorithms can be found in

the field of immunoinformatics. In particular, we are interested in the interaction of

major histocompatibility complex class I (MHC-I) molecules with peptides, which plays

an important role in the adaptive immune system.

The adaptive immune system is a highly specialized system that recognizes, elimi-

nates, and remembers invading pathogens such as bacteria or viruses. MHC-I molecules,

as an important element of the adaptive immune system, present pathogenic peptides

on the surface of the cell to the immune system. Presented peptides that can trigger

an immune response and lead to the death of the infected cell are called epitopes.

The property of the immune system to remember pathogens provides the founda-

tion for vaccines. Traditional vaccines contain a weakened form of the pathogen to

stimulate the immunological memory. In contrast, epitope-based vaccines contain only

the peptides derived from pathogens that are able to induce an immune response. As a

prerequisite for an immune response, epitopes are required to bind to MHC-I molecules.

Hence, to design epitope-based vaccines, it is crucial to find a set of peptides with a

high binding affinity to MHC-I molecules.

Experimentally determining the binding affinity of peptides to MHC-I molecules

is a time-consuming and expensive process. Consequently, various machine learning

algorithms have been applied as an alternative to experimental approaches. Predicting

binding affinities is a typical regression problem. Based on peptides with known binding

affinities to MHC-I molecules, a regression model is trained to predict the affinities of

peptides for which no experiments have been conducted. While in the early years,
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simple linear algorithms were used [136], current state-of-the-art prediction approaches

use more complex algorithms [116].

Unfortunately, predictions of state-of-the-art approaches are not interpretable. It

is not clear which amino acid in the peptide exhibits the strongest interaction with the

MHC-I molecules, nor which amino acid might prevent the peptide from binding. Most

importantly, the confidence of individual predictions is often neglected. In contrast

to experiments performed in a laboratory, computational prediction methods do not

produce likewise reliable affinity values for all peptides. In fact, if the given training

data does not allow to draw conclusions for a novel peptide, their predictions are

almost random. The absence of confidence estimation in most MHC-I–peptide binding

predictors is certainly a disadvantage for tasks like epitope-based vaccine design where

highly reliable predictions are invaluable.

To make MHC-I–peptide binding prediction more interpretable, we developed two

novel confidence estimators, CONFINE and CONFIVE, for regression prediction. They

estimate the error of individual predictions, while requiring only a small computational

overhead. In contrast to a plain predicted binding affinity, both estimators determine a

confidence interval which contains the correct affinity with a certain probability. This

makes predictions more transparent for users since low confidence predictions can be

identified by very broad confidence intervals. We prove that our confidence estimators

can identify highly reliable predictions, which yield a considerably lower prediction

error than average. In an example application, we illustrate how epitopes for vaccines

can be automatically engineered using a genetic algorithm. By combining binding

affinity prediction with confidence estimation based on our estimator CONFINE, we

optimize the MHC-I-binding affinity by considering only confident predictions. The

presented interpretable regression approach represents an important step from plain,

non-informative predictions towards transparent MHC-I–peptide binding prediction,

which represents a valuable alternative to experimental approaches.

This thesis is structured into five chapters. Following this introduction, we pro-

vide the relevant background on machine learning, protein subcellular localization, and

immunology in the second chapter. In Chapter 3, we present YLoc, our interpretable

classification approach for protein subcellular localization. Further, we show how confi-

dence estimation increases the interpretability of MHC-I–peptide binding prediction in
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the fourth chapter. In Chapter 5, we conclude and discuss our findings on interpretable

machine learning approaches and show perspectives for further work in this area.



Chapter 2

Background

2.1 Machine Learning

Similar to humans, machine learning algorithms can generalize from their experience

and are, thus, able to predict properties of novel data. In this work, we focus on

supervised learning algorithms, which aim at learning a prediction function from data

with given input and output, called training data. In particular, we are interested how

the attributes of the input influence the output. The training dataset is a set of learning

examples, also called instances, which contain information on previous observations.

Each instance i can be encoded by a vector of k attributes xi = (xi1, . . . , xik)T , called

input vector or feature vector. The matrix of all feature vectors X = (x1, . . . , xn)T

is often called feature matrix. The provided features describe distinct properties of

the corresponding real world objects in a qualitative or quantitative manner. A feature

representation that describes the individual aspects of the different instances is essential

for most learning algorithms. In addition, each instance is assigned with at least one

label yi, which is the output we aim to predict. Vector Y = (y1, . . . yn)T is called

output vector.

To predict the label ŷ of a novel instance, machine learning algorithms usually first

have to be trained on the training data D = {(xi, yi)}. However, since the provided

data often covers only a small part of the possible input space, the underlying distri-

bution of the data is unknown. Hence, machine learning can only approximate the real

distribution by generalizing from the provided training data.

Depending on the values of the labels, we distinguish between classification and
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regression. In classification, labels can take only a limited number of values, often called

class labels or classes. Classification algorithms aim at assigning unlabeled instances to

the most probable class. In contrast, regression algorithms predict continuous values,

also called response values. A regression algorithm tries to find a functional relationship

between the attributes and the response values.

In the following sections, we introduce the basics of classification and regression

together with some important algorithms. Finally, we discuss the interpretability and

reliability of predictions made by machine learning models.

2.1.1 Classification

Classification is the problem of assigning instances to a fixed number of m ≥ 2 cat-

egories, i.e. classes. Every instance in the training data is assigned a class label

yi ∈ C = {C1, . . . , Cm}. If exactly two classes are given, we refer to the problem

as binary classification. Otherwise, it is called a multi-class classification problem.

Based on the training data, a classification algorithm aims at partitioning the input

space in a way that each separate regions contains only instances from the same class.

The different partitions will be later used to classify novel instances by assigning the

class label of their corresponding region in the input space. The boundaries of these

regions are called decision boundaries. Linear classification models can only learn

decision boundaries that are linear in the features. Given a high dimensional input

space, this amounts to finding the optimally separating hyperplane. However, often

a linear decision boundary is not sufficient to separate the input space into regions of

distinct classes. This can be the case if the feature representation is not discriminative

enough but also if a nonlinear combination of several features has influence on the

category of the instances. Nonlinear models are able to learn more complex decision

boundaries and, thus, are often more powerful than simple linear models.

In many real word applications, it is very difficult to find the optimal decision

boundary. To obtain at least a good approximation, we require an optimality criterion

which helps us to choose the best parameters for our classifier. Usually, the expected

value of a loss function, called risk, is used to measure the quality of a classifier. A

typical loss function is the 0-1 loss. It equals one if the real class label yi equals the

predicted label ŷi and zero otherwise. Minimizing the loss on the training data results
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in the lowest risk and determines the classifier that is optimal with respect to our

criterion.

A plethora of different classification algorithms are in use today. Their formal

history probably starts in 1958, when Rosenblatt introduced the perceptron algo-

rithm [149]. It finds an optimal separating hyperplane in the training data, if one exists.

Later, other linear classification models such as logistic regression [109] and linear dis-

criminant analysis [67] were introduced. Prominent examples for nonlinear classifica-

tion models are k-nearest neighbors (kNN) [42], artificial neural networks (ANNs) [87],

support vector machines (SVMs) [41], and näıve Bayes classifier [119]. In cases where

the data cannot be separated by linear decision boundaries, nonlinear models often

perform better than linear classification models. However, their predictions are often

even harder to interpret than those of their linear counterparts, which is discussed in

Section 2.1.4.

Support Vector Machines

Due to their good generalization performance, SVMs have become popular classification

algorithms. An SVM is a binary classification algorithm that tries to find a separating

hyperplane between two classes such that the margin between both classes is maximized.

It is based on the assumption that the best separating hyperplanes is the one with the

largest distance to instances of the different classes (see Figure 2.1). Since an SVM

aims at maximizing the margin between two classes, it is also called maximum margin

classifier.

The separating hyperplane is defined by all possible vectors x that satisfy

f(x) = 〈w, x〉+ b = 0, (2.1)

where w ∈ Rk is a weight vector and b ∈ R is the offset of our hyperplane. The predicted

class label ŷ is assigned with the result of the following decision function

sgn(f(x)). (2.2)

The margin of the hyperplane is defined by the closest distance of an instance to

the hyperplane. To obtain a normalized form of the problem, we require

∀(xi, yi) ∈ D : min
i
|f(xi)| = 1. (2.3)
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Figure 2.1: The two-dimensional input space of a binary classification prob-
lem with one class as white points and a second class as black points. The
left-hand plot shows a set of separating hyperplanes (solid lines) which all perfectly
separate the instances in the input space. Based on the assumption that the best sep-
arating hyperplane is the one which induces the largest margin between both classes,
an SVM chooses the optimal hyperplane displayed as solid line in the right-hand plot.
The encircled instances on the borders of the margin (dashed gray lines) are called
support vectors.

Instances with |f(xi)| = 1 are called support vectors since they support the borders

of the margin. The resulting hyperplane is a canonical hyperplane with a margin of

1/||w||, where ||w|| is the Euclidean norm of vector w. Finding the hyperplane with the

largest margin is equivalent to maximizing the margin of the canonical hyperplane by

minimizing ||w||. Since minimizing 1
2 ||w||

2 yields the same solution, we can define the

margin maximization as a quadratic programming optimization problem as follows:

min
w∈Rk,b∈R

1
2
||w||2,

subject to yi(〈w, xi〉+ b) ≥ 1 ∀(xi, yi) ∈ D.
(2.4)

The above optimization problem can be solved only if the training data is perfectly

separable by a linear hyperplane. However, in many real world applications, classes

overlap in the input space making a perfect separation impossible. To overcome this

shortcoming, Cortes and Vapnik [41] introduced a soft margin SVM. In contrast to the
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Figure 2.2: The canonical hyperplane (solid line) of a soft-margin SVM.
The encircled instances are the corresponding support vectors. For instances on the
margin of the hyperplane (dashed gray lines), |〈w, x〉+ b| = 1 holds. Instances on the
wrong side of the margin are penalized by a slack variable ξi.

hard margin SVM presented above, it allows for a certain degree of imperfect separation.

Every instance is assigned a slack variable ξi ≥ 0, which measures the distance of an

instance lying on the wrong side of the separating hyperplane to the borders of the

margin (see Figure 2.2). To find a good trade-off between a large margin and small

loss, we define the following optimization problem

min
w∈Rk, b∈R, ξ∈R+n

0

1
2
||w||2+C

n∑
i=1

ξi,

subject to yi(〈w, xi〉+ b) ≥ 1− ξi ∀(xi, yi) ∈ D,

(2.5)

where C is the trade-off factor, called cost parameter. In addition to instances on the

borders of the margin, instances with a slack variable ≥ 0 are now also called support
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vectors.

We can extend linear SVMs by introducing a dual representation of the classification

problem. The separating hyperplane of an SVM can also be described as a linear

combination of support vectors:

w =
n∑
i=1

αiyixi, (2.6)

where αi ≥ 0 are Lagrange multipliers. Using this representation, maximizing the

margin results in the dual optimization problem:

max
n∑
i=1

αi −
1
2

n∑
i,j=1

αiαjyiyj〈xi, xj〉

subject to
n∑
i=1

αiyi = 0, αi ≥ 0 ∀i = 1, . . . , n.

(2.7)

See the appendix of Cortes and Vapnik [41] for a detailed derivation of the dual opti-

mization problem and the corresponding optimization problem for a soft-margin SVM.

Using the dual representation of w, the predicted class label ŷ is determined by the

following decision function:

f(x) = sgn

(
n∑
i=1

αi〈x, xi〉

)
. (2.8)

The dual representation of an SVM has an important advantage. Since the hyper-

plane is only defined by inner products 〈xi, xj〉, we can replace them by a so-called

kernel function or kernel

k(xi, xj) = 〈φ(xi), φ(xj)〉, (2.9)

where function φ maps the input space into a higher dimensional inner product space.

An explicit mapping function φ is not even necessary as long as the kernel maps the

data into an inner product space. This mapping is often referred to as the kernel trick.

Hence, if the data is not linearly separable, we can implicitly map the data into a

higher-dimensional space where a linearly separating hyperplane exist without actually

transforming the data. Consequently, the decision boundary in the original space is no

longer linear in the input variables. Usually, the actual decision boundary cannot be

obtained since the explicit mapping function is often unknown.
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There exist various kernel functions with different properties. Very popular kernels

are the polynomial kernel and the Radial Basis Function (RBF). Furthermore, various

kernels based on strings, graphs, and other input types have been developed to tackle

problems in computational biology [4, 162].

Although basic SVMs can only perform binary classification, they can also be ap-

plied to multi-class classification problems by combining multiple SVMs. In the one-

vs-one approach, each SVM discriminates between a pair of classes, whereas in the

one-vs-all approach, each SVM discriminates between one class and all other classes.

The final prediction is obtained by combining the individual prediction results using

majority vote. In addition, recent progress has shown that multi-class classification can

also be formulated as a single optimization problem [43].

An SVM is a very powerful learning tool that can be adapted to various learning

tasks by the use of kernels. However, SVMs often provide no explanation that answers

why a prediction was made. Usually it remains unknown how features contribute to a

particular outcome. Consequently, predictions made by SVMs are often not considered

as interpretable. In the following section, we introduce another nonlinear classification

algorithm that, in contrast to an SVM, can create interpretable predictions.

Näıve Bayes

Näıve Bayes is a very simple and robust probabilistic classification model based on

Bayes’ Theorem. Given a set of k features F = {F1, . . . , Fk} and a set of m class labels

y ∈ C = {C1, . . . , Cm}, we can apply Bayes’ theorem to the classification problem and

obtain

P (Cj |F ) =
P (Cj)P (F |Cj)

P (F )
. (2.10)

Since the distribution of the data in the input space is unknown, P (F ) can often

not be determined. In addition, P (F ) is independent of the actual class Cj and has the

same influence on the probability of all classes. As a consequence, it is not considered

in practice.

Furthermore, näıve Bayes assumes features to be conditionally independent of each

other, leading to P (F |Cj) =
∏k
h=1 P (Fh|Cj). This drastic assumption makes the model

“naive” since, in practice, conditional independence is often not the case. However,
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it has been shown that näıve Bayes is still surprisingly effective in cases where the

independency assumption is violated [147].

As a consequence of the above assumptions, the probability estimation of näıve

Bayes simplifies to

P (Cj |F ) ∝ P (Cj)
k∏

h=1

P (Fh|Cj). (2.11)

The final probabilities are obtained by normalizing the posteriori probability P (Cj |F )

such that the sum of all posteriori probabilities is one. Obviously, the class with the

largest posteriori probability Cmax = arg maxCj P (Cj |F ) will be predicted as class label

ŷ.

For training a näıve Bayes classifier, we are required to estimate the underlying

class and feature distributions. This is usually done in a very time-efficient manner.

The prior probability of a class P (Cj) is estimated via maximum likelihood estimation

by simply assigning the relative frequency of the class in the training data. Often a

Laplace estimate is applied, which adds a pseudo instance to every class:

P (y = Cj) =
n(Cj) + 1
n+m

, (2.12)

where n(Cj) is the number of training examples in class Cj .

Estimating P (Fh|Cj) from the training data is often performed by discretizing the

data. For this purpose, every feature is divided into a set of p intervals {(ai, bi] | i ∈
{1, . . . , p}, bi = ai+1}, also called bins. If a feature value matches an interval x ∈ (ai, bi],

we approximate P (Fh = x|Cj) by P (ai < x ≤ bi|Cj). The probabilities of an interval

are estimated by the relative frequency of instances from class Cj within the interval.

To avoid zero probabilities, we use a Laplace estimate and approximate

P (Fh = x|Cj) = P (ai < x ≤ bi|Cj) =
ni(Cj) + 1
n(Cj) + p

, (2.13)

where ni(Cj) is the number of instances from class Cj within the i-th interval.

There exist various methods for feature discretization. Very simple discretization

methods do not consider the actual class distributions. For example, equal-width dis-

cretization creates intervals of equal size bi−ai, whereas equal-frequency discretization

chooses interval borders such that each bin contains an equal amount of training ex-

amples [196]. More involved discretization methods consider the different class affilia-

tions, e.g., by adjusting interval borders to decrease the entropy of class labels in each
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Figure 2.3: Example discretization and probability estimation of näıve
Bayes. In the left-hand plot, an example distribution of a feature for two classes
is displayed by a solid line and a dashed line. The right-hand plot shows the corre-
sponding discretized distributions obtained by equal-width discretization in black and
gray, respectively.

bin [65]. See Figure 2.3 for an example discretization and the corresponding estimated

probabilities. An important aspect of using näıve Bayes with discrete features is its

interpretability. It is easy to understand why and how an individual feature contributed

to a prediction outcome. If an instance exhibits a certain feature value, it is obvious

whether the feature is typical for a class or not. For example in Figure 2.3, a feature

value of −1.5 is ten times more likely for an instance of the first class than for the

second class and is, thus, very typical for the first class.

Although näıve Bayes does not consider feature combinations, it is not a linear

model. Different values of a feature can have different impact on the prediction out-

come, which is not the case for a linear model. For example, in linear SVMs, features

are multiplied by a constant coefficient of the weight vector of the model and, thus,

have a constant influence on the prediction outcome. Thus, although näıve Bayes is a

very simple model, it can learn nonlinear dependencies between features and output.

Furthermore, due to its simplicity, the contributions of features can be easily assessed

by users.



18 2. Background

0 1 2 3 4 5

0
1

2
3

4
5

x

y

●

● ●

●

●

●

●

●

●

●

●

●

●

Figure 2.4: Example of a one-dimensional linear regression function. A
regression function (solid line) is fitted to some data points with the corresponding
residuals indicated by dashed gray lines.

2.1.2 Regression

Regression analysis aims at finding a regression function f(x) that provides the best

explanation of the relationship between a set of independent input variables x1, . . . , xk

and an output variable y ∈ R. This process is also often called fitting since we try fit

a regression function to the data points.

Similar to classification models, regression models can only approximate the true

underlying function. In an optimization process, we try to find the regression function

that fits the training data best. To assess the quality of a fit, we require a formalized

quality measure. Typically, the difference between the predicted response and the real

response ε̂ = yi− ŷi, also referred to as residuals or prediction errors, are used by a loss

function (see Figure 2.4). A simple loss function is the sum of squared errors (SSE):

n∑
i=1

(yi − ŷi)2. (2.14)

Finding the regression function that minimizes the SSE is also called least squares.

Around 1800, Gauss and Legendre were the first to perform a least squares regres-

sion analysis. Their work laid the basis for modern regression algorithms. Today, we

distinguish between linear regression algorithms and nonlinear regression algorithms.
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Linear regression algorithms can model a linear function of the input variables. Often

used linear algorithms are least squares regression, ridge regression [181], and principal

component regression [89]. In contrast, nonlinear regression algorithms can model also

functions that are a nonlinear combination of the input variables. Commonly used non-

linear regression approaches are locally weighted regression [2], ANNs [174], Gaussian

processes [126], and support vector regression (SVR) [41].

Linear Least Squares Regression

Linear regression is often used as a synonym for linear least squares regression. It

assumes an approximately linear relationship between the input variables xi1, . . . , xik
and the output variable yi such that

yi = β0 + β1xi1 + . . .+ βkxik + εi, (2.15)

where β is the parameter vector containing the coefficients of our linear function and

ε is the corresponding vector of residuals. If we define x′ = (1, x1, . . . , xn)T to be the

feature vector with a leading constant and X ′ to be the corresponding feature matrix,

we receive

y = X ′β + ε. (2.16)

For simplicity, let X denote X ′ in the following.

Finding the linear regression model that explains the data best is achieved by per-

forming ordinary least squares on the training data. Hence, we aim at finding a vector

β that minimizes

SSE = (y −Xβ)T (y −Xβ). (2.17)

The above optimization function has a unique global optimum if the features are in-

dependent. The optimal parameters of the linear regression models could in theory be

calculated by

β̂ = (XTX)−1XT y. (2.18)

The regression function used to predict the response value ŷ of an instance x can

be summarized as

f(x) = xT β̂. (2.19)

A key assumption of linear regression – and regression analysis in general – is the

independence of the features. If two features are perfectly collinear, the feature matrix
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X does not have full column rank, which makes β not identifiable. Also, if features

are highly correlated, parameters can take meaningless large values. To penalize large

parameter estimates, we introduce a regularization term, for example a Tikhonov reg-

ularizer [181]. In the resulting optimization problem, we aim at minimizing

(y −Xβ)T (y −Xβ) + λ||β||, (2.20)

where λ is the ridge penalty. This regression approach is also called ridge regression.

Its parameters can be determined by

β̂ = (XTX + λI)−1XT y, (2.21)

where I denotes the identity matrix.

Linear regression models show optimal results regarding the SSE if the relationship

between input and output data is almost linear. However, a linear model fails if non-

linear relationships occur in the dataset. Nevertheless, a significant advantage of linear

models is that the influence of the different features on the prediction can be easily

assessed.

Support Vector Regression

SVR is a generalization of the SVM [41] introduced above. It aims at finding a regression

function with small error that is sparse at the same time. Following the principle of

Occam’s razor [52], a sparse model with the same explanatory power is preferred over

a more complex model.

A linear SVR uses the same regression function as linear least squares regression

f(x) = 〈w, x〉+ b, (2.22)

where w ∈ Rk corresponds to (β1, . . . , βk) and b ∈ R equals β0, the offset.

To find the optimal regression function, we place an ε-insensitive band around the

regression function. Thus, absolute errors smaller than ε are not penalized, whereas

instances i with an absolute error larger than ε are penalized by slack variables ξi ∈ R

and ξ∗i ∈ R, respectively (see Figure 2.5). Our regression function is sparse if it depends

on very few features, leading to a small norm of vector w. Hence, in SVR, we minimize
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Figure 2.5: A one-dimensional linear SVR with an ε-insensitive band. The
circled instances are the corresponding support vectors outside the ε-insensitive band.
They have an absolute error larger than ε and are penalized by slack variables ξi and
ξ∗i .

||w|| and the error at the same time. We have to solve the following optimization

problem to train an ε-SVR:

min
w∈Rk, b∈R, ξ∈R+n

0 , ξ∗∈R+n
0

1
2
||w||2 + C

n∑
i=1

(ξi + ξ∗i ),

subject to (〈w, xi〉+ b)− yi ≤ ε+ ξi ∀(xi, yi) ∈ D

yi − (〈w, xi〉+ b) ≤ ε+ ξ∗i ∀(xi, yi) ∈ D,

(2.23)

where C is the cost parameter determining the trade-off between minimizing ||w|| and

the error.

Note that the value of ε has to be given in advance. Using a ν-SVR, the optimal
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value of ε is automatically determined during the optimization. See Schölkopf et al.

[153] for details.

Similar to SVMs, a regression function can also be described by a linear combination

of support vectors. In case of SVR, support vectors are instances that yield an absolute

error larger than ε. Considering only instances outside of the ε-insensitive band gives

us a sparse definition of our regression function:

f(x) =
n∑
i=1

(αi − α∗i )〈xi, x〉+ b, (2.24)

where α and α∗ are Lagrange multipliers. See Smola and Schölkopf [172] for the cor-

responding dual optimization problem. The sparseness of the solution in terms of ||w||
can now be described by the number of support vectors required to describe f(x).

The linear SVR introduced above is only able to model a regression function that is

linear in the features. However, by replacing the inner product 〈xi, xj〉 by a kernel func-

tion, SVR can also model nonlinear responses, see also Section 2.1.1. As a drawback,

the actual nonlinear regression function can often not be determined explicitly. Conse-

quently, predictions are not interpretable since the contribution of individual features

to the outcome cannot be determined.

2.1.3 Model Evaluation and Selection

The performance of machine learning models depends strongly on parameter settings

and the used feature set. To select the model that yields the highest prediction quality,

a model has to be evaluated with different parameter settings and different feature sets.

Moreover, the evaluation of a model is very important to get an unbiased impression

of its predictive power.

The prediction quality of a machine learning model can be estimated on a test

dataset with known labels, i.e. T = {(xi, yi)}. It is required that T is independent

of the training dataset D, that is T ∩ D = ∅. If both sets are not independent, we

would test whether the model memorizes the training data but not whether the model

is able to generalize. Hence, we might overestimate the performance of the model.

The performance of a model is estimated by comparing the predicted labels with the

real labels of the test dataset. For this, various statistical performance measures for

classification and regression exist.
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Classification Measures

The most common quality measure for classification is the accuracy (ACC), which

calculates the proportion of correctly classified instances. Although the accuracy is a

widely used measure, it has a major drawback. Given a dataset where the instances

are not uniformly distributed among classes, also called a skewed dataset, the accuracy

is biased towards the majority class.

An alternative classification measure is based on the precision and the recall of a

class Cj defined as

PREj =
TPj

TPj + FPj
and

RECj =
TPj

TPj + FNj
,

(2.25)

respectively. TPj , FPj , and FNj are the number of true positives, false positives, and

false negatives of class Cj , respectively. Precision is a measures of exactness and equals

the fraction of instances that were correctly assigned to a class. Recall is a measure of

completeness and equals the fraction of instances of a class that were correctly classified.

Precision and recall are complementary measures and can be combined in the F1 score

(F1) of a class Cj by calculating their harmonic mean

F1j = 2 · PREj · RECj

PREj + RECj
. (2.26)

The F1 score is a balanced measure of the classification accuracy of one particular class.

To obtain an overall measure, the F1 score is usually averaged over all classes.

Regression Measures

As introduced in Section 2.1.2, the sum of squared error (SSE) is often used as a

performance measure for regression. Since the SSE is not comparable across datasets,

the coefficient of determination, also called R2, has been introduced. It normalizes the

SSE by the sample variance

R2 = 1− SSE∑
i(yi − ȳ)2

, (2.27)

where ȳ is the average response value in the test dataset. The R2 is close to one if the

prediction error is very small.
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Another often used performance measure is the Pearson product-moment correla-

tion coefficient, often referred to as correlation coefficient. It is defined as the covariance

of the response vector and the predicted response vector divided by the standard devi-

ations of both vectors:

ρ =
cov(y, ŷ)
σyσŷ

. (2.28)

The correlation coefficient equals one if the predicted responses are perfectly correlated

with the real responses. On the other hand, random predictions yield a correlation

coefficient around zero.

Cross-Validation

In many real world scenarios, an independent test dataset is not available. As an al-

ternative, an evaluation technique called cross-validation can be employed. In k-fold

cross-validation, the training dataset is partitioned into k subsets of equal size. One

subset is retained as test set, while k − 1 subsets are used as training data. This eval-

uation procedure is repeated k times, called folds, resulting in k independent training

and test datasets. The model’s performance is then estimated by averaging the model’s

performance over all folds (see Figure 2.6).

A cross-validation on a training dataset of another cross-validation is called in-

ner cross-validation (see Figure 2.6). Nesting cross-validations is often performed to

evaluate a model selection, as explained in the following.

Model Selection

The performance of most machine learning models depends on its parameters and the

chosen feature set. Different parameter values and different features can lead to different

prediction behavior. Finding the optimal parameter values and the optimal feature set

is done by a model selection prior to the actual training of the machine learning model.

Model selection is based on a search strategy that returns a candidate model defined

by its parameter values and used feature set. Such a search strategy could range

from greedy search to an exhaustive search. To assess the prediction performance of a

candidate model, we perform a cross-validation on the training dataset. The quality of

the parameter setting and the selected feature set is assessed by averaging the prediction
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Figure 2.6: The concept of a five-fold cross-validation and five-times nested
three-fold cross-validation. Each block represents the given dataset and its five
subsets. The subset with the gray background is the corresponding test set of each
fold. In nested cross-validation, we perform an additional inner cross-validation on the
training dataset of the outer fold (white background). For this, the dataset is again
divided into k subsets including one test set. In this example, we choose to set k to
three, resulting in 5× 3 = 15 train-test scenarios in the inner cross-validation.

quality over all folds. The settings yielding the highest prediction quality are then used

for future predictions.

To evaluate the selected model, we have to apply it to a test dataset. However,

independent test data is often not available. To circumvent the lack of test data, we

can perform a nested cross-validation. Therefore, we run the above described model

selection based on repeated cross-validations on the training data of each outer fold.

The selected model is then used to predict the test set of the outer fold (see Figure 2.6).

Using this procedure, we do not evaluate one distinct model, but evaluate the quality

of a model obtained from model selection. Depending on the number of parameters

and number of initial features, model selection and its evaluation can be a very time-

consuming process.

2.1.4 Interpretability of Machine Learning Models

In the context of this work, interpretability describes whether a prediction can be

explained in understandable terms. Experiments and their outcomes are often inter-
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pretable. In most cases, it is known how the experiment works and why a particular

outcome is obtained. In addition, by performing experimental replicates or estimating

error propagation, we know whether a result can be trusted or not. Unfortunately,

machine learning models and their outputs are often not interpretable. Usually, they

are presented to the user as a “black box”, making it impossible to understand how

they work and how predictions are obtained. To understand, in detail, how a machine

learning model prediction was obtained, it is often a prerequisite to understand how a

model works, which requires basic or even advanced knowledge in statistics. Further-

more, the output of a machine learning model is a plain value, i.e. a class label or a

response value. Additional error information is often not provided. As a consequence,

computational predictions are often not trusted by biologists. Furthermore, the “black

box” character of many machine learning models prevents biologists from gaining a

deeper insight into the modeled problem.

Nevertheless, providing interpretable predictions using machine learning models is

not impossible. We require an interpretable machine learning model to answer two

important questions in an understandable fashion: Why did the model predict this

particular outcome? How reliable is this prediction?

To understand why a particular prediction was made, it is necessary to realize

how the individual features contributed to the outcome. In most cases, only a few

features have a strong impact on the prediction, while all other features are almost

irrelevant [110]. Thus, an overview of the most important features might be already

sufficient to understand why a particular prediction was obtained. This obviously

also requires a set of interpretable features that can be associated to a real world

interpretation [175]. Discovering features that are relevant for a particular prediction

might help to gain knowledge on the modeled biological problem. Hence, using a

selected subset of important and interpretable features can support the interpretability

of predictions. Moreover, understanding how certain features influence the output can

help users to understand why a particular prediction was made, see Figure 2.7 for an

example. A common scenario where the influence of individual features is of central

importance is inverse engineering [75]. In inverse engineering, users are interested in

modifications of the input instance that result in changes of the prediction outcome

and, in turn, in an improved real world object.
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Figure 2.7: The two-dimensional input space of a binary classification prob-
lem solved by a linear classifier. Instances from the two classes of the training
dataset are displayed as points in white or black. Two novel instances that we aim to
classify are depicted as triangles. The first instance (white triangle) can be easily clas-
sified as a member of the white class since its features are very typical for that class.
In contrast, the second instance (black triangle) exhibits a typical features for both
classes, x1 is large whereas x2 is considerably low. Using an interpretable classification
model it is possible to understand the differences of both predictions and manually
reveal contradictions. In addition, the location in the input space of the second test
instance is very untypical for the training dataset. In this part of the input space
the classifier has to extrapolate the class distributions and, hence, gives less reliable
predictions. Although the distance to the separating decision boundary (solid line)
is almost the same for both test instances, they cannot be predicted with the same
confidence. A confidence estimation would alert the user for unreliable predictions as
in the second case.

While nonlinear machine learning algorithms perform usually better than linear

ones, their predictions are often not interpretable [176]. The major reason lies in the

complexity of nonlinear methods. Since the output is a nonlinear combination of the

input, there is often no simple and easily understandable explanation for a particular
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prediction. Hence, one has to employ heuristics to get a rough estimation of the influ-

ence of the individual features [76, 188]. If support vector algorithms such as SVMs

and SVRs are used with high-dimensional kernels, it is usually impossible to deter-

mine an explicit output function. Although some special kernel allows to determine

the exact contributions of individual features [173], this is not possible for most other

high-dimensional kernels. As a consequence, we are required to find a trade-off between

performance and interpretability. Using linear or simple nonlinear machine learning al-

gorithms might result in a slight performance decrease but will considerably improve

the interpretability of predictions [75].

Another important aspect of interpretability is the reliability of individual predic-

tions. Computational predictions are often prone to errors. Although we estimated the

model’s prediction quality in a performance evaluation, we cannot assume this predic-

tion quality for all predictions [13]. Machine learning models yield different errors for

different inputs and do not perform equally well for all instances [73]. Knowing how

much confidence we can put into individual predictions can increase the applicability

of machine learning models. For this, the level of confidence has to be formalized into

an intuitive measure.

In classification, most algorithms provide a measure of uncertainty, for example

the distance to the separating hyperplane [129] of an SVM and the posteriori of näıve

Bayes. While the output values indicate a preference for a class, they do not indicate

how good this estimation is, see Figure 2.7 for an example. Hence, we have to make a

clear distinction between the output value and a confidence score, which estimates the

error of the output [17].

In regression, the output is often only a plain response value without additional

confidence information [12]. A first step towards confidence estimation has been done

in quantitative structure-activity relationship (QSAR) prediction. For example, prop-

erties of the input instance have been used to give a qualitative estimate whether the

model can be applied to this particular instance or not [96]. However, most confidence

estimation algorithms provide no quantitative measure of confidence or only provide

non-interpretable confidence scores that cannot be related to an actual error [12]. A

confidence interval as an estimation of a possible error would be a powerful addition to

plain predicted values. Developing confidence estimation methods for individual pre-
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dictions is an important step to make computational predictions more transparent and

understandable for users with a biological background.
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2.2 Subcellular Localization of Proteins

Eukaryotic cells are organized into membrane-enclosed subcellular compartments, also

called organelles (see Figure 2.8). Each organelle is a functional subunit of the cell. Its

function and its structure is closely related to the set of molecules it contains. Prob-

ably the most important macromolecules of organelles are proteins. They participate

in virtually every process within a cell by fulfilling various important functions. For

example, enzymes catalyze chemical reactions. Integral membrane proteins can act

as pumps or channels for small molecules. Other proteins are involved in signal cas-

cades and cell cycle control. In Section 2.3, we discuss proteins important for immune

response. Moreover, proteins can have structural or mechanical functions to support

movement and the stability of the cytoskeleton.

Peroxisome

rough ER

smooth ER

Ribosome

Nucleolus Nucleus

Golgi 
apparatus

Mitochondrion

Chloroplast
Vacuole

Plasma Membrane

Cytoplasm

Figure 2.8: A plant cell with its most important organelles. The Figure has
been adapted from Wikimedia Commons [193, 194].

On one hand, every organelle requires a distinct set of proteins to function. On the

other hand, each protein needs to be located within the correct organelle to fulfill its

function. In fact, an incorrectly localized protein can lead to diseases. Only in the cor-

rect subcellular compartment, proteins can find the required environmental conditions

and their interaction partners. However, the subcellular compartments of an eukary-

otic cell are surrounded by intracellular membranes, which are mostly impermeable to

proteins. To transport proteins to their place of function, each organelle has to employ

import and export mechanisms.
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In the following sections, we discuss how proteins are localized to their cellular

compartments. Further, we show how this process is mediated by sorting signals in the

protein.

2.2.1 Protein Transport

The presence of a nucleus distinguishes a complex eukaryotic cell from simple prokary-

otic cells. The nucleus contains most of the genetic information of a eukaryotic cell

in form of deoxyribonucleic acid (DNA) and is responsible for synthesis of messenger

ribonucleic acid (mRNA). Transcribed mRNA is transported to the surrounding cyto-

plasm where it is translated by ribosomes into a specific amino acid chain that later

folds into a protein. Some proteins are even directly synthesized into the endoplas-

mic reticulum (ER). Each protein type has distinct properties defined by its unique

sequence of amino acids. Each of these amino acids exhibits different physicochemical

properties such as charge, hydrophobicity, and size. To fulfill their particular functions,

proteins are subsequently transported to their target organelle.

We distinguish three different forms of protein transport (see Figure 2.9). The

first form is the gated transport, which can be found between the nucleus and the

cytoplasm. Nuclear pore complexes are selective gates that allow specific proteins to

pass the nuclear envelope. Smaller molecules can enter the nucleus by free diffusion.

The second type of transport is transmembrane transport. It is based on membrane-

embedded transporter proteins, also called translocators. To be transported, proteins

usually have to unfold to fit through the translocator. This form of transport can be

found between the cytoplasm and mitochondrion, chloroplast, peroxisome, and the ER.

The mitochondrion and the chloroplast, which is present only in plants, are responsible

for energy production of the cell. The peroxisome is mainly responsible for the break-

down of long-chain fatty acids by oxidative reactions. The ER produces most of the

cells lipid and is a major storage of Ca2+. In addition, the ER is responsible for the

synthesis and modification of both soluble and transmembrane proteins of the secretory

pathway.

Finally, vesicular transport by membrane-enclosed vesicles is the major transport

form along the secretory pathway. Vesicles are loaded with cargo by pinching off from

the membrane of the starting compartment. Transmembrane proteins are inserted into
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Figure 2.9: The three different forms of protein transport.

the membrane of the vesicle, whereas soluble proteins are transported inside. When fus-

ing with the target organelle’s membrane, the vesicle discharges its cargo molecules into

the lumen of the organelle. The secretory pathway consist of a series of compartments

that are used by the cell to secrete proteins. From the ER, proteins can be transported

via vesicles to the Golgi apparatus, where they undergo covalent modification. The

Golgi apparatus is then responsible for further transport until the proteins are even-

tually secreted, giving the pathway its name. For example, proteins for intracellular

digestion, such as hydrolases, are transported via the endosome to the lysosome. In

cases of plants, these proteins are transported to the vacuole, which also functions as

a major storage. Furthermore, proteins in the Golgi apparatus can be transported

to the plasma membrane, which separates the cytoplasm from the extracellular space.

Proteins in the plasma membrane are often involved in cell signaling, for example as

part of the immune system. Finally, vesicles can undergo exocytosis, in which proteins

are secreted into the extracellular space.

2.2.2 Sorting Signals

All three forms of transport share one important property: they are guided by so-

called sorting signals. Sorting signals are recognized by receptor proteins or directly by
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translocator proteins. Each sorting signal directs the protein to a particular compart-

ment of the cell. We distinguish between two types of sorting signals: Signal sequences

are continuous subsequences of the protein’s amino acid sequence. They are typically

between 15 and 60 residues long. Often signal sequences are located at the ends of the

protein, the N-terminus or the C-terminus. Terminal sequences are frequently cleaved

from the protein once the transport has been accomplished. In contrast, signal patches

are distinct three-dimensional structures at the surface of a protein. The residues in-

volved are not necessarily adjacent to each other in the sequence of the protein. This

makes them difficult to identify if no structural information is available. In most cases,

the exact amino acid sequence of sorting signals is not relevant for recognition. Instead,

sorting signals are defined by physicochemical properties of the amino acids such as hy-

drophobicity, charge, or size. See Figure 2.10 for an overview of the most important

sorting signals.

Transport Between Nucleus and Cytosol

Macromolecules such as proteins and RNA are imported and exported from the nucleus

via nuclear pore complexes. Before they can pass through pores of the nuclear envelope,

their sorting signals need to be recognized by nuclear import receptors or nuclear export

receptors.

Proteins imported to the nucleus contain a nuclear localization signal (NLS) in their

amino acid sequences. One can distinguish monpartite NLSs, which are short continu-

ous signal sequences, and bipartite NLSs, which are two signal sequences separated by

a spacer of about 10 residues. Both types of NLSs are rich in positively charged lysines

and arginines and can be located almost anywhere in the protein sequence. Although

various NLSs have been observed, it is difficult to create a universal consensus sequence

for NLSs.

To be targeted for export to the cytosol, proteins are required to have a nuclear

export signal (NES). A typical NES consists of four hydrophobic residues, often leucines,

each separated by 1–3 other amino acids.

In addition, there exist sorting signals that target proteins to sub-nuclear locations

like the nucleolus, nuclear lamina, chromatin, and the nucleoplasm [49].
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Figure 2.10: An overview of the most important sorting signals. Amino acids
are shown in one letter code, while an X can be any amino acid. For the monopartite
NLS and the bipartite NLS, an explicit example sequence is given [51]. The NES
shown is a consensus motif obtained by La Cour et al. [106].

Transport into Mitochondria and Chloroplasts

Protein localization into mitochondria and chloroplasts is mediated by multi-protein

complexes. These integral membrane proteins are responsible for translocating proteins

from the cytosol into the lumen, the outer membrane, and the inner membrane of the

organelle. Transport is initiated by recognition of a mitochondrial targeting peptide

(mTP) or a chloroplast targeting peptide (cTP) by a receptor on the organelle’s surface.

Proteins have to unfold to be transported by the corresponding transporter proteins.

After transport, the targeting peptide is removed and the protein folds into its mature

form.

The mTP is a 25 to 45 amino acid long N-terminal signal sequence. It often forms

an amphiphatic α-helix containing positively charged amino acids on one side and un-
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charged, hydrophobic residues on the other side. Moreover, negatively charged residues

are rare (see Figure 2.10).

cTPs are also N-terminal signal sequences containing only very few negatively

charged residues. However, they show, with 20 to 120 residues, a wider variation in

length and are rich in hydroxylated amino acids, in particular serines (see Figure 2.10).

Transport to sub-locations such as different membranes in case of mitochondria or

the thylakoid lumen in case of chloroplasts have also been studied [152, 165, 167].

Transport into Peroxisomes

The import of proteins into the peroxisome is still poorly understood. It is known

that more than 20 proteins, called peroxins, are responsible for translocation [22]. In

contrast to mitochondrial and chloroplast import, proteins do not necessarily have to

unfold for transportation. The best studied peroxisomal signal sequence consists of

three amino acids, Ser-Lys-Leu, located at the very C-terminus, also known as SKL

motif (see Figure 2.10). However, various other potential signal sequences have been

observed, mostly located at the C-terminus or the N-terminus of proteins [20].

Intracellular Vesicular Transport in the Secretory Pathway

The transport of proteins along the secretory pathway is performed via vesicular trans-

port. Translocation into the ER is guided by an N-terminal sorting sequence called

signal peptide or secretory pathway signal [190]. It is a very hydrophobic N-terminal

segment consisting of 20 to 30 amino acids with slightly positively charged residues

at the very N-terminus and mostly small and polar residues at the C-terminal part of

the signal peptide (see Figure 2.10). Proteins containing a signal peptide are usually

synthesized by ribosomes attached to the membrane of the rough ER. The synthe-

sized polypeptide is directly translated into the ER lumen if it contains a cleavage site

or stays in the ER membrane if it contains a stop-transfer signal anchor. Imported

proteins are usually automatically transported to the Golgi apparatus via transport

vesicles unless they contain some ER-retention signal. This signal sequence is located

at the very C-terminus and usually consists of four amino acid, KDEL in case of soluble

proteins and KKXX in case of membrane proteins, where X stands for any amino acid.

From the Golgi apparatus, proteins are transported to their final destination. In the

different parts of the Golgi apparatus, most proteins are covalently modified. Some of
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these modifications are sorting signals for further transport, while proteins that reside

in the Golgi apparatus are not modified. Special signal patches of lysosomal proteins

are recognized in the cis Golgi-network leading to phosphorylation of an attached sugar

molecule. The phosphorylated sugar is a sorting signal responsible for vesicular trans-

port to the lysosome [105]. It is assumed that a similar signal patch is responsible for

secreting proteins via exocytosis into the extracellular space [142]. Another sorting sig-

nal are very long hydrophobic transmembrane regions, which trigger transport to the

plasma membrane. Vesicles intended for the plasma membrane are rich in cholesterol

resulting in thicker membranes. Since proteins have to included in the vesicular mem-

brane for transportation, only transmembrane proteins that span a membrane with

around 20–25 amino acids can be transported to the plasma membrane.

Transport to Multiple Locations

It is assumed that more than one-third of all eukaryotic proteins are transported to

multiple compartments [118, 197]. For some specialized proteins, such as messenger

proteins, moving between compartments is essential for their function. There are var-

ious reasons why proteins localize to more than one organelle. For example, for some

proteins, multiple isoforms exist caused by multiple transcriptional or translational ini-

tiation sites [170]. In addition, ambiguous sorting signals can guide proteins to multiple

organelles. This is often the case in plants, because the cTP and the mTP show a sim-

ilar overall amino acid composition [120]. Moreover, weak sorting signal that exhibit a

reduced binding affinity to the corresponding receptor may cause a certain fraction of

proteins to remain in the source organelle. Finally, also multiple sorting signals in the

protein sequence can lead to multiple targeting of proteins [99, 150].

2.2.3 Determining Subcellular Localization

There exist various experimental approaches to determine the subcellular location of a

protein. A key technique is fluorescence microscopy, where fusion proteins of the pro-

tein of interest and a fluorescent protein are constructed. An fluorescence microscope is

then able to detect light emitted by the fluorescent fusion protein after excitation of the

fluorophor, making it possible to determine the location of the protein within the cell.

Other prominent experimental approaches are cell fractionation [29], immunolocaliza-

tion [169], and western blot [86]. Usually, experimental approaches are very accurate



2.2 Subcellular Localization of Proteins 37

in determining the location of a protein. However, they are very time-consuming and

can be expensive.

Predicting the subcellular location of a protein from its primary sequence is an

attractive alternative to labor-intensive experiments. Since this is a typical classification

problem, many machine learning approaches have been developed for this task.
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2.3 The Immune System

Immunity, the resistance to an infection or a disease, was first observed in ancient

Greece. More than 2,000 years later, in 1796, Edward Jenner was the first to develop a

vaccine. In the 1880s, Louis Pasteur extended Jenner’s findings by successfully devel-

oping vaccines against cholera in chicken, rabies, and anthrax based on weakened forms

of the corresponding pathogens. His discoveries revolutionized medicine and led to a

new research discipline, called immunology. Since then, immunology has made numer-

ous important advances that uncovered the principles of the immune system leading to

novel approaches in immunotherapy.

The immune system is a biological system that protects and defends an organism

against pathogenic microorganisms and tumor cells. It is not only able to recognize

invading pathogens such as bacteria, fungi, and viruses, but also to fight possible in-

fections by an immune response. Due to its ability to adapt, the immune system can

provide better protection against future infections. Recognition and response involve a

variety of specialized cells that act together in a complex network.

The immune system can be divided into the innate immune system and the adaptive

immune system. The following sections introduce today’s knowledge of the immune

system and its relationship to modern immunotherapy.

2.3.1 The Innate Immune System

The innate immune system is the less specific part of the immune system. It provides

natural resistance that is present from birth, called innate immunity. It comprises cells

and mechanisms that are able to detect molecules not specific to a particular pathogen

but molecules common to many pathogens.

Anatomic and physiological barriers, such as skin and pH, are the first frontier for

invading microorganisms. When pathogens succeed in entering an organism, specialized

immune cells are able to provide a second barrier of defense. For example, in a process

called phagocytosis, macrophages are able to recognize, engulf, and digest pathogens.

Further, chemical mediators such as cytokines can trigger an inflammatory response in

which vascular fluid is released in the affected region and other cells involved in an im-

mune response, such as neutrophils, blood monocytes, and macrophages, are attracted.
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In a later step of the inflammatory response, also lymphocytes of the adaptive immune

system can be summoned.

2.3.2 The Adaptive Immune System

The adaptive immune system is the more specific component of the immune system.

In contrast to the innate immune system, it is not uniform in all members of a species.

Its highly specialized immune cells yield no broad reactivity, but are able to recognize,

eliminate, and remember specific pathogens. Due to its ability to create a huge diversity

in its recognition molecules, the adaptive immune system is able to recognize a large

number of different structures. At the same time it does not recognize structures of

the host as foreign. The other important feature of the adaptive immune system is its

ability to memorize previously seen foreign substances. The immunological memory

enables a stronger and faster immune response if the pathogen is encountered a second

time. The ability to adapt to invading pathogens makes the adaptive immune system

so valuable and effective.

An adaptive immune response involves two types of lymphocytes, B lymphocytes

(B cells) and T lymphocytes (T cells), which are both a special type of white blood cells

produced in the bone marrow. Lymphocytes are able to recognize foreign substances

and molecules, often refered to as antigens, by expressing a diverse set of antigen-

binding receptors on their cell surface.

B cells can directly recognize antigens in their native form. An immune response

mediated by B cells is called humoral immune response since immunity is provided

by secreted antibodies in the body fluids (Latin: humor). After activation, B cells

differentiate into plasma cells and memory B cells (see Figure 2.11).

In contrast, T cells can recognize immunogenic peptides bound to major histo-

compatibility (MHC) molecules by a so-called T-cell receptor (TCR). Depending on

the expression of co-receptor CD4 or co-receptor CD8 on their surface, we distinguish

between T helper (Th) cells and T cytotoxic (Tc) cells, respectively. Th cells can recog-

nize peptides bound to MHC class II (MHC-II) molecules and release effector molecules,

called cytokines, which can activate other immune cells. In contrast, Tc cells recognize

peptides bound to MHC class I (MHC-I–peptide) and can induce apoptosis of the in-

fected cell. The corresponding immune response is also called cellular immune response

since immunization is associated with cells (see Figure 2.11). If T cells are activated by
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binding an MHC–peptide complex, they rapidly duplicate and differentiate into effector

cells. After the infection, a certain number of effector T cells persist as memory cells,

supporting an effective response to future infections.

Humoral Immune Response Cellular Immune Response

B cell Pathogens Phagocytic cell Infected host cell

MHC-II
MHC-I

Apoptosis

CD4
CD8

Memory B cells

Plasma cell

Cytokines

T helper cell
T cytotoxic cell

Effector cells

Memory T cell

Memory T cell

Figure 2.11: An overview of an adaptive immune response. On the left,
a humoral immune response mediated by B cells is shown. On the right, a cellular
immune response mediated by T helper cells and cytotoxic T cells is shown. Both types
of lymphocytes, B cells and T cells, can exhibit immunological memory by retaining
memory cells.

The Major Histocompatibility Complex

The major histocompatibility complex (MHC) is a highly polymorphic gene cluster

that encodes for MHC molecules. In human, MHC molecules are also called human

leukocyte antigens (HLAs).

Although they share many structural features, they fulfill different functions. MHC

class I (MHC-I) molecules present peptides on the surface of almost all nucleated cells,

including peptides from pathogenic proteins. Peptides from degraded proteins can bind
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to MHC-I molecules in the ER. From there, bound peptides are transported to the cell

surface. By displaying selected peptides on the cell surface, MHC-I molecules present

a “fingerprint” of the cells proteome to the immune system. In contrast, MHC-II

molecules can be found only on antigen-presenting cells. They bind protein fragments

derived from previously endocytosed material. Bound peptides are then transported to

the cell surface and presented to the immune system.

MHC-I and MHC-II molecules exhibit one major structural difference in their bind-

ing cleft. While the binding cleft of MHC-I molecules is closed at its ends, it is open in

case of MHC-II molecules. Consequently, MHC-I molecules can bind only peptides of

a well-defined length, usually 8 to 12 amino acids, whereas MHC-II molecules can also

bind peptide consisting of more than twenty amino acids [30]. See Figure 2.12 for an

example binding pocket of an MHC-I molecule.

Every type of MHC-I and MHC-II molecule can bind only a certain set of peptides.

Thus, each MHC molecule is only able to present a limited spectrum of pathogenic

peptides to the immune system. However, since every human expresses up to six

different MHC-I types and up to 12 different types of MHC-II molecules, the adaptive

immune system is able to recognize an enormous range of pathogenic structures.

The binding of peptides to MHC molecules can be analyzed with various exper-

imental approaches such as competitive binding assays, mass spectrometry, Edman

degradation, and X-ray crystallography [143]. In competitive binding assays, it is mea-

sured which concentration of a radiolabeled or fluorescence-labeled peptides is necessary

to inhibit the binding of a reference peptide. The actual binding affinity is often given

as the half-maximal inhibitory concentration (IC50), i.e. the concentration of peptide

required to displace half of the reference peptide. Note that the log(IC50) of a peptide

is proportional to its binding free energy ∆G. Peptides that bind to an MHC molecule

yield an IC50 value lower than 500 nM. Peptides yielding an IC50 value even lower

than 50 nM are often called strong binders. Experiments in a laboratory can help to

understand how peptides bind to MHC and which peptides have the ability to bind.

Unfortunately, a large part of the binding spectrum of MHC molecules is still unknown

since experimental approaches are expensive and time-consuming. As an attractive

alternative to experimental approaches, computational MHC–peptide binding predic-

tion methods have been introduced [54, 74, 116, 132, 187]. Current state-of-the-art

approaches are based on multi-layer neural networks [128] or kernel-based SVMs [95].
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Figure 2.12: The binding pocket of MHC-I HLA-A*02:01 molecules bound
to two different peptides. In the upper image, the MHC-I molecule is bound
to peptide RMFPNAPYL of the Wilms Tumor 1 transcription factor. The lower
image shows a MHC-I molecule bound to the heteroclitic peptide YMFPNAPYL, a
variant of the above peptide that exhibits a stronger binding affinity than the wild
type peptide [10]. This figure has been created with BALLView [121] and structural
data from Protein Data Bank (PDB) [5] entries 3MYJ and 3HPJ.

While yielding a good prediction performance, their predictions are not interpretable.

It is not possible to understand why a certain affinity was predicted and, most impor-

tantly, how reliable the obtained affinity is.

2.3.3 Epitope-Based Vaccines

The ability of the immune system to memorize encountered antigens provides the foun-

dation for developing vaccines. A traditional vaccine often contains a weakened or killed

form of the pathogen. Although the patient is not getting sick, the invader is recognized

and “remembered” by the immune system. This form of vaccination has often been
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applied in medicine even before the details of the underlying immune mechanisms were

known.

To develop effective vaccines, more rational approaches such as epitope-based vac-

cines have attracted attention [159]. Epitopes are peptides that can trigger an immune

response. Vaccines based on epitopes consist of peptides from pathogens that are rec-

ognized and, consequently, remembered by the immune system. Injecting only epitopes

instead of the whole pathogen makes epitope-based vaccines safe, easy to produce, and

cheap. However, discovering potential epitopes for a given pathogen is difficult since it

requires a lot of experimental effort. Moreover, since every human expresses different

types of MHC-I and MHC-II molecules, we are even required to find a set of epitopes

that covers large parts of a population [185]. See Figure 2.13 for an overview of the

design process of an epitope-based vaccine.

Epitope

discovery
Antigens Candidate

epitopes

Epitope

selection

Selected 

epitopes

Vaccine

assembly

Epitope-based

vaccine

Figure 2.13: Design process of an epitope-based vaccine. Given a set of anti-
gens, candidate epitopes are determined based on a given target population. Suitable
epitopes candidates, e.g. epitopes with a strong T-cell reactivity approximated by
their MHC–peptide affinity, are selected. In a final step, the epitope-based vaccine is
assembled by combining the selected epitopes into a polypeptide. This figure and its
caption were adapted from Toussaint and Kohlbacher [184].

To discover potential epitopes, computational MHC–peptide binding predictions

are often used as an approximation of T-cell reactivity [184]. Furthermore, in silico

methods can be used to find peptides that are similar to known epitopes but induce

a strong or even stronger immune response than the wild type epitope [6, 90]. These

peptides are called heteroclitic peptides. The idea of epitope engineering results from

the fact that a stronger immune response usually leads to a better immunization. The

drawback of using computational models for epitope discovery and epitope engineering

lies in the “black box” character of most MHC–peptide binding predictors. Prediction

methods cannot guide epitope engineering since it is not evident, which amino acid has

the strongest impact on the binding affinity nor whether a specific amino acids prevents
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the peptide from binding. Most importantly, the reliability of individual predictions

cannot be obtained. Since in silico prediction methods are prone to errors, we might

rely on low confidence predictions. In particular for important tasks like vaccine design,

considering only reliable predictions is vital.



Chapter 3

YLoc – An Interpretable

Classification Approach

Subcellular protein localization is a key process in most eukaryotic cells. The location

of a protein within the cell is highly correlated with its function and is, thus, often used

to draw conclusions about its cellular role, interaction partners, and function in biolog-

ical processes. During the last decade a huge number of novel proteins were discovered

in the context of large-scale sequencing projects. Unfortunately, for the majority of

these proteins their function and subcellular localization is unknown. Experimentally

determining the localization of a protein is expensive and time-consuming. Compu-

tational classification approaches that predict subcellular localization from the amino

acid sequence represent an attractive alternative to experimental methods. However,

their predictions are often not interpretable. This chapter shows how to overcome the

“black box” character of computational subcellular localization prediction. The clas-

sification approach we introduce, YLoc, is able to give interpretable predictions while

being as accurate as state-of-the-art methods. In addition, it rates the confidence of

individual predictions, making it a powerful tool for biologists. Parts of this chapter

have been previously published in Briesemeister et al. [17] and Briesemeister et al. [18].

3.1 Introduction

In 1992, Nakai and Kanehisa [125] laid the foundation for computational subcellular

localization prediction by introducing PSORT. It is a simple rule-based prediction ap-
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proach that uses basic knowledge on protein sorting signals. At this time, the authors

could exploit only a small set of protein sequences annotated with their subcellular

location. Since then, more and more annotated sequence data has become available. In

addition, more complex classification models such as SVMs [8, 124, 139] and ANNs [62]

as well as combinations of multiple models [33, 37] have been applied.

Over the last few years, numerous prediction methods have been introduced. We

distinguish between sequence-based and annotation-based methods. Sequence-based

predictors make use of sequence-coded sorting signals [3, 9, 40, 62, 69, 138, 171], amino

acid composition information [28, 34, 45, 77, 91, 103, 124, 131, 139, 146, 195], or even

both type of information [72, 83, 88]. Annotation-based predictors use information

about functional domains and motifs [32, 157], protein-protein interaction [107, 166],

homologous proteins [71, 111], annotated Gene Ontology (GO) terms [80, 92, 108, 112],

Swiss-Prot keywords [113, 122], or textual information from PubMed abstracts [14, 70].

Since proteins with sufficiently similar protein sequences are usually located in the

same compartment [123], missing annotation information might also be transferred

from close homologues. Annotation-based predictors often show higher accuracies than

predictors based on sequence alone, however, they are less reliable for novel proteins

without known close homologues. Hybrid prediction approaches take advantage of

both types of information [8, 16, 33, 35, 37, 158]. Furthermore, there exist a range of

highly specialized prediction methods that can be applied only to a selected type of

protein [36, 140], expressed sequence tags [163], or predict only sub-locations of one

particular location [39]. See recent reviews for more details on subcellular localization

prediction [94, 145]. In Table 3.1, we give an overview of selected subcellular localization

predictors.

Although there is evidence that more than one third of all eukaryotic proteins are

transported to multiple compartments [197], multiple targeting of proteins has only

rarely been considered by prediction methods. As one of the first groups, Scott et al.

[157] introduced a method for multiple localization prediction based on about 500

multiple localized proteins. More recent predictors such as WoLF PSORT [88], Euk-

mPloc [37], Euk-mPloc2 [35], iLoc-Euk [38], ngLoc [103], and KnowPred [111] use

even up to 2,200 multiply targeted proteins as knowledge base for their predictions.

Prediction methods that are specialized on the dual targeting into particular organelles
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have been studied only sparsely [120]. Although there has been recent development on

multiple localization prediction, we believe that there is still room for improvement.

Method # locs model # features annot. homology multi.

MultiLoc2 11 > 10 SVMs > 1,000 yes yes no
WoLF PSORT 12 kNN ≈ 30 yes no yes
Euk-mPloc 22 > 300 kNNs > 1,000 no yes yes
KnowPred 10 PSI-BLAST > 1,000 no yes yes
BaCelLo 5 4 SVMs 280 no no no
LOCTREE 6 5 SVMs ≈ 100 no no no
PSORT 4 rules 80 yes no no
TargetP 4 ANN > 600 no no no

Table 3.1: Overview of selected subcellular localization prediction methods.
We show some basic properties of MultiLoc2 [8], WoLF PSORT [88], Euk-mPloc [37],
KnowPred [111], BaCelLo [139], LOCTREE [124], PSORT [125], and TargetP [62]. For
each subcellular localization predictor, we show the number of locations it predicts (#
locs), the classification model used, the number of features used (# features), whether
annotation information, such as domains or sorting signals, is used (annot.), whether
features contain information of possible homologous proteins (homology), and whether
multiple localization sites can be predicted (multi.). Note that for some predictors,
the exact number of features depends on the version of the predictor.

The prediction performance of subcellular localization predictors has significantly

improved over the years. Unfortunately, the machine learning models behind state-

of-the-art predictors are often very complex, making it difficult to understand why a

particular prediction was made. For example, MultiLoc2 consist of two layers, each

containing an ensemble of SVMs in combination with an RBF kernel [8]. It returns

a probability estimate for each location, but no additional information that could be

helpful to understand why this outcome was obtained. Another popular state-of-the-

art predictor is WoLF PSORT [88]. It uses a weighted kNN classification algorithm,

which predicts the subcellular location by transferring the location of proteins with a

similar feature encoding. Although this approach is not very complex, it is not obvious

how a biological property influenced the prediction. Instead of giving a biologically

meaningful explanation, predictions by WoLF PSORT are only supported by similar-

ity information. The widely used Euk-mPloc uses a complex combination of kNNs
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and is, hence, only able to return a plain list of locations [37]. Another drawback of

current subcellular localization predictors is the absence of confidence estimates for in-

dividual predictions. Consequently, predictions cannot be verified with regard to their

significance and reliability.

The “black box” character of current state-of-the-art prediction methods has a

major impact on the credibility of in silico subcellular localization predictions. It is

not evident how a prediction was obtained, nor which biological property influenced the

algorithm towards this conclusion. Consequently, results are usually treated with great

caution. In addition, it is often not possible to gain a deeper knowledge of the actual

localization process. In particular when further experiments are planed, biologists could

greatly benefit from knowledge like the position of sorting signals within the protein.

Furthermore, a confidence estimation that helps to rate the reliability of individual

predictions is vital if users rely on a small error rate. If future experiments are very

expensive and time-consuming, biologists are interested in how much confidence they

can put in a prediction.

In this chapter, we present YLoc, an interpretable method for predicting the sub-

cellular localization of proteins. YLoc is based on the simple näıve Bayes classifier. It

combines various feature types for its predictions ranging from simple amino acid com-

position to annotation information like PROSITE domains and GO terms from close

homologues. Most importantly, it uses at most 30 of these features. The small num-

ber of features as well as the simple architecture guarantee interpretable predictions.

YLoc is able to elucidate why a prediction was made and what attributes of the protein

contributed most to this prediction. In addition, it returns confidence scores that rate

predictions as reliable or not. YLoc is available in three versions. The low-resolution

version, YLoc-LowRes, is specialized in distinguishing the localization of globular pro-

teins and predicts up to five locations. The high-resolution version, YLoc-HighRes,

covers 11 main eukaryotic subcellular locations. YLoc+ is the most general predictor.

It covers 11 main eukaryotic locations while integrating multiple localization sites. All

three predictors are available for animal, fungal, and plant proteins.

We compared YLoc against other state-of-the-art protein subcellular localization

predictors using two recently published independent datasets [8, 27]. The results con-

firm that YLoc, even though its architecture is very simple, performs comparable to

current state-of-the-art predictors. To show that YLoc can benefit from confidence
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information, we tested it with five different confidence estimation approaches. Since

our newly introduced probabilistic confidence estimator performs best, we included it

into YLoc. We found that confidence estimation results in a considerable enrichment

of correct predictions. Hence, for instances predicted with high confidence, YLoc yields

an even better prediction performance than state-of-the-art predictors. For proteins

with multiple localizations, YLoc shows an outstanding accuracy compared to existing

methods. In an example study, we show that YLoc prediction outputs can be easily

interpreted making it possible to detect sorting signal relevant for protein localization.

Moreover, we illustrate that YLoc can be applied to explain localization changes of

proteins that are caused by mutations in the protein sequence.

3.2 Methods

3.2.1 Features

In the past, various types of feature encodings were studied in the context of subcellular

localization. They range from sequence information like annotated sorting signals to

knowledge inferred from homologous proteins. However, in many cases predictions

methods employ only one or two types of feature encodings. In our study, we included

numerous types of features and properties to benefit from their different characteristics

and information.

First, we make use of sequence-derived features. These include amino acid compo-

sition, normalized amino acid composition, and pseudo amino acid composition [31]. In

addition to counting simple amino acids, we use the compositions of certain amino acid

types such as hydrophobic, positively charged, negatively charged, aromatic, large, and

small. To encode for patterns in the protein sequence, we calculate sum and autocor-

relation of properties like hydrophobicity, charge, and volume of the amino acids based

on information from AAindex [101]. While the sum encodes for stretches of amino acids

with similar properties, the autocorrelation measures the correlation of a signal with

itself and can be used to identify periodic patterns. All features are calculated over the

whole sequence length, as well as for subsequences of various lengths in the N-terminus

(10 to 200), C-terminus (10 to 100), and middle part of the protein. In all cases, we

omit the first residue to avoid a bias caused by methionine. In addition, various known
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sorting signals such as mono NLS, bipartite NLS, NES, peroxisomal targeting signal,

mTP, cTP, secretory pathways signal, and ER retention signal are considered.

Second, we make use of annotation-based features such as PROSITE patterns [93].

PROSITE patterns describe protein domains, families, as well as functional sites. A

PROSITE pattern feature is assigned a value of one if the pattern is found in the

protein sequence using PROSITE scan [47]. In addition, we create a feature for each

location that is described by PROSITE patterns that are typical for this location. For

example, DNA-binding domains are typical for nuclear proteins while certain receptors

can only be found in the plasma membrane. We define a PROSITE pattern to be

typical for a location if more than 80% of all proteins in the training dataset containing

this pattern are present in this particular location. By manual inspection we found

that a lower threshold results in false assignments while a larger threshold results in a

very small number of typical patterns. The resulting feature is assigned a value of one

if at least one typical PROSITE pattern of this location is present in the protein or

zero otherwise.

Finally, we use GO terms [80] from close homologues from Swiss-Prot release 42.0.

To find only proteins with well-conserved homologous regions, we require a homologous

proteins to align with the query sequence with a very low E-value ( ≤ 10−10) according

to BLAST [1]. To ensure an even better match quality, we require a sequence identity of

more than 30% for the aligned region. Using these alignment conditions, we are able to

find proteins that very likely share a domain with the query protein. Since homologous

proteins are often located within the same organelle, we can transfer the corresponding

GO term information [123]. A GO term feature equals one if at least one homologous

protein is annotated with that GO term. In addition, we grouped GO terms that are

typical for a particular location. In this context, we define a GO term to be typical

for a location if more than 95% of all proteins containing this GO term are located

there. We found this threshold by manual inspection. We observed that using lower

thresholds, GO terms are likely to be assigned as typical for a location even though they

are not. This misclassification is likely due to the fact that GO terms naturally contain

more noise since they were inferred from sequences which do not necessarily have to

be orthologues, or even homologues. An additional feature indicates the location for

which the most typical GO terms could be transferred.



3.2 Methods 51

The overall number of features considered for subsequent feature selection is about

30,000. Before selecting the features for our final YLoc predictor, we use the entropy-

based supervised discretization of Fayyad and Irani [65] to discretize our features.

3.2.2 Feature Selection

The created features encode for a whole range of different characteristics that are impor-

tant for subcellular protein localization. However, due to the large number of features,

some of that information is likely to be redundant. Because of the limited number of

learning examples available, learning with a small number of features often leads to a

better generalization of machine learning algorithms (Occam’s razor). Moreover, creat-

ing an understandable and manually readable prediction output based on all features is

only possible if the number of features is rather small. On the other hand, the number

of features should not be too small. If the selected features are not sufficient to cover

all aspects of the localization process, the resulting classification model might show a

reduced prediction performance. Hence, we aim at selecting as few features as possible

without loosing the generalization ability of our model.

To find the set of the most important features, we started a large-scale feature se-

lection using a correlation-based feature selection (CFS) approach [79]. This approach

favors a feature set that shows high correlation with the class variable but low redun-

dancy among the features in the set. In CFS, the quality of a feature subset I of size

k is defined by ∑
i∈I

ri√
k +

∑
i,j∈I

rij

, (3.1)

where ri is the correlation between feature i and the class variable, and rij is the

correlation between two features i, j in the subset. Since we discretized our features,

we cannot make use of Pearson’s correlation coefficient. Instead, we use the information

gain [141], defined by

gain = H(Y )−H(Y |X), (3.2)

where H(Y ) equals the entropy of variable Y and H(Y |X) is the entropy of variable

Y after observing variable X. The information gain expresses how much additional

information about a variable Y is provided by variable X [78]. Since we require a
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symmetric measure, we have to normalize the information gain by the entropy of both

features, giving us the symmetric uncertainty coefficient:

2× gain
H(Y ) +H(X)

. (3.3)

The symmetric uncertainty coefficient is used to calculate the correlation of two discrete

features rij or a discrete feature and the class variable ri. Note that large feature subsets

can be avoided by defining the subset quality to be zero if the feature set size k exceeds

some threshold.

To select a feature subset, we use a backward best-first search strategy, which

starts with the full feature set and greedily deletes the feature that results in the best

subset quality according to CFS. Although a forward search is faster than our backward

approach, we found a backward search to result in a feature set of higher quality (data

not shown). The search continually caches the best 100 subsets and allows for 50

backtracking steps. CFS as well as the search algorithm are implemented in the Weka

machine learning library [192].

Since we could not observe a significant improvement in a nested cross-validation

of our method for more than 30 features (data not shown), we decided that 30 fea-

tures are sufficient for our predictors. Due to the reduced number of locations in the

low-resolution models, even 20 features are sufficient for YLoc-LowRes. The average

running time of a feature selection on datasets with about 6,000 data points and 30,000

initial features was about two hours.

3.2.3 Näıve Bayes Classification

YLoc uses näıve Bayes, a probabilistic classification algorithm, introduced in Sec-

tion 2.1.1. Since the näıve Bayes approach assumes features to be independent, it

allows a straightforward decomposition of a prediction into the individual contribu-

tions of each feature.

Given a set of features F = {F1, . . . , Fk}, a set of locations L = {L1, . . . , Lm}, and

a set of corresponding classes C = {CL1 , . . . , CLm}, näıve Bayes estimates the posterior

probability by:

P (CLj |F ) ∝ P (CLj )
k∏

h=1

P (Fh|CLj ). (3.4)
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The class priors and the feature probability distributions are estimated using the

training data after discretization. The final probabilities are obtained by normalizing

the posterior probabilities such that the sum of all posterior probabilities is one.

Since features are treated independently, we can easily assess the influence of

a single feature Fh on the prediction. The probability of observing feature Fh

ranges from minj P (Fh|Cj) to maxj P (Fh|Cj) over the given classes Cj . Let Cmax =

arg maxCj P (Cj |F ) be the predicted class. We define

log
P (Fh|Cmax)

minj P (Fh|Cj)
and log

P (Fh|Cmax)
maxj P (Fh|Cj)

(3.5)

to be the support and the opposition score, respectively. A large support score orig-

inates from a high probability for the observed feature value in the predicted class,

compared to the class where this feature value is least likely. Thus, a large support

score indicates that the observed feature value is very typical for the predicted class. In

contrast, the opposition score is always a negative value or zero. If the observed feature

value is more typical for some other class than the predicted one, the opposition score

is negative. Hence, a prediction based on the feature alone would lead to a different

decision than using all features. On the other hand, if a feature value is most likely to

be observed the predicted class, the opposition score is zero, while the support score is

positive. We merge both values in the discrimination score. If the support for Cmax

is stronger than the opposition, that is the sum of the scores is larger than zero, the

discrimination score equals the support score and vice versa. We use the absolute value

of the discrimination score to order the features according to their influence on the

prediction.

To predict multiple localizations with YLoc+, we transform our multi-label data

into single-label data. For proteins labeled with multiple locations L1 and L2, we

create a new class, CL1∧L2 . When inferring predictions, the probability output of the

näıve Bayes classifier is transformed as follows:

P (Lj |F ) =
∑

{Cx|Cx∈C∧Lj∈α(Cx)}

P (Cx|F )
1

|α(Cx)|
, (3.6)

where α(Cx) is the set of labels of class Cx. This transformation is based on the as-

sumption that proteins present in multiple locations are equally distributed between
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the compartments. Obviously, this does not hold for all proteins with multiple lo-

calizations. However, given only qualitative data, this is the best assumption we can

make. In order to report only relevant locations, YLoc employs a simple heuristic. Af-

ter sorting the locations by probability, YLoc reports the locations with a probability

better than chance, that is P (Lj |F ) > 1/|L|, where L is the set of locations. To report

only relevant locations with reasonable probability, YLoc stops reporting locations if

a location is less than half as probable as the preceding location. Transforming the

probabilities as above yields the advantage that label combinations not present in the

training data can also be predicted.

3.2.4 Confidence Estimators

Providing users with an estimate of how reliable a prediction is can substantially im-

prove the interpretability of YLoc’s predictions. We tested YLoc with different confi-

dence estimators, which rate the confidence in a prediction by a numerical value, called

confidence score cs. Thus, predictions with a large confidence score are required to be

more likely to be correct than predictions with a low confidence score. To obtain an

interpretable score, we normalize scores to a range between zero and one. In the follow-

ing, we call such a score normalized confidence score ncs. Confidence estimators can be

distinguished between model-based confidence estimators and dataset-based confidence

estimators. The former use distinct properties of the classification model to estimate

the confidence in a prediction, whereas dataset-based estimators make use of the struc-

ture of the underlying training data. In the following, we present existing dataset-based

confidence estimators used in this work and, further, introduce two novel confidence

estimators.

Existing Dataset-based Estimation Approaches

Dataset-based confidence estimators do not rely on a particular model and, hence, are

more universal. As a drawback, model-independent estimators cannot profit from the

insights of a model and might be less effective for estimating confidences. In Chap-

ter 4, we show how dataset-based confidence estimators can be applied with differ-

ent kinds of regression models. Dataset-based confidence estimation approaches have

been previously introduced as applicability domain (AD) estimators in the context of
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QSAR [50, 60, 164]. They usually assume that a model can give more reliable predic-

tions if a novel instances is located in a part of the input space that is also populated in

the training set. Hence, if many similar instances exist in the training data, we assume

that we can put more confidence in a particular prediction. In the following, we present

three often applied AD domain estimators.

A popular estimator is based on the number of nearest neighbors [164]:

csNoNN(x) =
1

nmax(α)
|{(xi, yi)|(xi, yi) ∈ D, d(xi, x) ≤ α}|, (3.7)

where α is a distance threshold and nmax(α) defines the maximum number of neighbors

within a distance of α in the training dataset. If x has many neighbors in the input

space, we assume a better generalization power of the model for this subspace resulting

in a larger confidence score.

Another previously introduced AD estimator is based on the average Euclidean

distance of a novel instance x to instances in the training dataset [60, 96]:

csAvgDist(x) = 1− 1
dmax

∑
(xi,yi)∈D d(xi, x)

|D|
, (3.8)

where d is the Euclidean distance function and dmax is the maximum distance of in-

stances within the training dataset. If a novel instance is so distant to the training set

that we obtain a negative score, we assign a confidence score of zero.

Dimitrov et al. [50] introduced a confidence estimator based on the number of

misclassified instances in the neighborhood of a novel instance. It assumes that a high

accuracy in the neighborhood of a novel instance results in a highly reliable prediction.

Hence, the accuracy confidence score csAcc is calculated as

csAcc(x) =
1
D′
|{(xi, yi)|(xi, yi) ∈ D′, ŷi = yi}|, (3.9)

where D′ is the set of the δ nearest neighbors of x and vector ŷ contains the corre-

sponding predicted labels. The latter can be obtained by performing a cross-validation

on the training data. Scores are normalized to [0, 1] by definition.

A Novel Dataset-based Estimation Approaches

We introduce a novel dataset-based confidence estimator based on the entropy of labels

in the neighborhood of a novel instance. We assume that ambiguous regions in the



56 3. YLoc – An Interpretable Classification Approach

input space exhibit a high label entropy and are harder to predict, resulting in a lower

prediction accuracy. The label entropy score csLE in the neighborhood of an instance

is calculated as

csLE(x) = 1 +
m∑
j

(pD′(Cj) + ε) logm (pD′(Cj) + ε) , (3.10)

where pD′(Cj) is the fraction of instances of class Cj in set D′, which contains the δ

nearest neighbors of x. By using a logarithm to base m, the number of classes, we

receive normalized confidence scores between zero and one. To avoid zero probabilities,

we add a small pseudo count of ε = 0.001.

In Chapter 4, we generalize confidence estimation based on label entropy and neigh-

borhood accuracy to regression problems, leading to confidence estimators CONFIVE

and CONFINE.

A Novel Probabilistic Confidence Estimator

To account for the characteristics of the näıve Bayes classifier, we introduce a novel

model-based confidence estimation approach. It uses the probability estimates of the

underlying näıve Bayes classifier to measure the reliability of an individual prediction.

The estimate is based on the fact that proteins can be predicted more reliably if the

corresponding feature vector is typical for the predicted classes and less typical for any

other class. Given the feature vector F of a novel protein, we calculate P (F |
⋃
Cj∈C Cj),

the probability of observing F given our training dataset, by

P (F |
⋃
Cj∈C

Cj) = P (
⋃
Cj∈C

Cj)
k∏

h=1

m∑
j=1

P (Cj)P (Fh|Cj), (3.11)

where P (
⋃
Cj∈C Cj) equals one. On the other hand, we calculate P (F |Cmax), the

probability of F given the most probable class Cmax. Since F should be more typical

for the predicted class Cmax than for the set of all proteins, P (F |Cmax) should be greater

than P (F |
⋃
Cj∈C Cj), the baseline probability of observing F . For our final confidence

score, we calculate the fraction of both probabilities and additionally weight classes

containing few training examples as less reliable by multiplying the class probability

P (Cmax). The final confidence score is calculated as follows:

csNBconf(F ) =
P (Cmax)P (F |Cmax)

P (Cmax)P (F |Cmax) + P (F |
⋃
Cj∈C Cj)

. (3.12)
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Since our probabilistic score lies between zero and one, we are not required to normalize

it. A confidence score close to one indicates a reliable prediction, whereas a score close

to zero indicates that we are less confident about the given prediction. Note that if we

assume P (F |
⋃
Cj∈C Cj) = P (F ), the presented confidence score would be a monotone

transformation of P (Cmax|F ), given by NBconf = 1/(1 + 1
P (Cmax|F )).

3.2.5 Creating Interpretable Output

To provide an interpretable output, YLoc creates a short reasoning in natural language

that explains why a prediction was made. For this purpose, we first have to create a

description for every YLoc feature and, secondly, have to assemble these descriptions

into natural language.

A prediction is only interpretable for a user, if the individual features are inter-

pretable too. A user should be able to relate a feature to a real world biological

property. However, for some features, a biological explanation is not always obvious.

For example, a high autocorrelation of hydrophobicity within the first 20 amino acids

is not obviously an important characteristic in subcellular localization. However, we

find that the sum of hydrophobicity within the first 20 amino acids, which encodes for

long hydrophobic stretches in the N-terminus, is highly correlated with this feature.

A long hydrophobic stretch in the N-terminus is in turn an important property of the

secretory pathway signal. In similar cases, where a biological explanation is not obvious

at first sight, we transfer the biological meaning from a strongly correlated feature. By

doing so, we can manually describe all selected YLoc features in biological terms using

natural language.

To be able to create a sentence that contains information about the actual feature

value, we manually describe every discretization interval of the feature with an adjec-

tive. These descriptions are then linked to the actual feature descriptions. For example,

a secretory pathway signal can be absent, weak, medium, or strong, depending on the

underlying hydrophobicity. Obviously such descriptions are always a little arbitrary

since individuals have different understandings of words like strong or weak. However,

they are a good indicator of the underlying property. Such descriptions might be less

detailed but are far easier to interpret by a user.

YLoc uses the manually provided description of the two most important features

to create a short reason for the users. In this context, the two most important features
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are the two features with the largest absolute discrimination score. In addition, the

feature probability are used to underline the argumentation of YLoc. For example, it

not only provides the user with the fact that the protein contains a strong secretory

pathway signal, but also informs the user that 69% of the proteins from the secretory

pathway share this property while almost no protein from the nucleus and cytoplasm

show this attribute. Using this strategy YLoc can provide an interpretable reasoning

that helps a user to understand the prediction output.

3.2.6 Datasets

3.2.6.1 BaCelLo Dataset

For training the YLoc-LowRes predictor, we used the BaCelLo training dataset [139].

The homology reduced dataset extracted from Swiss-Prot release 48.0 contains 2,597

animal, 1,198 fungal, and 491 plant proteins, resulting in three versions of YLoc-LowRes

(see Table D.1 in the appendix for more details). Only globular proteins were considered

in the annotation. Animal and fungal proteins originate from four locations: nucleus

(nu), cytoplasm (cy), mitochondrion (mi), and the secretory pathway (SP). Plant pro-

teins originate from five locations: nu, cy, mi, SP, and chloroplast (ch). The BaCelLo

independent dataset [27] (IDS) contains proteins added to Swiss-Prot between release

49.0 and 54.0 with at most 30% sequence identity to proteins in the BaCelLo dataset.

Moreover, proteins from the same location that align with an E-value lower than 10−3

according to BLAST [1] are clustered, resulting in 432 animal, 418 fungi, and 132 plant

groups [27].

3.2.6.2 Höglund Dataset

For training YLoc-HighRes and YLoc+, we used the Höglund training dataset [83]. The

5,959 eukaryotic proteins extracted from Swiss-Prot release 42.0 cover 11 locations: nu,

cy, mi, ch, endoplasmic reticulum (er), Golgi apparatus (go), peroxisome (pe), plasma

membrane (pm), extracellular space (ex), lysosome (ly), and vacuole (va) (see Table D.2

in the appendix for more details). For the Höglund dataset, Blum et al. [8] created an

independent dataset (IDS) with proteins from Swiss-Prot release 55.3, which covers the

locations er, go, pe, pm, ex, ly, and va. Proteins that share more than 30% sequence

identity with proteins from the original Höglund dataset were excluded. In this study,
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we only make use of the animal Höglund IDS, since it contains sufficient amount of

proteins (198). By clustering proteins from the same location with more than 40%

sequence identity, 158 groups of animal proteins were obtained.

3.2.6.3 DBMLoc Dataset

In addition to proteins from the Höglund dataset, YLoc+ was trained using proteins

from the DBMLoc database [197]. The DBMLoc database contains more than 10,000

proteins with multiple subcellular localization, which were experimentally determined

or extracted from the literature. We extracted proteins which share less than 80%

sequence similarity from DBMLoc. Most proteins in DBMLoc are present in two sub-

cellular locations. Still, there is a small portion of proteins with three or more local-

izations. However, for training we selected only multiple locations with more than 100

representative proteins: cy and nu (cy nu), ex and pm (ex pm), cy and pm (cy pm),

cy and mi (cy mi), nu and mit (nu mi), er and ex (er ex), and ex and nu (ex nu). Due

to the limited number of training examples for some localizations, we could not use a

lower sequence similarity threshold. More details concerning the 3,054 proteins with

multiple localization can be found in Table D.3 in the appendix.

3.2.7 Training and Evaluation

We implemented YLoc using Python, the machine learning library Weka [192],

BLAST [1], and PROSITE scan [47]. Each YLoc predictor is available as an animal,

fungal, and plant version.

To evaluate the prediction performance, we use the overall accuracy (ACC) and the

F1-score averaged over all classes (F1). See Section 2.1.3 for a detailed introduction

into both measures. Of the two measures, F1 is better suited than the ACC as an

evaluation measure. Especially for unbalanced datasets, the ACC biases towards an

overrepresented class. Thus, if all instances are predicted to belong to this class, the

ACC is still rather high.

The ACC and F1 can be easily generalized using measures from multi-label classi-

fication [186]. Let T = (xi, yi) denote a test dataset with yi being the set of correct

labels of an instance i. On the other hand, let ŷi denote the set of predicted labels.
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Then we can define the multi-label ACC as

ACC =
∑
{i|i∈T}

|yi ∩ ŷi|
|yi ∪ ŷi|

(3.13)

and the REC and PRE for label j as follows:

RECj =
∑

{i|i∈T∧j∈yi}

|yi ∩ ŷi|
|yi|

(3.14)

PREj =
∑

{i|i∈T∧j∈yi}

|yi ∩ ŷi|
|ŷi|

. (3.15)

Using multi-label measures, we can rate predictions as partially correct if only a

portion of the correct labels were recovered or more labels than the correct ones were

predicted.

To visualize the estimation quality of a confidence estimator, we plot a so-called

confidence curve. It is based on the idea that we iteratively remove the prediction with

the lowest normalized confidence score from our set of test predictions. Consequently,

we would expect to observe better prediction qualities for the remaining set of high

confidence predictions. Let Q(i) be the quality value of the i predictions with the

highest normalized confidence score, where Q can be any of the above quality measures,

e.g. ACC, REC, PRE, or F1. Further, let ncs(i) be the minimum normalized confidence

score of the i predictions with the highest normalized confidence score. If we plot Q(i)

against ncs(i), we expect Q(i) to increase with increasing ncs(i). On the other hand,

if we plot Q(i) against i, we would expect that Q(i) is decreasing with increasing

i (see Figure 3.1 for an example). An increase and decrease of the former and latter

curve, respectively, implies an increasing prediction quality for predictions with a larger

confidence score, which is a desirable behavior for a confidence estimator.

We measure the quality of confidence estimates by calculating the normalized area

under the confidence curve (AUCC) as

AUCCinst,Q =
∑|T |

i=1Q(i)−Q(|T |)
Q(|T |) · |T |

,

AUCCncs,Q =
∑|T |

i=2(Q(i)−Q(|T |))/(ncs(i)− ncs(i− 1))
Q(|T |) · (ncs(1)− ncs(|T |))

,

(3.16)

where T is the corresponding test dataset and Q(|T |) is the baseline performance on

the whole test set. The AUCC yields a positive value if correctly classified instances are
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Figure 3.1: Example confidence curves. The left-hand confidence curve shows
the F1 for each subset of predictions with a minimum normalized confidence score
ncs(i). The right-hand confidence curve shows the F1 for the i predictions with the
highest confidence score. In this example, subsets of predictions with larger confidences
score yield an increased accuracy. Both curves exhibit an AUCC of around 0.25 since
the area under the curves covers approximately one fourth of the plot area.

enriched with high normalized confidence scores (see Figure 3.1). In contrast, an AUCC

around zero implies that confidence scores were randomly assigned to predictions.

To estimate the optimal parameters of the nearest neighbor, accuracy, and label

entropy confidence estimator, we performed a five-fold cross-validation on the training

dataset and chose the parameters resulting in the highest average AUCC. The AUCC

can be calculated for any prediction quality measure. However, calculating the AUCC

based on F1 can create artefacts in the confidence curve due to very small classes.

To reduce the influence of small classes, we exclude classes containing less than five

instances from the calculation of the F1. While the F1 is a good measure for comparison,

we found the AUCC to be more stable when used together with the ACC and, thus,

optimized the average AUCCinst,ACC in the above mentioned cross-validation.
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3.3 Results and Discussion

3.3.1 Cross-Validation Evaluation

We evaluated all YLoc predictors in a five-fold nested cross-validation evaluation scheme

on the training datasets. Since MultiLoc2 was trained on the same datasets, we com-

pared both methods. Surprisingly, we did not observe a considerable difference between

the predictors regarding prediction performance (see Table 3.2). All predictors show a

very high ACC and F1. The major differences between the methods lie in their com-

plexity and interpretability. MultiLoc2 is based on a complex SVM-ensemble classifier

and uses more than 1,000 features, whereas YLoc is based on a very simple classification

model. Due to its complexity, predictions made by MultiLoc2 are not interpretable. In

contrast, using YLoc, it is obvious how biological features contributed to the outcome.

Version MultiLoc2-LowRes YLoc-LowRes

Animals 0.82 (0.84) 0.85 (0.87)
Fungi 0.79 (0.78) 0.77 (0.79)
Plants 0.79 (0.80) 0.78 (0.80)

Version MultiLoc2-HighRes YLoc-HighRes

Animals 0.84 (0.89) 0.85 (0.91)
Fungi 0.84 (0.89) 0.84 (0.91)
Plants 0.84 (0.89) 0.83 (0.90)

Table 3.2: Cross-validation performance comparison. Five-fold cross-
validation performance of MultiLoc2-LowRes and MultiLoc2-HighRes compared to
the five-fold nested cross-validation performance of YLoc-LowRes and YLoc-HighRes
concerning the F1 and ACC (in brackets).

3.3.2 Benchmark Study on Two Independent Datasets

To show that YLoc is well-suited to predict the localization of novel proteins, we car-

ried out a benchmark study using two recently published IDSs, the BaCelLo IDS [27]

and the Höglund IDS [8]. We compared YLoc against six other state-of-the-art sub-

cellular localization predictors, MultiLoc2 [8], BaCelLo [139], LOCTree [124], WoLF

PSORT [88], Euk-mPloc [37], and KnowPred [111]. These predictors were chosen be-

cause they are quite recent and are available as online or as stand-alone version. In the
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case of the BaCelLo IDS, we grouped predicted locations from the secretory pathway

into the class SP to deal with predictors that distinguish between these locations. In

contrast, for the Höglund IDS, we excluded predictors that cannot distinguish between

the secretory pathway locations. To predict multiple locations with KnowPred, we

defined a threshold of 30 for the multi-localized confidence score. As mentioned be-

fore, very similar proteins from the same location in the IDS are clustered. Instead of

evaluating the performance based on one representative of each cluster, we re-weight

instances such that the weight of all instances within one cluster sums to one. The

results are summarized in Table 3.3.

Method B Animals B Fungi B Plants H Animals

YLoc-LowRes 0.75 (0.79) 0.61 (0.56) 0.58 (0.71) - (-)
YLoc-HighRes 0.69 (0.74) 0.51 (0.56) 0.54 (0.58) 0.34 (0.56)
YLoc+ 0.67 (0.58) 0.51 (0.48) 0.49 (0.53) 0.37 (0.53)
MultiLoc2-LowRes 0.76 (0.73) 0.61 (0.60) 0.64 (0.76) - (-)
MultiLoc2-HighRes 0.71 (0.68) 0.58 (0.53) 0.54 (0.62) 0.41 (0.57)
BaCelLo 0.66 (0.64) 0.60 (0.57) 0.56 (0.69) - (-)
LOCTree 0.58 (0.62) 0.43 (0.47) 0.58 (0.70) - (-)
WoLF PSORT 0.67 (0.70) 0.51 (0.50) 0.46 (0.57) 0.18 (0.36)
Euk-mPloc 0.54 (0.61) 0.56 (0.60) 0.37 (0.46) 0.24 (0.27)
KnowPred 0.69 (0.75) 0.56 (0.66) 0.23 (0.29) 0.37 (0.49)

Table 3.3: Performance comparison using two independent datasets. Perfor-
mance of the YLoc predictors and other state-of-the-art predictors using the BaCelLo
(B) IDS and the Höglund (H) IDS concerning F1 and ACC (in brackets). The per-
formance of YLoc+, WoLF PSORT, Euk-mPloc, and KnowPred was measured using
the generalized F1 and ACC. The highest-ranking method regarding each measure is
highlighted in bold. Note that the WoLF PSORT results differ slightly from those
obtained in Blum et al. [8] due to some changes in the underlying dataset. Also note
that KnowPred does not predict chloroplasts.

We observed that YLoc-LowRes and MultiLoc2-LowRes yield the best overall per-

formance on the BaCelLo IDS. This is due to the fact that both predictors are spe-

cialized on distinguishing globular proteins. Among the high-resolution predictors,

MultiLoc2-HighRes and KnowPred perform best, followed by YLoc-HighRes. Although

YLoc+ was designed to predict multiple localizations, it performs comparably to Euk-
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mPloc and WoLF PSORT. Clearly, the prediction performance depends on the origin

of the proteins. In particular, the YLoc predictors are less accurate for fungal pro-

teins, but yield good performance for animal and plant proteins. In contrast, Euk-

mPloc performs well for fungal proteins but poorly for animal and plant proteins.

Note that KnowPred does not predict chloroplasts and, thus, performs poorly on plant

proteins. Most interestingly, the YLoc predictors perform comparable to the other

predictors in the benchmark study, even though they have a very simple architecture

and use at most 30 features. Similar results were observed for the animal Höglund

IDS. MultiLoc2-HighRes performs best among the high-resolution predictors, followed

by YLoc+, YLoc-HighRes, and KnowPred. Euk-mPloc and WoLF PSORT, the other

high-resolution predictors in this study, yield a poor F1 and ACC. In general, the per-

formance of all predictors is comparably low for this dataset. This is due to the limited

amount of available training data for the peroxisome and the secretory pathway loca-

tions. Since the number of protein sequences of the animal Höglund IDS is relatively

small, the performance results should be seen as a trend. In addition, see Tables D.7,

D.6, D.5, D.4, D.8, D.10,D.12, and D.14 in the appendix for more detailed results.

Using YLoc+ has an advantage: Predictions can be borderline due to weak and

noisy sorting signals. Hence, predicting all top-ranked locations leads to an increased

recall. Moreover, it can help users to identify real multiple localization of proteins.

We also tested YLoc without transferring information from homologous proteins by

excluding GO-term features from the feature selection. The resulting predictors show

only slightly reduced prediction performance on the IDSs (see Tables D.9, D.11,D.13,

and D.15). Additional versions of YLoc not using homology information can be helpful

to analyze whether a prediction outcome would change if we were restricted to sequence

information only.

3.3.3 Multiple-Localization Prediction

We compared YLoc+, WoLF PSORT, Euk-mPloc, and KnowPred regarding their abil-

ity to predict multiple localization sites. The locations for all proteins in the DBMLoc

dataset were predicted by WoLF PSORT, Euk-mPloc, and KnowPred by considering

this dataset as an IDS. Since KnowPred returns only scores for each location but no

location prediction, we predict all locations with a score above 30 if the multi-localized

confidence score is larger than 30. For YLoc+, we evaluated the predictions of the
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DBMLoc proteins using the five-fold nested cross-validation results. We compared all

predictors using single-label as well as multi-label measures.

Measures YLoc+ Euk-mPloc WoLF PSORT KnowPred

Single-label 0.31 (0.35) 0.04 (0.05) 0.03 (0.05) 0.28 (0.36)
Multi-label 0.68 (0.64) 0.44 (0.41) 0.52 (0.43) 0.66 (0.63)

Table 3.4: Performance comparison using the DBMLoc dataset. The
performance was measured using F1 and ACC (in brackets). For YLoc+ and WoLF
PSORT, only the best performing version is shown. The highest-ranking method
regarding each measure is highlighted in bold.

The results are shown in Table 3.4. YLoc+ is superior to WoLF PSORT and Euk-

mPloc in this study in terms of ACC as well as F1. While predicting at least one

location correctly for many proteins, Euk-mPloc and WoLF PSORT are only able to

predict 5% of the correct multiple locations. In contrast, YLoc+ and KnowPred are able

to recover more than one third of the multiple locations correctly. When excluding GO-

term features from the feature selection, we observe only a slight performance decrease.

For more details see Tables D.16 and D.17 in the appendix. In a similar study, we are

able to show that the performance of all predictors remains almost unchanged if we

use a cutoff of 40% in the homology reduction of the DBMLoc dataset, see Tables D.18

and D.19 in the appendix for performance details on the resulting DBMLoc40 dataset.

3.3.4 Evaluation of Confidence Estimates

To find a confidence estimator that is suitable to rate the confidence of individual YLoc

predictions, we compared the estimation performance of the five presented estimators.

For this purpose, we estimated the confidences of YLoc-LowRes predictions on the

BaCelLo IDSs using the different presented confidence estimators. To show that the

posterior probability is less suitable for confidence estimation, we additionally included

it into the study. For all estimates, we plotted confidence curves and calculated the

corresponding AUCCs. The obtained AUCCF1 values for the BaCelLo IDSs are shown

in Table 3.5.

We observed that estimator NBconf performs superior to the four dataset-based

estimators. Although estimators Acc and LE yield sometimes larger AUCCs, their es-
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Measure IDS NBconf Post AvgDist NoNN Acc LE

AUCCinst,F1 Animals 0.27 0.13 -0.31 -0.25 0.27 0.18
Fungi 0.19 0.09 -0.20 -0.17 -0.02 -0.09
Plants 0.34 0.23 0.24 0.22 0.45 0.59

AUCCncs,F1 Animals 0.23 0.06 -0.07 -0.20 0.16 0.37
Fungi 0.21 0.03 -0.06 -0.18 0.03 -0.02
Plants 0.33 0.12 0.10 0.23 0.13 0.55

Table 3.5: AUCCF1 of different confidence estimators for YLoc-LowRes
predictions on the BaCelLo IDSs. We calculated AUCCinst,F1 and AUCCncs,F1

based on confidence estimates for predictions of the BaCelLo IDSs using different
confidence estimators. In addition, we show the AUCCs for the case of using the
posterior probability as confidence estimate (Post).

timates are less robust. In particular on the BaCelLo fungi dataset, both estimators

perform close to random. Estimators AvgDist and NoNN show the worst performance.

On two of the three datasets they even yield a negative AUCC. In contrast, for confi-

dence estimator NBconf, we observe an enrichment of correctly predicted instances for

large normalized confidence scores on all BaCelLo IDSs. Moreover, NBconf is better

suited for giving confidence estimates than the posteriori alone, see also Figure 3.2.

Note that although an AUCC around 0.2 seems like a low value, it is already a very

good result. As we can see from the confidence curves in Figure 3.1, confidence esti-

mates yielding an AUCC around 0.2 show already a considerable enrichment of correct

predictions. As a consequence, the prediction quality is increased by up to 20% given

a normalized confidence scores of more than 0.5. The confidence curves and AUCCs

based on the ACC look very similar, see Table D.20 in the appendix.

Our results suggest that our model-based confidence estimator NBconf performs

superior to dataset-based estimators. This is no surprise since a model-based approach

can use additional properties of the classification model for its estimation. As a conse-

quence of our results, we integrated this confidence estimator into YLoc and use it to

return confidence scores for every individual prediction.

To prove that YLoc highly benefits from confidence scores made by NBconf, we

show the performance of YLoc on the animal BaCelLo IDS for different minimum

normalized confidence scores in Table 3.6. The ACC and F1 of all predictors increase
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Figure 3.2: Confidence curves of different estimators on the BaCeLo an-
imals IDS. We plotted score-based confidence curves resulting from estimates of
NBconf, Acc, and LE as well as the posterior probability using predictions of the
BaCelLo animals IDS made by YLoc-LowRes. Note that although the AUCC of es-
timator NBconf is smaller that the one of LE, the corresponding confidence curve is
quite smooth.

with an increasing minimum normalized confidence score. The F1 and ACC of YLoc-

HighRes increase by at least 4% given a minimum score of 0.2 and by at least 8% given a

confidence threshold of 0.9. YLoc-LowRes and YLoc+ show an even higher enrichment
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for high confidence scores. For example, YLoc-LowRes achieves an F1 of 0.84 and an

ACC of 0.91 for a minimum normalized confidence score of 0.8. Thus, YLoc-LowRes

could correctly predict the location for 91% of the 189 proteins that have a normalized

confidence score of at least 0.8. We got similar results for fungal and plant proteins

(see Table D.21 in the appendix). Although only a certain portion of proteins can be

predicted with high confidence, their predicted locations are much more likely to be

correct.

Method Measure Minimum confidence score
0.00 0.20 0.40 0.60 0.80 0.90

YLoc-LowRes F1 0.75 0.76 0.78 0.80 0.84 0.95
ACC 0.79 0.79 0.81 0.86 0.91 0.93
% of n 100 81 69 52 33 20

YLoc-HighRes F1 0.69 0.74 0.76 0.76 0.77 0.77
ACC 0.74 0.78 0.80 0.82 0.83 0.84
% of n 100 88 82 74 68 61

YLoc+ F1 0.67 0.69 0.72 0.77 0.76 0.81
ACC 0.58 0.60 0.62 0.65 0.65 0.69
% of n 100 86 73 56 38 25

Table 3.6: Performance of YLoc using the BaCelLo animal IDS for differ-
ent minimum confidence levels. For each minimum normalized confidence score
the prediction performance is given using F1 and ACC as well as the percentage of
instances n that can be predicted with as least this score. The performance of YLoc+

was measured using the generalized F1 and ACC.

3.3.5 The YLoc Web Server

The YLoc web server requires protein sequences in FASTA format as input. It allows

users to predict the location of up to 20 proteins. For large-scale predictions, users

can access YLoc via SOAP or HTTP using the Python-based client scripts provided

on the YLoc web site. Users can choose between three YLoc predictors, YLoc-LowRes,

YLoc-HighRes, and YLoc+, and three protein origins (animals, fungi, and plants). In

addition, they can switch off the use of GO term-based features. In this case, YLoc

uses models in which the GO terms from close homologues are replaced by sequence-
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based features. Consequently, these YLoc models rely less on the presence of close

homologous proteins. Every prediction will be assigned a prediction ID which can be

used to retrieve results later on. Alternatively, users can simply bookmark the waiting

page or the result page to obtain results later. Currently, predictions are kept for

two weeks. The location prediction of a single protein takes 10-20 s, depending on

the protein length. Note that about 95% of the runtime origins from BLAST and

PROSITE scan. The actual prediction using näıve Bayes is very fast and requires only

a few milliseconds.

Prediction results are displayed at three different levels of details. The prediction

summary presents the predicted location(s), the probability of those, and the normal-

ized confidence score for every query protein. The probability of a location is simply

how likely the protein is located in this compartment. In contrast, the confidence score

is a measure of reliability. A low confidence score implies the possibility that the real

probability can differ considerably from the predicted probability. However, a high

confidence score signifies that the predicted probability is close to the real probability

for being located in the predicted location. Consequently, higher confidence scores im-

ply a higher reliability of the prediction for the individual sequence. In addition, an

explanation in natural language clarifies why the prediction has been made. This ex-

planation includes the two most likely reasons for this localization, for example: “The

most important reason for making this prediction is the strong secretory pathway sort-

ing signal” or “Moreover, it is a barely charged protein.” This information can be very

important since it might already give a hint of the underlying mechanism of this sorting

process responsible for the localization.

The detailed prediction page provides more information on a particular protein

prediction. For example, the probability distribution of locations is provided. It is

important to know the runner-up locations, especially for low confidence predictions,

since rather ambiguous predictions should be inspected manually. YLoc also provides

the most similar protein from Swiss-Prot 42.0 and associated GO terms. More details of

how protein attributes influence the prediction are given in a large attribute table (see

Figure 3.3). The attributes are expressed in biological terms and ordered according

to their absolute discrimination score, which corresponds to their influence on the

prediction. A positive discrimination score implies that the attribute value is very

typical for the predicted location but atypical for some other location. In contrast,
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a negative discrimination score implies that the attribute value is more typical for

some other location than the predicted one. A simple +/- encoding shows whether an

attribute is typical for a location or not. By inspecting only the first lines of the table,

it is sometimes already obvious which biological property led to the prediction outcome

and is likely to be responsible for the real localization of the protein. In addition, it

gives hints which parts of the protein should be considered for mutations that result in

an altered subcellular localization.

Figure 3.3: The attribute table of the YLoc web service. All attributes
are listed in order of their influence on the prediction outcome and are expressed
in biological terms. The +(+) or -(-) indicates whether an attribute value is (very)
typical or (very) untypical for a location.

How a particular biological attribute is calculated can be found on a detailed at-

tribute page (see Figure 3.4). For example, YLoc-LowRes (animal version) calculates

the strength of the secretory pathway sorting signal using the “autocorrelation of ev-

ery third hydrophobic amino acid within the first 20 amino acids in the N-terminus”.

Knowing how the attribute value is calculated is essential to understand which partic-

ular amino acids and properties encode for a possible sorting signal. Furthermore, the

attribute is visualized. Embedded JavaScript code displays the distribution of proteins

from the different locations regarding this feature. The provided protein distributions

are very helpful for understanding how proteins from different locations behave with

respect to a biological property or sorting signal.
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Figure 3.4: Detailed attribute page of the feature “secretory pathway sort-
ing signal” in YLoc-LowRes (animal version). The distribution of proteins from
the cy, mi, nu, and SP over the different attribute intervals is shown.

To show how YLoc elucidates a subcellular localization prediction, we provide an

interpretable example prediction output. The example protein Neurotoxin magi-12

(U13-HXTX) with Swiss-Prot AC Q75WG7, obtained from the animal BaCelLo IDS,

was predicted to be located in the SP by YLoc-LowRes with a probability of 99.99%

and a normalized confidence score of 0.99. Hence, users can be very confident that

the prediction is correct. U13-HXTX is known to be secreted into the extracellular

space. YLoc found that U13-HXTX contains a strong secretory pathway signal, which

is known to mediate the transport into the SP. Moreover, YLoc identified this feature to

be the most discriminating, since 69% of all proteins in the SP have a similar secretory

pathway signal, whereas only 0%, 2%, and 1% of all proteins present in the cy, mi, and

nu, respectively, have the same kind of feature. Figure 3.4 shows the distribution of

proteins from different locations concerning this particular feature. In addition, YLoc
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identified other features that highly influenced the prediction, such as the low charge of

the protein and the lack of a mono NLS. Table 3.7 shows an example output of YLoc

for the six most discriminating attributes. Given this output, it is easy to understand

why this prediction was made and what features were responsible for it.

Sequence Feature DS Nu Cy Mi SP
Strong secretory pathway sorting signal 5.72 0.01 0.00 0.02 0.69
(High hydrophobic autocorrelation within
first 20 amino acids)
Barely charged 2.89 0.10 0.16 0.02 0.28
(Low overall charge autocorrelation)
No mono NLS sorting signal 2.89 0.04 0.12 0.02 0.26
Strong putative mitochondrial or secretory 1.68 0.58 0.62 0.16 0.84
pathway sorting signal (Large weighted
sum of amino acids, typical for mi and SP)
Very hydrophobic protein (High pseudo 2.32 0.08 0.13 0.04 0.36
amino acid count of hydrophobic
amino acids [CITVWY])
Very hydrophobic N-terminus (High pseudo 2.06 0.09 0.05 0.08 0.41
amino acid count of very hydrophobic
residues within the first 90 amino acids)

Table 3.7: YLoc output of an example prediction. The six most discriminating
protein features are displayed in order of their absolute discrimination score (DS).
The features are manually annotated with a biological property. A more detailed
description of each feature is given in italics. For each location, the ratio of proteins
having this particular feature is shown. A detailed description of the fourth features
is given in Nakai and Kanehisa [125].

The YLoc web service is available at www.multiloc.org/YLoc. For large-scale pre-

dictions, YLoc can be accessed via SOAP. The corresponding WSDL can be downloaded

from the YLoc web site. In addition, we provide a Python-based client script. Alter-

natively, YLoc can be accessed via an HTTP-based client that is also available for

download.

3.3.6 Understanding and Predicting Localization Changes

A key step in understanding the localization process of proteins is to elucidate why

proteins localize to different compartments when undergoing mutation. Furthermore,
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knowledge obtained from YLoc’s prediction output can be used for supervised protein

engineering. Due to its ability to identify biological properties that might be respon-

sible for the localization (e.g. sorting signals) YLoc can be valuable for experimental

biologists. In the following, we show examples of localization engineering taken from

the literature, where YLoc could have been helpful to understand the underlying local-

ization processes.

Human fumerate hydratase (FH, SwissProt AC P07954) is primarily located in the

mitochondrion. The three YLoc predictors (animal version) detect the correct location

and identify an mTP. After truncating the leading 43 residues, FH lacks an mTP

and shows a negatively charged N-terminus, which is unfavourable for mitochondrial

localization. Consequently, YLoc predicts FH to be cytoplasmic. In fact, the truncated

FH protein is a known cytoplasmic isoform of FH encoded by the same gene [182].

Takada et al. [178] showed that human glyoxylate aminotransferase 1 (AGT1), lo-

cated in the peroxisome, is likely to have lost its mTP by point mutation. In fact,

the mTP of AGT1 of rat, located in the mitochondrion, shares 74% sequence identity

with the upstream region of human AGT1. If we correct the single point mutation, we

extend human AGT1 by 22 residues. YLoc-HighRes (animal version) is then able to

predict a localization shift from the peroxisome to the mitochondrion. In addition, it

recognizes the appearance of an weak mTP. According to YLoc+, the extended AGT1

is very likely localized in the mitochondrion.

In 1982, Carlson and Botstein [26] found two isoforms of glycosylated invertase in

yeast, which is encoded by the SUC2 gene. The extracellular isoform is regulated by

glucose repression, whereas the N-terminal truncated cytosolic isoform is constitutively

expressed. YLoc-LowRes (fungal version) is able to predict the localization change

of this truncation, although it still recognizes associated GO terms that indicate a

secreted localization. In addition, the truncation of the signal peptide was recognized

by YLoc. Four years later, Kaiser and Botstein [98] examined the signal peptide of the

same protein by inducing multiple mutations in the signal peptide region ranging from

short deletions up to long substitutions. Five of the the ten functional mutants lack

extracellular invertase activity and show only cytoplasmic activity. Three of these cases

could be validated by YLoc-LowRes. In one case, YLoc predicts a localization change,

but not to the cytoplasm. In all five cases, YLoc confirms the loss of a signal peptide.

In addition, YLoc reproduces that five mutants remain in the secretory pathway.
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The GLR1 gene of yeast encodes two different isoforms of glutathione reductase:

a longer, mitochondrial isoform and a shorter, cytoplasmic isoform [130]. The two

different isoforms very likely arise from leaky ribosomal scanning. YLoc-LowRes (fungal

version) predicts GLR1 as mitochondrial and identified an mTP within the first 20

amino acids. The truncated isoform is still predicted to be located in the mitochondrion

but with a decreased probability. Moreover, YLoc identified the loss of the mTP. Both

YLoc-HighRes and YLoc+ reproduce the location shift and state a change in the mTP.

A detailed overview of predicted locations of all discussed isoforms and mutated

proteins can be found in Table D.22 in the appendix.

3.4 Conclusion

Understanding protein subcellular localization is crucial for the functional annotation

of proteins. In contrast to many prediction methods, predictions made by YLoc are

interpretable. The YLoc web server explains why a prediction was made and shows

which particular attributes contributed most and in which direction. Explaining why

a subcellular localization prediction was made does clearly influences the trust in the

results. A user might find a prediction reasonable but might also find attributes in-

dicating a different localization that are more convincing to him. In addition, users

can use the YLoc web server to identify properties of their proteins that are typical

or atypical for a certain cell organelle. YLoc can thus be helpful to understand the

localization of novel proteins that have not been annotated before.

We show that YLoc performs comparable to or even better than state-of-the-art

subcellular localization predictors. Our benchmark results suggest that using complex

computational models is less important than using a well defined set of highly discrim-

inating features. When predicting proteins from multiple locations, YLoc yields often

better prediction quality than current state-of-the-art predictors. Moreover, YLoc’s

flexible probability transformation allows predicting novel location combinations, which

are not part of the training data.

We could show that confidence estimation is helpful to rate the reliability of pre-

dictions. In particular, a probabilistic confidence estimator based on näıve Bayes is

well suited to detect erroneous predictions. When considering only proteins that can

be predicted with a certain normalized confidence score, the prediction performance
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increases considerably. We believe that a confidence estimate is of great interest since

it increases the trust in prediction results.

YLoc provides textual explanations in natural language, which allows every user

to understand and interpret its output. The provided reasoning takes away some of

the “black box” character of the prediction. YLoc’s interpretability lays the founda-

tion for using YLoc for protein localization engineering. For several examples, we can

demonstrate that YLoc predicts experimentally validated changes of localization sites

and known sorting signals caused by mutations. Since we applied YLoc successfully

to proteins with alternative isoforms that differ in localization, it seems promising to

include alternative transcription and translation sites as features for YLoc+.

We are convinced that both performance and interpretability of YLoc can be im-

proved by integrating further biologically relevant features. Improvement will rely on

traditional biology and computational biology proceeding hand in hand. Discovering

novel protein sorting signals can improve the performance of YLoc, whereas an im-

proved predictor can help biologists to elucidate the localization of novel proteins.





Chapter 4

Interpretable Regression With

CONFINE and CONFIVE

MHC-I–peptide binding represents an important step of the adaptive immune response.

By binding peptides of proteins within the cell, MHC-I molecules are able to present a

“fingerprint” of a cell’s proteome on its surface. This includes peptides from pathogens.

A subsequent binding of a T cell to an MHC-I–peptide complex can trigger apoptosis

of the infected cell and induces immunological memory against future infections of the

respective pathogen.

The identification of MHC-I binding peptides is an important step in identifying

immunogenic peptides, i.e. epitopes. Since binding data is only available for a small

number of peptides [116], computational MHC-I–peptide binding prediction has become

an attractive alternative. However, the “black box” character of current state-of-the-art

prediction approaches is often a drawback when predicting potential T-cell epitopes.

Predictions are often not interpretable and provide no confidence information for in-

dividual predictions, which is of essential interest in critical tasks like epitope-based

vaccine design. In this chapter, we show how to overcome the drawbacks of state-of-

the-art prediction methods by introducing two novel confidence estimators, CONFINE

and CONFIVE. In analogy to experimental measurements, they associate each affinity

prediction with a confidence interval, which allows users to estimate the potential error

of an individual prediction. Parts of this chapter will be published in Briesemeister

et al. [19].
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4.1 Introduction

The first steps towards MHC-I–peptide binding prediction were taken in the 1980s by

identifying binding motifs [160]. It was found that certain positions of binding peptides

show a strong preference to a small set of amino acids [143]. These positions are called

anchor positions [64]. Motifs became very popular and were widely used to distinguish

between binders and non-binders. However, binding motifs are a very simplified rep-

resentation of binding since they ignore the fact that the whole peptide contributes

to the binding affinity to the MHC molecule. To overcome this shortcoming, matrix-

based methods and other classification algorithms have been applied. Matrix-based

approaches such as BIMAS [132], SYFPEITHI [144], and TEPITOPE [7] calculate a

sequence profile of validated binders. The binding score of a peptide is then obtained

by combining the profile scores of the amino acids at each position in the peptide.

In addition, various classification algorithms such as ANNs [85], hidden Markov mod-

els (HMMs) [23, 117], and SVMs [44, 53, 54, 95, 187] have been applied. However,

classification approaches can only help to categorize peptides and ignore the fact that

peptides exhibit different binding affinities to different MHC molecules. In particular,

for epitope-based vaccine design, we rely on quantitative binding predictions [184].

Over the last years, various prediction methods have been introduced to model this

quantitative structure-activity relationship (QSAR) [57]. In particular, linear QSAR

approaches that aim at predicting the binding affinity from the peptide sequence with-

out using structural information have been the center of attention. The simplest quan-

titative prediction approaches are either based on score matrices [24, 114, 135, 136] or

on simple linear regression algorithms [58, 74, 81]. They assume that the amino acids

of the peptide contribute independently to the overall binding affinity. More advanced

approaches that consider interactions of peptide side chains are usually based on nonlin-

ear regression algorithms [115]. Most state-of-the-art methods like NetMHC-3.0 [116]

are based on ANNs [25, 116, 127]. But also SVR has been used for binding affinity

prediction [191]. In addition to linear QSAR methods, structure-based prediction ap-

proaches have been investigated. They range from 3D-QSAR [56, 155] over docking

and threading [97, 148] to molecular dynamics simulations [63]. However, structural

approaches usually require large computational resources. Moreover, their prediction
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quality is not yet comparable with sequence-based approaches, also due to the limited

amount of structural MHC-I–peptide complex data.

The in silico prediction methods introduced above are an attractive alternative to

costly and time-consuming experiments. In the past, they could support the identifi-

cation of MHC-I binding peptides [21, 151, 168]. Moreover, the knowledge of MHC-I

binding affinities can also support the design process of epitope-based vaccines. Only

peptides bound to MHC molecules can induce T-cell reactivity and are, hence, able

to induce immunity. It was also found that T-cell reactivity is correlated with MHC-I

binding affinity [161]. As a consequence, predicted MHC-I binding affinities are often

used as an approximation of T-cell reactivities. These are an important prerequisite to

discover potential epitopes for vaccines. Note that epitope-based vaccine design does

not only require detection of potential epitopes, but also to select an optimal subset

of epitopes for a given antigen and target population [48, 183, 185, 189]. Furthermore,

the selected epitopes have to be assembled in a poly-peptide such that peptides are

likely to be presented to MHC molecules. See Toussaint and Kohlbacher [184] for more

details on epitope-based vaccines.

As an alternative to naturally processed and presented peptides, vaccines can also

benefit from engineered peptides with an enhanced T-cell reactivity, called heteroclitic

peptides. Sometimes it is distinguished between fixed anchor epitopes, which are mod-

ified at the anchor residues leading to an increased MHC-I binding affinity, and hetero-

clitic peptides, which exhibit an increased TCR binding affinity [159]. After all, both

types of epitope analogs aim at inducing a stronger immune response than the original

peptide. There have been rational approaches to design epitopes by considering struc-

tural information [55, 180]. In addition, computational prediction approaches have been

used to find peptides with maximum affinity to a particular MHC molecule [59, 104].

Other in silico approaches aim at increasing the affinity of a wildtype epitope by intro-

ducing mutations [6, 90]. Interestingly, state-of-the-art predictors like NetMHC-3.0 are

often not considered for epitope engineering. Due to the “black box” character of com-

plex regression approaches, their explicit regression function remains unknown. Hence,

it is unknown how strongly an amino acid affects the binding affinity. Replacing amino

acids that are unfavourable for binding, as performed in previous studies [59, 90, 180],

cannot be guided by predictions that are not interpretable.
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Using computational predictions methods for epitope-based vaccine design is

fraught with high risk. It is often assumed that in silico prediction methods per-

form equally well for all peptides. But this is not the case. In particular, if they are

applied to peptides that are very dissimilar to the corresponding training peptides,

predictors perform usually poor. Thus, when MHC-I–peptide binding predictors are

used for discovering or engineering epitopes, they might provide unreliable binders.

In the experimental sciences, the concept of a measurement and its associated error

is a cornerstone in understanding the reliability of a data point. In contrast, statis-

tical measures that capture the prediction error are not a direct replacement for the

measurement error. In most cases, it is not even clear what the reliability of a predic-

tion method means. For example, specifying the correlation coefficient for a training

dataset is not sufficient to really give the user an idea of the error of an individual

prediction. To overcome these problems, confidence estimation, which determines the

reliability of individual predictions, is desirable. In cases where highly accurate predic-

tions are required, e.g. for choosing candidates for expensive experiments, confidence

intervals would be especially valuable. Despite their importance, confidence estimation

for regression models has not been applied extensively in the context of computational

biology.

In the area of QSAR, where regression methods are applied to predict the biolog-

ical activity of small molecules, the concept of confidence estimation was introduced

through so-called applicability domains (AD) [164]. The AD defines the input space on

which the model is expected to give reliable predictions [50]. However, AD estimators

were designed to detect possible extrapolation errors but not to measure the error of

instances within the AD. Consequently, some estimators cannot express the confidence

in a prediction in a quantitative manner. Although some estimators can provide quan-

titative scores, it is usually difficult to relate a score to an actual error. One way to

overcome these problems are confidence estimators that express the reliability of an

individual MHC-I–peptide binding prediction in a quantitative and intuitive manner.

In this chapter, we introduce a novel concept to confidence estimation. In analogy

to experimental measurements, we associate each individual affinity prediction with

an estimate of its error. We propose two novel confidence estimators, CONFINE and

CONFIVE, which return confidence intervals with only a small computational over-

head. These intervals contain the real affinity value with a certain probability, while
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being very small for confident predictions and fairly broad if the prediction is likely to

be erroneous. Hence, in contrast to other estimation approaches, their error estimates

are very intuitive and easy to interpret. CONFINE and CONFIVE estimate the con-

fidence of a prediction by inspecting local properties of the input space. CONFINE

determines the error rate of the nearest neighbors of a test instance in the training data.

CONFIVE examines the variance in the surrounding local environment and assumes

that large variances result in higher error rates. Since both estimators are strictly

model-independent, they can be applied with any linear and nonlinear regression algo-

rithm.

After introducing our regression approach, we present related work on confidence

estimation. We then introduce the methods underlying CONFINE and CONFIVE and

discuss their applicability by analyzing the influence of noise, the number of features,

and the dataset size on the quality of the estimated confidence intervals. We then com-

pare our confidence estimators with other existing confidence and AD estimators on

the well-studied IEDB benchmark datasets [137]. In addition, we apply our estimators

to a set of 3D-QSAR datasets. Our results suggest that CONFINE and CONFIVE

are able to interpolate the prediction error better than or comparable to other meth-

ods, given a sufficient amount of training data. We also show that confidence intervals

are a very intuitive and informative way to express the reliability of individual pre-

dictions. To illustrate the universal character of CONFINE and CONFIVE, we apply

them not only to linear regression but also to nonlinear SVR. In an example study, we

show that considering confidence estimates does increase the probability of detecting

suitable candidates for epitope-based vaccines. Furthermore, we show how confidence

estimators can be used for automatic epitope engineering. By considering the reliability

of predictions, our genetic algorithm approach returns only strong binders that origi-

nate from high-quality predictions. Our results confirm that the confidence estimators

presented here can improve the user’s confidence in MHC–peptide binding predictions

and support epitope discovery and epitope engineering.

An open-source implementation of both methods is available in the R package

confReg (http://cran.r-project.org/web/packages/confReg/index.html). Due to its de-

sign and object-oriented implementation using S4 classes, it can be easily extended and

adapted to various regression tasks.
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4.2 Methods

To estimate affinity values and the corresponding confidences, we first have to train a

regression model for this particular task. To be able to provide interpretable binding

affinity predictions in terms of IC50 values, we employ linear least squares regression,

which is described in detail in Section 2.1.2. Before training the model, we perform

a model selection step in which we try to find the optimal set of features. First, the

quality of every feature is assessed by performing three five-fold cross-validations using

only this feature. The features are then sorted in ascending order of their mean squared

error (MSE). Starting with the feature with the lowest MSE, the features are iteratively

added to the feature set. If the new feature set shows a higher average MSE in three

five-fold cross-validations than the previous feature set, the newly added feature is

removed. Since predictions are only interpretable in a manual fashion if the feature

number is relatively low, we set the maximum number of features to 50. The resulting

feature set is used to train our linear regression model.

Although we focus on predicting binding affinities of peptides to MHC-I molecules,

we will use the term response instead of affinity in the following. This also enhances

the fact that the described methods are universal and can be applied to any regression

task.

4.2.1 Related Work on Confidence Estimation

There are various methods related to the estimation of individual confidences. It can

be distinguished between methods that use certain properties of a regression model,

e.g. the predictive variance of a Gaussian process, and methods that are independent

from a particular regression model. In this work, we concentrate on the latter, since

model-independent confidence estimators are more universal.

When the response of a novel instance x∗ has been predicted using a trained re-

gression model, confidence estimators try to determine the reliability of this particular

prediction. A confidence estimator is a function f : Rk → R, where the input is a

test instance x∗ and the output is a confidence score cs(x∗). Note that confidence es-

timators and AD estimators do not try to predict the exact error of a prediction itself.

Instead, they require predictions with a low error to have a small confidence score and

predictions with a high error to have a large confidence score. Scores determined by
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different estimators are not necessarily comparable, nor interpretable. Determining a

threshold for the applicability domain of a model is, hence, often very vague. Instead

of relying on non-interpretable scores that cannot be interpreted by a user, we propose

an approach of translating confidence scores into interpretable confidence intervals, a

more intuitive measure of confidence.

In the following, we will discuss related work before introducing our novel concepts

for confidence estimation the following section.

Number of Nearest Neighbors

A traditional approach to estimate confidences utilizes the number of neighbors

(NoNN) [164]. For this purpose, we define the local environment E(x∗, dE) as the

set of instances from the training data with a maximum distance dE to x∗. The opti-

mal value of dE can be found using a cross-validation scheme. The confidence value is

calculated as follows:

csNoNN(x∗) = |E|. (4.1)

Instead of using the number of neighbors, we can transform estimator NoNN into

a density-based estimator using a Gaussian kernel [12]:

csNoNN∗(x∗) =
1
n

n∑
i=1

e−0.5d(xi,x
∗)2 . (4.2)

Distance-based Estimators

Distance-based estimators, which are often used for AD estimation, try to distinguish

between outliers and instances within the domain. The mistrust in a prediction grows

with its distance to the training data. The following two estimators express the distance

to the training dataset as the minimum distance or average distance:

csMinDist(x∗) = 1−min
i
d(xi, x∗) and (4.3)

csAvgDist(x∗) = 1− 1
n

n∑
i

d(xi, x∗). (4.4)
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A slightly more involved estimator puts a bias on closer instances [164]:

csAvgBiasedDist(x∗) = 1−
∑n

i e
−3d(xi,x

∗)d(xi, x∗)∑n
i e
−3d(xi,x∗)

. (4.5)

Since the training dataset itself might already contain some outliers that are rather

hard to predict, one can exclude such outliers from the confidence estimation. This

is done by considering only instances that can be predicted with a maximum predic-

tion error of ε̂m [60]. Let MinDistOF, AvgDistOF, and AvgBiasedDistOF denote these

“outlier-free” versions of the previously introduced distance-based estimators. An op-

timal threshold for the prediction error ε̂m can be estimated via cross-validation.

A generalization of the above distance-based AD estimators based on a one-class

SVM [154] was introduced by Fechner et al. [66], here denoted as 1-SVM. It uses the

decision value of a one-class SVM with an RBF kernel trained on the training dataset.

The parameters of the SVM and the RBF kernel can be optimized via cross-validation.

However, the optimization of all parameters via grid search comes with an increase in

runtime.

Difference to Nearest Neighbor Prediction

A very intuitive approach of confidence estimation is based on the nearest neighbor

prediction, which refers to the average response value of the nearest neighbors [12]. It

assumes that the response value of a new instance x∗ should be similar to the average

response of its m nearest neighbors:

csDiffNN(x∗) = 1−
∣∣∣∣∑m

i=1 yi
m

− ŷ∗
∣∣∣∣ . (4.6)

An appropriate value for m can be obtained via cross-validation. We also tested

a modified version of DiffNN where m is set to five, called Diff5NN in the following.

Diff5NN requires no optimization but shows a slightly reduced performance.

Sensitivity Analysis of Local Variance and Local Bias

Bosnić and Kononenko [13] introduced confidence estimation based on the local sen-

sitivity of a regression model. Sensitivity analysis determines how much the model is

affected if we modify the training dataset. By introducing a local change into the learn-

ing data, we can explore the sensitivity of the regression model in this very local area
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of the data. For this, we extend the training data by the predicted instance x∗. The

response value of our new learning example is set to ŷ∗+δ(ymax−ymin), where ŷ∗ is the

predicted response value of x∗, δ is a sensitivity parameter, and ymax and ymin are the

maximum and minimum response values of the training data, respectively. To measure

the effects of this change, we predict the response value ŷ∗δ of x∗ using a regression

model trained on the updated dataset. This approach is not strictly model-dependent

since it does not rely on certain properties of a model but treats the model as a black

box.

For predicting confidence values, several updated datasets with different sensitivity

parameters δ ∈ ∆ = {0.01, 0.1, 0.5, 1.0, 2.0} are used. The local variance approach

estimates how strong the predicted response value is changed by local changes in the

training data:

csLocalVar(x∗) = 1− 1
|∆|

∑
δ∈∆

(ŷ∗δ − ŷ∗−δ). (4.7)

The bias estimator measures how unstable the prediction is by expressing the

amount of local bias:

csLocalBias(x∗) = 1−

∣∣∣∣∣ 1
2|∆|

∑
δ∈∆

(ŷ∗δ − ŷ∗) + (ŷ∗−δ − ŷ∗)

∣∣∣∣∣ . (4.8)

We use the absolute value of the local bias since we are not interested in which

direction the predictor is more unstable.

Local Cross-Validation

Local regression models, such as locally weighted regression, are often able to increase

the prediction accuracy by adapting to local properties of the input space [2]. This

idea has been adapted as a confidence estimator [12]. The estimator calculates the

errors made by a locally trained model on the m nearest neighbors of the test instance.

However, it does not consider errors made by one particular model. Instead, it tests

whether a local part of the input space can in general be modeled with the given

regression model. The errors of the local model are calculated by a leave-one-out cross-

validation. The local environment E(x∗,m) of x∗ in training dataset D is defined as a

set of the m nearest neighbors, the m instances {(x1, y1), . . . , (xm, ym)} ⊆ D with the
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smallest Euclidean distance d(xi, x∗) to x∗. For every neighbor (xi, yi) ∈ E, a regression

model is trained on E \ (xi, yi). Then, the response ŷi of xi is predicted with this model

and the absolute prediction error ε̂i = |ŷi−yi| is calculated. By weighting the instances

according to their distance to x∗, we receive the following confidence estimator:

csLocalCV(x∗) = 1−
∑m

i=1 e
−0.5d(xi,x

∗)2 ε̂i∑m
i=1 e

−0.5d(xi,x∗)2
. (4.9)

Obviously, estimation with LocalCV requires long runtimes, since the leave-one-out

cross-validation has to be repeated for every single instances x∗. To reduce the runtime,

we set m to min{ n20 , 50}.

Bagging

Another confidence estimation that treats the regression model as a black box is boot-

strap aggregation of multiple predictions models, also known as bagging. It has been

observed that bagged aggregates can increase the prediction performance [15], but it

has been also used to estimate the reliability of predictions [60, 82]. Given our training

dataset D, we create m = 50 new datasets Di of the same size as D by uniformly sam-

pling with replacement instances from D. Every dataset Di is used to train a regression

model and to predict our novel instance x∗, resulting in m predicted response values

ŷ∗i . Since we expect agreement among the predictors in case of a reliable prediction,

the final confidence estimator is based on the variance of the predicted responses:

csbagging(x∗) = 1− 1
m− 1

m∑
i=1

(ȳ∗ − ŷ∗i )2, (4.10)

where ȳ∗ denotes the mean of all predicted response values ŷ∗i .

Predictive Variance

A classic approach of confidence estimation is the use of the predictive variance of

Bayesian models. In particular, Gaussian processes have been successfully applied for

AD estimation [156]. However, in contrast to the presented confidence estimators above,

this way of estimation is strictly model-based and can only be applied if it is possible

to estimate the models predictive variance. If the predictive variance is very small,

we would assume the model to be very confident about this prediction. In contrast, if
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the variance is rather high, the confidence is low. For a linear least squares regression

model, the predictive variance is defined as x∗(XTX)−1x∗T , where X is the feature

matrix of our linear regression.

We did not consider the predictive variance in this work for two reasons: First,

confidence estimation using the predictive variance is only possible for certain models

and, hence, not independent of the model as the other presented estimators. Second,

although the confidence values estimated by LocalVar do not equal the predictive vari-

ances of the linear regression, it is safe to assume that LocalVar approximates the

behavior of the predictive variance. In our experiments, we observed that LocalVar

and the predictive variance represented the same order of the instances, regarding their

error. Thus, both estimation approaches yield the same estimation quality.

4.2.2 Confidence Estimators CONFINE and CONFIVE

In the following, we introduce our two novel confidence estimators, CONFINE and

CONFIVE. Both confidence estimators are model-independent and can be applied with

any regression model. This has two advantages: First, both estimators do not impose

a specific regression model. Second, the runtimes are independent of the model. Even

if applied with computationally expensive models, CONFINE and CONFIVE estimate

the confidence of an individual prediction with only a small runtime overhead.

CONFINE – Errors of Nearest Neighbors

Our first confidence estimator, CONFINE, is based on the squared error (SE) of the

surrounding training instances. It has been adapted from an estimation approach of

Dimitrov et al. [50], which has been introduced in the previous chapter as estimator

Acc. If the SE of the m nearest neighbors is already very high, we do not expect

the model to be very good on novel instances either. Thus, a large error in the local

environment results in a low confidence score, whereas a low error results in a large

score:

csCONFINE(x∗) = 1− 1
m

m∑
i=1

ε̂2i .
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The prediction errors ε̂i can be obtained by predicting the response values of the

training dataset using a model trained on the same data or by performing a cross-

validation on the training data. The optimal value of m is obtained using five nested

two-fold cross-validations on the training dataset by averaging the values of m resulting

in the highest estimation quality of each fold.

CONFIVE – Variance of Nearest Neighbors

Our second confidence estimator, CONFIVE, is based on the variance of the response

values of the m nearest neighbors of x∗. CONFIVE is a generalization of estimator

LE from Chapter 3. It assumes that a large variance of the responses in a local region

cannot necessarily be modeled with a regression approach. This is especially true if a

linear model is applied. Thus, large variances result in a low confidence score, whereas

small variances result in a large score:

csCONFIVE(x∗) = 1− 1
m− 1

m∑
i=1

(ȳ − yi)2.

The optimal value of m is also obtained using five nested two-fold cross-validations.

Kernel-based Approaches of CONFINE and CONFIVE

As an alternative to the confidence estimators presented above, we propose two al-

ternative estimators CONFINE∗ and CONFIVE∗. Instead of relying on a fixed local

environment, they use a Gaussian kernel to re-weight instances in the environment

according to their distance to the test instance x∗. Hence, we put more weight on

instances that are close to x∗ and less weight on instances that are very distant to x∗:

csCONFINE∗(x∗) = 1−
∑n

i=1 e
−0.5d(xi,x

∗)2 ε̂2i∑n
i=1 e

−0.5d(xi,x∗)2
(4.11)

csCONFIVE∗(x∗) = 1−
∑n

i=1 e
−0.5d(xi,x

∗)2(ȳ − yi)2∑n
i=1 e

−0.5d(xi,x∗)2
. (4.12)

To save runtime, both estimators are defined with a fixed kernel-width. Using this

approach might result in a slightly reduced estimation quality. However, both estima-

tors require no optimization and are computationally very cheap. Due to their reduced

estimation quality, we show respective performance details only in the appendix.



4.2 Methods 89

4.2.3 Confidence Intervals

When the response of a novel instance x∗ has been predicted using the trained regres-

sion model, we apply our confidence estimators for this particular prediction. Since

obtained confidence scores cs(x∗) determined by different estimators are not necessar-

ily comparable nor interpretable, we calculate normalized confidence scores ncs(x∗) as

described below. We first predict the responses of the training data and then apply the

confidence estimator for each prediction. The normalized confidence score ncs(x∗) of a

novel instance x∗ is then calculated by determining the fraction of predictions from the

training dataset with a smaller confidence value than x∗. Thus, an ncs of 0.8 implies

that 80% of the instances in the training dataset have been predicted with a smaller

confidence value. Using this approach, we obtain meaningful and interpretable scores

which lie between zero and one.

Normalized confidence scores are useful indicators of the prediction error. We as-

sume that the higher the score of a predicted instance, the more likely this instance

was predicted with a small error. Still, it is not obvious how such a score relates to an

actual error. For example, given an ncs of 0.9, it is not obvious how large the actual

prediction error is.

Confidence intervals are a more intuitive concept than arbitrary scores. Instead of

predicting only the response ŷ and the corresponding normalized confidence score ncs,

we predict an interval based on ncs which includes the correct response value y with

a probability of 0.8. Since reliable predictions with a large ncs have, on average, a

smaller SE, we expect them to have smaller confidence intervals. We can relate an ncs

to confidence intervals (e.g., 80% confidence intervals) as follows.

The borders of confidence intervals are estimated on the training dataset. For

this, we first predict the responses of the training instances using a model trained

on the training dataset. Subsequently, the normalized confidence scores of all train-

ing instances are first estimated using a confidence estimator based on the train-

ing data and then sorted in ascending order {ncs1, . . . , ncsn}. For every possible

normalized confidence score nsci, we collect the errors of instances with an ncs of

{ncsi−50, . . . , ncsi, . . . , ncsi+50} where possible. Otherwise, we use a reduced set of er-

rors. Based on this set of errors E, we calculate the 0.1 quantile qncsi(0.1) and the

0.9 quantile qncsi(0.9) as interval borders for each ncsi. By using empirical quantiles,
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we do not assume a normal distribution and, hence, are independent of the underlying

error distribution.

When predicting the response ŷ∗ and the confidence score ncs∗ of a novel instance

x∗, we calculate the 80% confidence interval as [ŷ∗+ qncs∗(0.1), ŷ∗+ qncs∗(0.9)]. In case

of MHC-I–peptide binding prediction, we thus obtain a range of affinities instead of a

plain affinity value. If the upper bound of the 80% confidence interval is below 500 nM,

we can assume a probability of 90% that the peptide is going to be a real binder.

Note, in case of CONFINE, we could also simply use only the errors of the nearest

neighbors of an instance to estimate intervals. However, we found this naive estimate to

perform worse than the above described approach. One possible reason is the fact that

such a naive approach considers only errors of instances in the nearest neighborhood.

Whereas the more advanced confidence interval estimation applied to CONFINE con-

siders the errors of instances with a similar error landscape regardless of their position.

4.2.4 Evaluation

The width of the predicted confidence interval is an indicator of the prediction error.

Predictions with a large SE should yield a broad confidence interval, while predictions

with a low SE are assumed to have a small confidence interval. Consequently, we can

assess the quality of estimates by calculating the correlation ρ between the absolute

prediction errors |ε̂| and the corresponding confidence interval widths ciw = q(0.9) −
q(0.1). The resulting correlation is then normalized by the correlation obtained from a

perfect confidence estimator. We define the confidence–error correlation (CEC) as

CEC =
ρ(ciw, |ε̂|)

ρ(sort(ciw), sort(|ε̂|))
,

where sort is a sorting function. Since we wish to calculate an 80% confidence interval,

we obviously also require about 80% of the test errors to lie within the confidence

interval.

In the left-hand plot of Figure 4.1, we show absolute prediction errors of 200 ex-

ample instances and the width of their corresponding confidence intervals estimated by

CONFINE. We can observe that a considerable number of instances with a small error

exhibit a small confidence interval, as we would have expected. The corresponding

estimation quality in terms of the CEC equals 0.3. At a first glance, the resulting CEC

does not seem all that impressive. It should be noted, however, that we do not expect
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a perfect correlation between the error and the confidence interval width. It is only

required that the error is smaller than the confidence interval. The right-hand plot of

Figure 4.1 shows that a CEC of 0.3 already leads to a considerably reduced confidence

interval for confident predictions. For larger confidence scores, we not only observe

smaller absolute errors, but also smaller confidence intervals. While correlation is thus

obviously not the perfect measure, we used it because of its rather intuitive nature.
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Figure 4.1: Example of estimating confidence intervals. In this example, we
estimated the confidence intervals of 200 instances. The left-hand plot shows the confi-
dence interval widths and the corresponding absolute errors. The corresponding CEC
equals 0.3. Although the CEC is not very large, it is possible to see an increased num-
ber of small confidence intervals for predictions with a low error. In the right-hand
plot, the estimated confidence interval borders are displayed. In addition, every pre-
diction defined by its prediction error and its normalized confidence score is depicted
by a red circle. On average, the absolute error is smaller for predictions with a high
ncs and a small confidence interval.

In applications like epitope-based vaccine design, we are only interested in highly

reliable predictions. To account for that, we also measure the confidence-associated

prediction improvement (CAPI). Therefore, we calculate by what percentage the MSE

is reduced if we consider only the top 20% predictions, i.e. the 20% predictions with

the smallest confidence intervals.
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4.2.5 Datasets

We benchmarked our methods on three different types of datasets: a synthetic dataset,

an MHC–peptide binding dataset, and several 3D-QSAR datasets. The synthetic

dataset was created using the Friedman function [68]. This test function has five rele-

vant features where two are linear and three are nonlinear. All other features have no

influence on the function value. We created datasets of different sizes {100, 500, 1000}

by sampling 10, 50, 100, or 500 features from [0, 1] uniformly. The response values were

calculated by applying the Friedman function to the first five features and introducing

different levels of Gaussian noise N(µ = 0, σ ∈ {0.1, 0.5, 1.0, 2.0}) into the response

value.

For our second study, we extracted peptides of length nine with known binding

affinities to molecules from 12 different MHC class I alleles from the IEDB bench-

mark dataset [137]. We chose the 12 HLA alleles for which more than 1,000 exam-

ples are available: HLA-A*01:01, HLA-A*02:01, HLA-A*02:02, HLA-A*02:03, HLA-

A*02:06, HLA-A*03:01, HLA-A*11:01, HLA-A*31:01, HLA-A*33:01, HLA-A*68:01,

HLA-A*68:02, and HLA-B*07:02. We encoded the peptides using sparse binary encod-

ing in which each peptide sequence is encoded by a 180-dimensional bit vector, where

9 times 20 bits represent each of the 20 amino acids at all nine positions [54]. For the

response, we use the logarithm of the given IC50 values. The resulting datasets contain

between 1,157 and 3,089 instances, each encoded by 180 features.

To show that CONFINE and CONFIVE can also be applied to other regression

problems, we used eight well-studied benchmark datasets from 3D-QSAR [177], which

consist of 66 to 397 chemical compounds. We calculated up to 1, 872 features using

DragonX 1.4.0 [179]. Note that the QSAR datasets exhibit quite different properties

with respect to the number of data points, the size of the input feature space, and

the coverage of that input space. Due to the large number of features some instances

can take values that might be unique within the whole dataset. In contrast, it is very

unlikely that there is no peptide with the same amino acid at one particular position in

a dataset of more than 1,000 peptides. More importantly, the QSAR datasets contain

a lot less data points than the IEDB benchmark datasets.
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4.3 Results and Discussion

Since some estimators perform very similar, we restricted our evaluation to CONFINE

and CONFIVE, NoNN, AvgDist, LocalVar, LocalCV, and bagging. For details on the

performance of the other predictors, we refer to the appendix.

4.3.1 Influence of Dataset Size, Features, and Noise

In an initial experiment, we analyzed how the introduced confidence estimators are

influenced by the dataset size, the number of features, and noise in the data. The

experiment was performed on the synthetic dataset, which gives us full control over

these parameters. We performed five five-fold cross-validations on randomly generated

artificial datasets, each with a different number of instances, features, and noise levels

in the response variable, resulting in 48 combinations. The estimation quality of the

confidence estimators in terms of the average CEC (avgCEC) are shown for different

parameter combinations in Figure 4.2 and Table 4.1. See Tables D.23 and D.24 in the

appendix for performance details of all estimators and details on qualities regarding

the confidence-associated prediction improvement (CAPI).

n ≤ 100 n > 100 m ≤ 10 m > 10 σ < 1 σ ≥ 1
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Figure 4.2: Influence of dataset size, features, and noise. The barplot shows
the average CEC of the confidence estimators on artificial data with different property
constraints: the dataset size n, number of selected features m, and the noise level σ.
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We found that the dataset size has the strongest influence on the estimation perfor-

mance. On very small datasets with only 100 instances, the estimators yield an avgCEC

of 0.05. When considering datasets with more than 100 instances, the avgCEC of all es-

timators increases to 0.13. In addition, we observe a CAPI of 9% on small datasets and

a CAPI of 21% if more than 100 training instances are given. Still, not all estimators

are equally sensitive to the dataset size. While the avgCEC of estimator CONFIVE

is only slightly influenced by the dataset size, the avgCEC of CONFINE increases by

0.17 when considering sufficiently large datasets. For large datasets, CONFINE shows

a CAPI of 35%. Moreover, note that when the dataset size is increased from 100 to

1,000 instances, the standard deviation of the CECs decreased from 0.27 to 0.11.

We also observe that noisy features and noise in the responses have an influence on

the quality of confidence estimates. Particularly when the initial number of features

is high or the dataset size is low, noisy, non-predictive features were included in the

feature set. When more than 10 features were selected, the avgCEC of all estimators

decreases by 0.09. Similar results are obtained regarding the noise in the data. When

random values with a low standard deviation (σ < 1.0) were added to the data, the

avgCEC is up to 0.06 larger compared to avgCECs obtained on data with a higher

noise level.

As expected, when we consider only datasets with 1,000 instances, ≤ 10 selected

features, and a noise level of σ = 0.1, all estimators yield their best performance. In

particular, CONFINE performs well, yielding an avgCEC of 0.30 and a CAPI of 0.48,

i.e. the 20% of predictions that have the smallest confidence intervals exhibited a 48%

lower MSE than an average prediction.

From our results, we can conclude that – not surprisingly – a larger amount of

training data results in more robust estimates and higher confidence estimation quality.

In addition, a good feature representation and a low noise level simplify confidence

estimation. Clearly, these properties are not independent of each other. Distinguishing

between informative and non-informative features is easier for large datasets, since the

difference between noise and information becomes more evident. The same holds for

datasets with a low level of noise, resulting in less noisy features. Since most confidence

estimators discussed here inspect local properties of the input space, they rely on good

feature representation. If noisy features are part of the feature set, instances in the

local environment are not necessarily similar to the test instance and, thus, provide no
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Table 4.1: Performance of confidence estimators on artificial data with
different properties

n ≤ 100 n > 100 m ≤ 10 m > 10 σ < 1.0 σ ≥ 1.0 best

CONFINE 0.05 0.22 0.19 0.05 0.21 0.15 0.30
CONFIVE -0.02 0.05 0.03 -0.01 0.04 0.02 0.07

AvgDist 0.02 0.12 0.10 0.03 0.11 0.08 0.16
Bagging 0.11 0.20 0.18 0.11 0.19 0.16 0.25
Diff5NN 0.01 0.17 0.14 0.02 0.14 0.11 0.29
LocalCV 0.01 0.05 0.04 0.02 0.04 0.03 0.05
LocalVar 0.00 0.12 0.10 0.00 0.09 0.08 0.16
NoNN 0.05 0.12 0.12 0.03 0.11 0.09 0.16

For every confidence estimator, we calculated the average CEC by considering
datasets with a different number of instances n, a different number of selected
features m, and a different noise level σ. In the last column, we show the average
CEC for the best parameter combination (n = 1,000, m ≤ 10, σ = 0.1).

reliable confidence information. Furthermore, given more instances in the dataset, we

can define a local environment with a smaller diameter since the density of instances is

higher. Consequently, the nearest neighbors are more similar to the test instance and

contain more relevant confidence information.

4.3.2 Evaluation on IEDB Benchmark Datasets

To compare CONFINE and CONFIVE with existing confidence estimators, we per-

formed five five-fold cross-validations on the IEDB benchmark datasets.

Our estimators CONFINE and CONFIVE, as well as DiffNN, with an avgCEC of

around 0.25, perform better than other estimators, which yield an avgCEC around

0.12 (see Table 4.2). In addition, the best three confidence estimators show a CAPI

of up to 39%, while the other estimators yield an average improvement of only 19%.

In Figure 4.3, a boxplot shows the performance of the different confidence estimators.

The boxplot confirms that CONFINE, CONFIVE, and DiffNN perform superior. In-

terestingly, on allele A*01:01, all confidence estimators yield a very high CEC (> 0.7).

See Table D.25 in the appendix for performance details of all presented estimators.
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Table 4.2: Performance of confidence estimators on biological datasets us-
ing linear regression

confidence MHC QSAR
estimator CEC CAPI runtime [ms] CEC CAPI runtime [ms]

CONFINE 0.27 0.39 2 0.08 0.09 1
CONFIVE 0.24 0.35 2 0.09 0.13 1
AvgDist 0.11 0.18 2 -0.02 -0.10 1
Bagging 0.13 0.18 1 0.20 0.35 1
DiffNN 0.24 0.32 2 0.00 -0.14 1
LocalCV 0.16 0.27 214 0.08 0.10 353
LocalVar 0.10 0.17 482 -0.08 -0.22 430
NoNN 0.10 0.17 2 -0.03 -0.09 1

For every confidence estimator, the avgCEC, the confidence-associated prediction
improvement (CAPI), and the time for an individual estimation in milliseconds on the
MHC datasets and on the QSAR datasets is shown.
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Figure 4.3: Boxplot of CECs of CONFINE, CONFIVE, and other estima-
tors on the IEDB benchmark datasets.

In Figure 4.4, we plotted the avgCECs of CONFINE on the different IEDB bench-

mark datasets. Note that CONFIVE performs very similar to CONFINE. We observe
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that the performance differs greatly from dataset to dataset. In particular, for allele

A*02:02, A*02:03, and A*68:01, CONFINE performs poorly. In contrast, the avgCEC

for allele A*01:01 and B*07:02 is even larger than 0.8. For most other dataset, CON-

FINE can provide good confidence estimates, yielding an avgCEC between 0.2 and

0.5.

Estimating confidences with CONFINE and CONFIVE is possible with only a mi-

nor computational overhead. Estimating the confidence intervals of one individual

prediction requires about 2 ms on a 2GHz dual-core AMD Opteron with 4 GB of RAM

using our R implementation. But also most other estimators need about 2 ms for an

estimation. Only estimators LocalCV and LocalVar require more than 200 ms for an

individual estimation. For each estimation, both estimators train multiple regression

models, which results in a huge computational overhead. Bagging also uses multiple

regression models for its estimations. However, these models are trained only once,

making bagging faster than LocalCV and LocalVar. Note that confidence estimation

with bagging can, however, require long runtime if it is applied with non-linear models

(see Section 4.3.4).

Our results suggest that CONFINE and CONFIVE often perform better than most

other confidence estimators while being comparable to DiffNN. They perform particu-

larly well due to the large amount of training data contained in the IEDB benchmark

datasets. Interestingly, CONFIVE performs well on the IEDB benchmark datasets,

while yielding a poor performance on artificial data. The superior estimation quality

of CONFINE and CONFIVE is of special interest for tasks that rely on high-quality

predictions. If we would consider only peptides as epitopes candidates that could be

predicted with a very small confidence interval, we would expect a considerably lower

error rate for these predictions and, thus, more reliable epitope candidates. In addition,

CONFINE and CONFIVE require only a small computational overhead.

4.3.3 Evaluation on 3D-QSAR Datasets

To show that our confidence estimators can also be applied to other regression problems

than MHC-I–peptide binding prediction, we repeated the above study on the QSAR

benchmark datasets.

The results differ slightly from the results obtained on the IEDB benchmark datasets

(see Table 4.2). Bagging performs best, yielding an avgCEC of 0.20, while estimators
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Figure 4.4: Barplot of the avgCEC of CONFINE on the different IEDB
benchmark datasets.

CONFINE, CONFIVE, and LocalCV perform second-best, with avgCECs around 0.08.

Since most estimators have been shown to be very sensitive to the dataset size, we also

calculate the avgCEC considering only QSAR datasets with more than 100 learning

examples. On large QSAR datasets, the avgCEC of most estimators is considerably

improved. In the case of CONFINE and CONFIVE, the avgCEC improves to 0.13

and 0.15, respectively. A similar trend can be observed when considering prediction

improvement. The estimation time of all estimators but LocalCV and LocalVar is only

about 1 ms for an individual prediction. Again, see Table D.25 in the appendix for

performance details of all estimators.

Our findings support the results obtained in Section 4.3.2. CONFINE and CON-

FIVE perform comparable to bagging and LocalCV on datasets of medium size with

more than 100 training instances. Interestingly, commonly used AD estimators such as

AvgDist, DiffNN, and NoNN often fail to give reasonable error estimates. On very small

datasets our estimators exhibit also problems giving good confidence estimates. How-

ever, if sufficient training data is available, users can benefit from confidence estimates

made by CONFINE and CONFIVE.
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4.3.4 Confidence Estimation for Nonlinear Models

To show that CONFINE and CONFIVE can be also applied to nonlinear regression

models, we repeated the evaluation on the MHC and QSAR datasets using SVR with an

RBF kernel and the full set of features. Details on SVR can be found in Section 2.1.2.

Since estimators LocalCV and LocalVar require too much runtime, we excluded them

from this study. The parameters of the SVR and the estimators were optimized by

performing cross-validations on the training dataset. Since optimizing SVRs requires

more runtime, we restricted the evaluation to only one five-fold cross-validation. The

results are shown in Figure 4.5 and Table 4.3.
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Figure 4.5: The average CEC of confidence estimators applied to SVR
models on the IEDB benchmark datasets (left-hand barplot) and QSAR
datasets (right-hand barplot). Due to the large runtimes of LocalCV and Local-
Var, we excluded both estimators from this study.

Confidence estimators CONFINE, CONFIVE, and bagging perform best (see Fig-

ure 4.5). In particular, CONFINE yields the largest avgCEC and also a very large

CAPI (see Table 4.3). The avgCEC on the MHC datasets is comparable to our pre-

vious results, whereas the avgCEC on the QSAR data is higher. In particular, the

avgCEC of CONFINE and CONFIVE is considerable increased if being applied with

nonlinear SVR. Again, we observe that CONFINE and CONFIVE perform better on
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larger QSAR datasets.

Normalized confidence scores and confidence intervals can be predicted with only

a small computational overhead using estimators CONFINE, CONFIVE, AvgDist,

DiffNN, and NoNN. On the MHC and QSAR datasets they require between 9 to 44 ms

for an individual prediction. The different estimation times between estimators and

the differences compared to our previous results using linear regression originate from

the different number of features. Confidence estimation based on bagging requires

the largest runtime of up to 3 s for an individual prediction. The performance of all

confidence estimators is shown in Table D.26 in the appendix.

Table 4.3: Performance of confidence estimators on biological datasets us-
ing SVR

confidence MHC QSAR
estimator CEC CAPI runtime [ms] CEC CAPI runtime [ms]

CONFINE 0.23 0.41 9 0.23 0.32 9
CONFIVE 0.21 0.34 10 0.16 0.21 10
AvgDist 0.12 0.23 9 0.02 0.03 12
Bagging 0.21 0.50 374 0.15 0.17 3,064
DiffNN 0.24 0.35 9 0.10 0.20 10
NoNN 0.22 0.18 9 0.12 0.14 44

For every confidence estimator, the average CEC, the average confidence-associated
prediction improvement (CAPI), and the time for an individual estimation in ms on
the MHC datasets and on the QSAR datasets is shown.

Our findings support the assumption that CONFINE and CONFIVE show similar

behavior when being applied in combination with nonlinear regression models. In par-

ticular, CONFINE shows again a very good and very robust performance, while being

fast at the same time. Although confidence estimation based on bagging shows also

good performance, bagging is less practical for real-world applications. If bagging is ap-

plied with a time-consuming regression model, runtimes can be quite high. In contrast,

CONFINE and CONFIVE perform independent of the actual regression model, mak-

ing them even more interesting for real-world applications like epitope-based vaccine

design.
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4.3.5 Evaluation of Confidence Intervals

To show that a score-based 80% confidence interval contains as many instances as an

interval estimated independently from a confidence score, we compared it with a general

80% confidence interval. Therefore, we calculate the 0.1 quantile and the 0.9 quantile

of the SEs of all training instances without considering the confidence scores. While the

score-based confidence intervals are expected to be smaller for large ncs, the general

interval is always of the same size. However, in both cases, we expect that about 80%

of the test instances are within the confidence interval.

On the artificial dataset, we observe an almost equal fraction of 0.72 and 0.73 of the

instances in the score-based interval and the general interval, respectively. If we consider

only datasets with more than 100 instances, we find about 77% of the instances within

both confidence intervals. Among the different confidence estimators, we could not find

considerable differences. We obtain similar results for the IEDB benchmark datasets.

A fraction of 0.74 and 0.77 of the instances are within the score-based interval and

general interval, respectively. In contrast, only 54% and 55% of the instances from the

QSAR datasets fall into the respective confidence intervals. However, when considering

only QSAR datasets with more than 100 training examples, about 67% of the instances

are within both confidence intervals.

Our results suggest that score-based confidence intervals contain nearly the same

fraction of instances as general confidence intervals. In particular, on the large IEDB

benchmark datasets, the fraction of instances within the confidence interval converges

to 0.8. Furthermore, since the widths of score-based confidence intervals are correlated

with the absolute prediction error, they are a very intuitive measure of confidence.

4.3.6 Predicting the Estimation Performance

Although confidence estimation can give valuable information in addition to plain re-

sponse values, the quality of estimates differs from dataset to dataset (see Figure 4.4).

To answer the question to what extend we can predict the quality of confidence esti-

mates, we compared the CECs obtained from the training data (CECtrain) with the

CECs obtained from the corresponding test data (CECtest) for all estimators.

On the artificial dataset, we observe an average correlation coefficient ρ between

CECtrain and CECtest of 0.16. When considering only datasets with more than 100
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training examples, the average ρ increases to 0.38. The same trend can be observed

in the biological datasets. For the considerably larger MHC datasets, we receive an

average ρ between CECtrain and CECtest of 0.91, while no correlation is observed for

the fairly small QSAR datasets. In particular, the training CECs of CONFINE and

bagging show a comparably good correlation with their corresponding CECstest for all

datasets. See Table D.27 in the appendix for a detailed overview.

If a sufficient amount of training data is available, the performance of confidence

estimators correlates well with their performance on the training data.

4.3.7 Confidence Estimation in Epitope-Based Vaccine Design

Confidence estimation of individual regression predictions is of special interest in criti-

cal tasks which rely on high-quality predictions. MHC–peptide binding prediction, as

an important step in the design process of epitope-based vaccines, is such a critical

task. Only if we discover reliable epitope candidates, an immune response is triggered

and the immune system can “remember” the corresponding antigen. Estimating the

confidence in affinity predictions can help to distinguish between reliable epitope can-

didates and candidates that are likely to be false positives. In the following, we show

that confidence estimation using CONFINE can help to improve epitope discovery and

epitope engineering.

Parkhurst et al. [133] studied how mutations in known epitopes can improve MHC–

peptide binding and T-cell response. They analyzed two epitopes of gp100, which is a

melanocyte lineage-specific membrane glycoprotein expressed in melanoma. Peptides

G9209 and G9280 show weak binding to HLA-A*02:01 and are able to induce an immune

response [100]. The authors manually engineered both epitopes by designing 21 and

17 analogous peptides for G9209 and G9280, respectively. Therefore, they introduced

one or two mutations at positions 1, 2, 3, and 9. They experimentally determined

the binding affinity of all analogs of G9209 and G9280 and found an improved binding

affinity in 19 and 16 cases, respectively. In 2003, Bhasin and Raghava [6] performed an

in silico study on the same data. Using a matrix-based classification approach, they

predicted 16 and 11 peptides to bind stronger than G9209 and G9280, respectively. The

remaining eight epitopes could not be found by the method.

We repeated this study using the previously described linear regression approach.

For training our model, we use available binding data for allele HLA-A*02:01 from the
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IEDB benchmark dataset [137]. Peptides were sparsely encoded and the given IC50

values were log-transformed. In addition, we estimate confidence intervals for each

prediction using CONFINE. In contrast to the matrix-based approach of Bhasin and

Raghava [6], we predict that all of the 35 experimentally verified heteroclitic peptides

yield a lower IC50 value than the wildtype peptide. In case of the G9209 analogs, we

predict two non-binders to bind to the MHC molecule (see Table 4.4). Interestingly,

both non-binders yield the two largest confidence intervals among the predictions, which

means that we can put only little confidence into the predicted affinities. If we were

required to select an epitope candidate for a vaccine, we would not have chosen these

peptides due to the low confidence scores. Furthermore, we can show that confidence

estimates can also be beneficial to determine the quality of the predicted affinities

among the binders. For the G9209 and G9280 analogs, our models show an MSE of

0.13 and 0.22, respectively. If we consider only the five predictions with the smallest

confidence interval, the MSE decreases to 0.09 and 0.07, respectively. Hence, high-

confidence predictions yield a 35% to 68% lower error than an average prediction.

Considering only reliable binders as epitope candidates does decrease the chance of

being misled by erroneous predictions. This can be beneficial for epitope discovery,

which requires to select reliable epitope candidates. See Table D.29 for an overview of

all 21 predictions of the G9209 analogs.

The study of Parkhurst et al. [133] required a lot of experimental effort since for more

than 30 peptides the MHC-I–peptide binding affinity had to be determined. To avoid

these costly and time-consuming experiments, we suggest an alternative, computational

approach based on a genetic algorithm to engineer epitopes. A similar approach that

aims at finding the peptide with the strongest affinity to an MHC molecule has been

recently published [104]. However, we are not interested in finding the best binder but

in engineering a given epitope. Most importantly, our engineering approach aims at

optimizing the predicted affinity and the confidence of the corresponding prediction at

the same time. The peptide predicted with the highest binding affinity might be a low

confidence prediction that exhibits a higher error than other predictions. To exclude

low-confidence predictions, we aim at minimizing the upper bound of the predicted 80%

confidence interval. The upper bound of this confidence interval corresponds to the

maximum IC50 value the peptide is going to have with a probability of 90% (IC90%
50 ).
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Table 4.4: Binding affinities and confidence intervals of G9209 and selected
analogs

peptide exp IC50 pred IC50 lower bound IC50 upper bound IC50

ITDQVPFSV 172 156.2 50.9 759.9

WTDQVPFSV 716.7 158.7 28.3 1052.1
ITSQVPFSV 637.0 138.8 45.5 639.1
ILWQVPFSV 1.7 5.5 1.4 25.5
ILFQVPFSV 2.0 7.7 2.4 36.2
FLDQVPFSV 2.2 2.2 0.3 16.4
YLDQVPFSV 2.3 2.8 1.0 12.5

For each peptide, the experimentally determined IC50 value (exp IC50), the predicted
IC50 (pred IC50), and the lower and upper bound of the 80% confidence interval are
given (as IC50). The first peptide is G9209, followed by a selected set of analogs. The
mutated positions are printed in bold. Note that we calculate the confidence interval
width based on the log IC50 values.

In this way, we minimize the predicted IC50 value and maximize the corresponding

confidence at the same time.

In addition, we have to consider two important constraints for our optimization:

1. The resulting peptide has to show a certain similarity to the wildtype peptide.

Otherwise, the immunological memory might remember only the heteroclitic pep-

tide but not the peptide of the pathogen. To avoid this problem, we restrict a

candidate epitope to differ in at most two positions from the wildtype peptide.

2. Positions in the middle of the peptide are known to be important for TCR binding

and, hence, should not be mutated. In case of allele HLA-A*02:01, it is known

that residues 4 to 8 are less important for MHC-I–peptide binding but vital for

the interaction of the MHC–peptide complex with the TCR [102]. Mutating

one of these residues might result in a lower T-cell reactivity that could reduce

the efficacy of the vaccine. Consequently, we fix these positions in the genetic

algorithm.

For our optimization task, we use genetic algorithms implemented in the Python

framework Pyevolve [134]. A genetic algorithm is a heuristic optimization technique
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based on natural evolution. In every iteration, individuals of a population, peptides in

our case, are mutated, combined, and selected according to their fitness. In our case,

the fitness of a peptide is expressed as the IC90%
50 . Peptides with a small IC90%

50 are more

likely to be selected for the next iteration. Our approach uses a population consisting

of 10 peptides and uses a mutation rate and crossover rate of 0.6 and 0.8, respectively.

The peptides for the next generation are selected via rank selection. The optimization

process terminates if the smallest IC90%
50 of a population remains unchanged for 50

iterations or if an upper bound of 200 iterations is reached. Note that due to the

considerably small search space of 2,242 peptides, exhaustive enumeration would have

been feasible for this particular optimization problem. Nevertheless, applying genetic

algorithms results in a large speed-up. Our genetic algorithm approach requires less

than 300 predictions to find the peptide with the smallest IC90%
50 .

We applied our genetic algorithm approach to engineer epitopes G9209 and G9280

using the above described constraints. For epitopes G9209 and G9280, our approach

returns peptides YLDQVPFSV and FLEPGPVTV with predicted IC50 values of 2.8 nM

and 46.1 nM, respectively. Since there exists no experimental data that could prove

the proposed binding affinity of the latter peptide, we concentrated our analysis on

the engineered peptide of G9209. Interestingly, Parkhurst et al. [133] found our epitope

candidate to be the fourth strongest binder among their 21 analogous peptides with

an IC50 value of 2.3 nM (see Table 4.4). We had a closer look at the three peptides

exhibiting a stronger affinity than our epitope candidate. For two of the peptides, our

linear regression approach predicts an IC50 larger than 2.3 nM. In accordance with the

larger prediction error, the two corresponding confidence intervals are also larger than

for our engineered peptide, showing the uncertainty of our prediction model. The third

peptide with a stronger binding affinity than our epitope candidate is FLDQVPFSV

with an IC50 value of 2.2 nM. Our regression approach confirms the peptide to be a

stronger binder than the one obtained by the genetic algorithm. However, CONFINE

seems to be unsure about this prediction, resulting in a fairly broad confidence interval

and higher IC90%
50 . After mining the literature, we found that Du et al. [61] assigned this

peptide with an IC50 value of 17.7 nM. Hence, the correct affinity value might indeed be

larger than 2.2 nM which makes it a less reliable candidate for an epitope. Although our

epitope engineering strategy does not result in the peptide with the highest binding

affinity, the obtained peptide is likely to be a reliable binder. By considering the
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confidence of predictions, we are able exclude erroneous predictions and can select a

suitable candidate for an epitope-based vaccine.

4.4 Conclusion

Epitope-based vaccines are a promising alternative to traditional vaccines. In the design

process of epitope-based vaccines, biologists often rely on in silico MHC-I–peptide bind-

ing prediction as an approximation of T-cell reactivity. However, since computational

prediction methods are prone to errors, epitope candidates suggested by prediction

methods might be false positives. Due to the “black box” character of many state-of-

the-art MHC-I–peptide binding prediction methods, it is usually not possible to detect

a low quality prediction.

To overcome this “black box” character, we proposed two novel confidence estima-

tors for regression, CONFINE and CONFIVE. They determine normalized confidence

scores and confidence intervals that help biologists to rate the reliability of an indi-

vidual affinity prediction. Both estimators are model-independent and can be applied

with any regression model. In contrast to other methods, CONFINE and CONFIVE

are computationally very efficient and can, thus, be added easily to existing predictors

without a significant performance loss. By applying CONFINE and CONFIVE to an

MHC-I–peptide binding prediction model, biologists do no longer rely on plain affinity

values. Instead, they can benefit from the advantages of obtaining a range of affinities.

In an initial study on artificial data, we observe that CONFINE and CONFIVE,

as well as other estimators, yield a better estimation performance on large datasets.

A sufficient amount of training data helps to identify irrelevant features and increases

the prospect of having adequate neighbors in the training dataset. We then compared

CONFINE and CONFIVE with other existing confidence and AD estimators on a

selected set of IEDB benchmark datasets. Our results suggest that CONFINE and

CONFIVE give high-quality confidence estimates and perform better than existing

estimators. The estimation quality is not equal on all tested alleles. However, users can

predict the quality of estimates on novel data by considering the estimation quality on

the training data. Similar results obtained using nonlinear support vector regression

demonstrate that CONFINE and CONFIVE can be applied to nonlinear regression

models as well. Only confidence estimation based on bagging performs comparably on
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the tested datasets. However, depending on the regression method used, bagging can

require a huge computational overhead. We also have seen that confidence intervals

estimated by our two methods are comparable to fixed confidence intervals, while having

the advantage of giving a very intuitive measure of confidence.

It is still a long way towards highly accurate confidence estimators that work equally

well on all kind of data. A combination of multiple confidence estimators as well as

an automated selection of the most appropriate estimator [11] could improve both the

quality and the robustness of the estimation. Further, predicting not only the size

of errors but also their sign will increase the amount of information gained from a

confidence estimator. As an alternative, signed error estimates can be used to correct

the prediction results and might increase the prediction performance of the regression

model.

In an example study, we show that confidence estimates of CONFINE can be very

beneficial for epitope discovery and epitope engineering. Considering only peptides

from confident predictions results in epitope candidates that origin from less erroneous

predictions. We also introduce a computational epitope engineering approach based

on a genetic algorithm. Although, our approach does not reveal the strongest binder,

the obtained peptide is a reliable binder of HLA-A*02:01 and, thus, a suitable epitope

candidate. Our example study is a first step towards epitope engineering that benefits

from confidence estimation. We believe that more effort in experimental validation

will help to prove that the reliability of individual predictions is essential for designing

epitope-based vaccines.

Estimating normalized confidence scores and confidence intervals is in general a step

forward, moving away from plain affinity values and discrete applicability information.

In particular, confidence intervals provide a very intuitive representation of reliability,

which can be easily interpreted by biologists. Distinguishing between confident and

almost random predictions will also help biologists to choose suitable candidates for

experiments. We are convinced that confidence estimators can improve prediction

methods with a “black box” character by making their predictions more transparent

and usable for biologists.





Chapter 5

Conclusions and Perspectives

“In theory there is no difference between theory and practice. In practice there is.”

– Yogi Berra also attributed to Chuck Reid, Jan L. A. van de Snepscheut, Manfred

Eigen, et al.

Machine learning provides powerful tools for analyzing, predicting, and understand-

ing biological processes. Nevertheless, computational models can only approximate the

real world. In contrast to experiments in the laboratory, most theoretical models exhibit

a “black box” character, making it difficult to understand why a particular outcome

was obtained. Furthermore, it is often not evident how much confidence one can put

into individual predictions. In this work, we focus on filling the gap between theoret-

ical models and real-world experiments by making machine learning approaches more

interpretable. In particular, we require our methods to answer two important ques-

tions: Why did the model predict this particular outcome? And, how reliable is this

prediction? We consider two biological problems that can be modeled either by classi-

fication or regression methods and show how interpretability can be provided and how

biologists can benefit from interpretable predictions.

In Chapter 3, we introduce YLoc, an interpretable classification approach for pre-

dicting the subcellular localization of proteins. YLoc uses a naive Bayes classifier and

a small number of biological meaningful features to make predictions. In addition, it

helps biologists to rate the reliability of individual predictions by returning a normal-

ized confidence score. Due to discrimination scores that weight the influence of the

different biological properties, YLoc is able to answer why a particular location has
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been predicted. It creates a textual explanation that describes what feature had the

strongest impact on the prediction. However, these explanations should always be in-

spected with caution. Since we transfer the biological meaning of correlated features,

we might accidentally included a wrong interpretation. For the future, we suggest an

alternative feature selection approach that also considers the interpretability of fea-

tures. In this way, the selected feature set might already yield only highly interpretable

features making a transfer of meanings obsolete.

Interpretable predictions made by YLoc can considerably support the work of biolo-

gists. We have shown that YLoc is able to detect properties of the protein sequence that

are responsible for protein localization. This is of particular interest for experimental

biologists since it can support the detection of sorting signal by guiding experiments

in promising directions. Moreover, we have shown that YLoc can be used to predict

localization changes caused by mutations or alternative isoforms. YLoc is even able

to detect the site in the protein most likely to be responsible for the localization shift.

However, YLoc has not been designed for this particular tasks. It uses biological prop-

erties to make predictions. Hence, minor changes in the protein sequence such as single

point mutations might not be detected if the overall properties do not change signifi-

cantly. It should be also considered that YLoc has been trained on a set of “natural”

proteins. Applying it to proteins that exhibit properties that are not consistent with the

training data might result in erroneous predictions. This issue shows the importance

of confidence estimates for detecting unreliable predictions. In particular, if expensive

and time-consuming experiments built on predictions, low confidence predictions that

are likely to waste a lot of experimental effort should be excluded. In the future, it

would be very interesting to create a prediction system tailored to automatic engineer-

ing of a protein’s subcellular location. Such a system should include only sequence

information to be able to recognize single point mutations. Most importantly, confi-

dence scores should be considered in the engineering process. An objective function

that considers the confidence in individual predictions can guarantee that only reliable

candidates make their way into an experimental testing phase. We believe that YLoc as

an interpretable classification approach is a key step towards understanding subcellular

localization processes without conducting unnecessary experiments.

The second part of this thesis is dedicated to the interpretable prediction of pep-

tide affinities to MHC-I molecules. In Chapter 4, we introduce two novel confidence
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estimators, CONFINE and CONFIVE, that are able to rate the reliability of predicted

MHC binding affinities. Biologists are provided with an interval of affinities instead

of a plain affinity value. Hence, they are no longer compelled to assume that affinity

prediction works equally well on all peptides but can use the size of the affinity interval

as an indicator of reliability. This substantially improves the interpretability of current

prediction methods. Confidence intervals are of special interest in critical tasks like

epitope discovery for vaccines where only reliable predictions should be considered. We

think that estimating confidence intervals is also vital for many other tasks where er-

roneous predictions can have fatal consequences. In the future, it would be interesting

to analyze whether confidence estimation can be used to correct regression predictions.

Instead of only warning for an error, a prediction could be automatically improved

leading to lower error rates and a higher overall reliability of the model.

We have also shown that confidence estimation by CONFINE can be used for engi-

neering the binding affinity of peptides to MHC class I, which is of special interest for

critical tasks like epitope-based vaccine design. Although an engineered peptide can

yield the highest predicted binding affinity, its real binding affinity might be far lower

making it unfavorable for a vaccine. We propose a computational epitope engineering

approach based on a genetic algorithm that optimizes the predicted binding affinity to

MHC class I while maximizing the confidence of the prediction at the same time. Our

approach provides reliable epitope candidates by ignoring low confidence predictions.

In future work, it would be challenging to include T-cell reactivity in our epitope engi-

neering approach. If we consider only MHC–peptide binding, we ignore the fact that an

immune response is only possible if a TCR binds the MHC–peptide complex. Further,

instead of using a search heuristic, one could think of using optimization approaches

that guarantee finding the optimal epitope, such as integer linear programming. In any

case, it would be necessary to invest more time in experimentally verifying the poten-

tial epitope candidates suggested by our engineering approach. Experimental biology

could go hand in hand with confidence-based predictions to minimize the time and

effort invested in experiments.

Beyond the two biological problems studied in this thesis, there exists a whole range

of other applications where interpretable machine learning can substantially support

the work of experimental biologists. We are convinced that interpretable predictions
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and reliability information will encourage the trust of biologists in machine learning

models and will contribute to interesting and important research in the future.
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Appendix A

Abbreviations

ACC Overall accuracy
AD Applicability domain
AGT1 Human glyoxylate aminotransferase 1
ANN Artificial neural network
AUCC Area under the confidence curve
DNA Deoxyribonucleic acid
ch Chloroplast
CEC Confidence–error correlation
CFS Correlation-based feature selection
cTP Chloroplast targeting peptide
cy Cytoplasm
ER Endoplasmic reticulum
ex Extracellular space
F1 F1-score
FH Human fumerate hydratase
FN False negative
FP False positive
GLR1 Glutathione reductase
GO Gene Ontology
go Golgi apparatus
HLA Human leukocyte antigen
HMM Hidden Markov model
IDS Independent dataset
kNN K-nearest neighbor
ly Lysosome
MHC Major histocompatibility complex
mi Mitochondrion
mRNA Messenger ribonucleic acid
mTP Mitochondrial targeting peptide



134 A. Abbreviations

MSE Mean squared error
NES Nuclear export signal
NLS Nuclear localization signal
nu Nucleus
pe Peroxisome
pm Plasma membrane
PRE Precision
QSAR Quantitative structure-activity relationship
R2 Coefficient of determination
RBF Radial basis function
REC Recall
RNA Ribonucleic acid
SE Squared error
SOAP Simple object access protocol
SSE Sum of squared errors
SP Secretory pathway
SUC2 Glycosylated invertase
SVM Support vector machine
SVR Support vector regression
Tc T helper
TCR T-cell receptor
Th T cytotoxic
TN True negative
TP True positive
va Vacuole
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Contributions

All presented approaches and algorithms were discussed with my supervisor Prof. Dr.

Oliver Kohlbacher as well as Prof. Dr. Jörg Rahnenführer, leading to new ideas and

research directions.

Chapter 3 — YLoc – An Interpretable Classification Approach

The main methodology of YLoc was presented in the journal Bioinformatics [17]

in 2010. Oliver Kohlbacher and myself designed YLoc and the evaluation study.

The probabilistic confidence estimation approach has been developed by Jörg

Rahnenführer and myself. The dataset-based confidence estimators were designed

together with Johannes Junker as part of his master thesis, which I supervised.

Johannes Junker also implemented the dataset-based confidence estimators. The

YLoc web server was presented in the journal Nucleic Acids Research [18]. The

YLoc software and the YLoc web server was designed and implemented by myself.

Chapter 4 — Interpretable Regression With CONFINE and CONFIVE

Major parts of this work are part of a manuscript in preperation [19]. Oliver

Kohlbacher and myself designed the different confidence estimation strategies. All

authors discussed and designed the evaluation study. The approach to estimate

confidence intervals has been developed by Jörg Rahnenführer and myself. The

R CRAN package confReg was designed and implemented by myself. Parts of

the genetic algorithm approach were developed together with Leonie Martens as

part of her bachelor thesis, which I supervised. The epitope engineering study

has not been published elsewhere.
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Tables

origin class name number of proteins

Animals Cytoplasm 437
Nucleus 1166

Mitochondrion 188
Secretory Pathway 804

Fungi Cytoplasm 211
Nucleus 711

Mitochondrion 188
Secretory Pathway 88

Plants Cytoplasm 58
Nucleus 121

Mitochondrion 67
Secretory Pathway 41

Chloroplast 204

Table D.1: BaCelLo dataset: Class names and number of proteins of the three
BaCelLo training datasets.
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class name number of proteins

Nucleus 837
Cytoplasm 1411
Mitochondrion 510
Chloroplast 449
Extracellular space 843
Plasma membrane 1238
Peroxisome 157
Endoplasmic Reticulum 198
Golgi apparatus 150
Lysosome 103
Vacuole 63

Table D.2: Höglund dataset: Class names and number of proteins of the Höglund
training datasets. For training the animal, fungal, and plant versions of YLoc, the
locations vacuole and chloroplast, lysosome and chloroplast, lysosome are not used,
respectively.

class name # kind of proteins example proteins
cy nu 1882 various receptors insulin receptor substrate,

and substrates ionotropic glutamate receptor
ex pm 334 proteins from signal path- autolysin , Fc receptor , kit ligand

ways and immune pathways
cy pm 252 structural proteins and calmodulin, microtubule-associated

messenger proteins protein tau
cy mi 240 mostly enzymes hemoglobin beta-1, homoaconitase
nu mi 120 enzymes and DNA uracil-DNA glycosylase, estrogen

binding proteins receptor beta, DNA-glycosylase
er ex 115 mostly enzymes cholesterol 24-hydroxylase,

calsequestrin
nu ex 113 enzymes and viral puromycin-sensitive aminopeptidase,

proteins epstein-barr nuclear antigen

Table D.3: DBMLoc dataset: Class names and number of proteins (#) of the
DBMLoc training datasets. Furthermore, the kind of proteins present in these multiple
locations, including some example proteins, are shown. See Section 3.2.6 for the
translation of the abbreviated class names.
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Method Location REC PRE F1

YLoc-LowRes mi 0.77 0.78 0.78
SP 0.95 0.83 0.89
cy 0.43 0.61 0.51
nu 0.87 0.82 0.85

YLoc-LowRes* mi 0.70 0.76 0.73
SP 0.93 0.80 0.86
cy 0.36 0.55 0.44
nu 0.86 0.79 0.82

YLoc-HighRes mi 0.71 0.77 0.74
SP 0.91 0.77 0.84
cy 0.32 0.50 0.39
nu 0.86 0.78 0.82

YLoc-HighRes* mi 0.73 0.74 0.70
SP 0.88 0.74 0.81
cy 0.45 0.43 0.44
nu 0.75 0.82 0.78

YLoc+ mi 0.68 0.66 0.67
SP 0.86 0.69 0.77
cy 0.89 0.46 0.61
nu 0.85 0.52 0.65

YLoc+* mi 0.75 0.60 0.67
SP 0.91 0.67 0.77
cy 0.89 0.45 0.60
nu 0.81 0.52 0.64

Table D.4: Detailed performance comparison on the animal BaCelLo IDS:
Detailed performance of YLoc-LowRes, YLoc-HighRes, YLoc+ on the animal BaCelLo
IDS regarding overall accuracy (ACC), average recall (REC), average precision (PRE),
and average F1-score (F1). For predictors marked with *, GO-term features were
excluded from the feature selection. The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method Location REC PRE F1

YLoc-LowRes mi 0.56 0.66 0.61
SP 0.89 0.80 0.84
cy 0.24 0.63 0.35
nu 0.91 0.49 0.65

YLoc-LowRes* mi 0.62 0.59 0.60
SP 0.89 0.76 0.82
cy 0.18 0.57 0.27
nu 0.87 0.49 0.63

YLoc-HighRes mi 0.42 0.83 0.56
SP 1.00 0.22 0.36
cy 0.46 0.66 0.54
nu 0.71 0.51 0.60

YLoc-HighRes* mi 0.45 0.83 0.58
SP 1.00 0.20 0.33
cy 0.51 0.64 0.57
nu 0.65 0.53 0.58

YLoc+ mi 0.44 0.49 0.46
SP 0.67 0.29 0.40
cy 0.89 0.46 0.61
nu 0.82 0.45 0.58

YLoc+* mi 0.47 0.53 0.50
SP 0.78 0.21 0.33
cy 0.79 0.47 0.59
nu 0.82 0.44 0.57

Table D.5: Detailed performance comparison on the fungi BaCelLo IDS:
Detailed performance of YLoc-LowRes, YLoc-HighRes, YLoc+ on the fungi BaCelLo
IDS regarding overall accuracy (ACC), average recall (REC), average precision (PRE),
and average F1-score (F1). For predictors marked with *, GO-term features were
excluded from the feature selection. The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method Location REC PRE F1

YLoc-LowRes mi 0.50 0.31 0.38
ch 0.72 0.85 0.78
SP 0.67 0.33 0.44
cy 0.43 0.55 0.48
nu 0.85 0.76 0.80

YLoc-LowRes* mi 0.17 0.06 0.09
ch 0.62 0.76 0.68
SP 0.33 0.13 0.19
cy 0.36 0.47 0.41
nu 0.72 0.76 0.74

YLoc-HighRes mi 0.83 0.35 0.49
ch 0.42 0.95 0.59
SP 1.00 0.29 0.46
cy 0.57 0.28 0.38
nu 0.78 0.77 0.77

YLoc-HighRes* mi 0.67 0.26 0.38
ch 0.46 0.90 0.61
SP 0.83 0.22 0.35
cy 0.53 0.34 0.42
nu 0.80 0.79 0.80

YLoc+ mi 0.83 0.25 0.39
ch 0.40 0.91 0.56
SP 0.83 0.24 0.38
cy 0.82 0.31 0.45
nu 0.88 0.53 0.66

YLoc+* mi 0.83 0.28 0.42
ch 0.45 0.87 0.59
SP 0.83 0.26 0.39
cy 0.82 0.32 0.46
nu 0.83 0.48 0.61

Table D.6: Detailed performance comparison on the plant BaCelLo IDS:
Detailed performance of YLoc-LowRes, YLoc-HighRes, YLoc+ on the plant BaCelLo
IDS regarding overall accuracy (ACC), average recall (REC), average precision (PRE),
and average F1-score (F1). For predictors marked with *, GO-term features were
excluded from the feature selection. The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method Location REC PRE F1

YLoc-HighRes er 0.10 0.45 0.16
ex 0.81 0.86 0.84
go 0.14 0.33 0.20
ly 0.25 0.50 0.33
pe 0.00 0.00 0.00
pm 0.56 0.44 0.49

YLoc-HighRes* er 0.10 0.29 0.15
ex 0.87 0.87 0.87
go 0.07 0.25 0.11
ly 0.25 0.23 0.24
pe 0.33 0.13 0.18
pm 0.62 0.60 0.61

YLoc+ er 0.12 0.42 0.19
ex 0.80 0.77 0.79
go 0.07 0.21 0.11
ly 0.25 0.12 0.16
pe 0.67 0.35 0.46
pm 0.74 0.43 0.54

YLoc+* er 0.32 0.41 0.36
ex 0.84 0.76 0.80
go 0.07 0.21 0.17
ly 0.00 0.00 0.00
pe 0.67 0.44 0.53
pm 0.68 0.46 0.55

Table D.7: Detailed performance comparison on the animal Höglund IDS:
Detailed performance of YLoc-HighRes and YLoc+ on the animal Höglund IDS re-
garding overall accuracy (ACC), average recall (REC), average precision (PRE), and
average F1-score (F1). For predictors marked with *, GO-term features were excluded
from the feature selection. The performance of YLoc+ was measured using the gener-
alized measures for multi-label classification.
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Method ACC REC PRE F1

YLoc-LowRes 0.79 0.76 0.76 0.75
YLoc-HighRes 0.74 0.70 0.70 0.79
YLoc+ 0.58 0.82 0.58 0.67
MultiLoc2-LowRes 0.73 0.80 0.75 0.76
MultiLoc2-HighRes 0.68 0.75 0.71 0.71
BaCelLo 0.64 0.69 0.66 0.66
LOCTree 0.62 0.61 0.56 0.58
WoLF PSORT 0.70 0.70 0.64 0.67
Euk-mPloc 0.61 0.56 0.56 0.54
KnowPred 0.75 0.75 0.67 0.69

Table D.8: Performance comparison on the animal BaCelLo IDS: Per-
formance of YLoc-LowRes, YLoc-HighRes, YLoc+, MultiLoc2-LowRes, MultiLoc2-
HighRes, BaCelLo, LOCTree, WoLF PSORT, Euk-mPloc, and KnowPred on the
animal BaCelLo IDS regarding overall accuracy (ACC), average recall (REC), av-
erage precision (PRE), and average F1-score (F1). The performance of YLoc+, WoLF
PSORT, Euk-mPloc, KnowPred were measured using the generalized measures for
multi-label classification.

Method ACC REC PRE F1

YLoc-LowRes* 0.76 0.71 0.73 0.71
YLoc-HighRes* 0.71 0.70 0.68 0.69
YLoc+* 0.58 0.84 0.56 0.67

Table D.9: Performance of YLoc without GO terms on the animal BaCelLo
IDS: Performance of YLoc-LowRes*, YLoc-HighRes*, and YLoc+* on the animal Ba-
CelLo IDS regarding overall accuracy (ACC), average recall (REC), average precision
(PRE), and average F1-score (F1). The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method ACC REC PRE F1

YLoc-LowRes 0.56 0.65 0.66 0.61
YLoc-HighRes 0.56 0.65 0.55 0.51
YLoc+ 0.48 0.70 0.42 0.51
MultiLoc2-LowRes 0.60 0.66 0.59 0.61
MultiLoc2-HighRes 0.53 0.59 0.59 0.58
BaCelLo 0.57 0.71 0.56 0.60
LOCTree 0.47 0.55 0.43 0.43
WoLF PSORT 0.50 0.62 0.54 0.51
Euk-mPloc 0.60 0.67 0.53 0.56
KnowPred 0.66 0.69 0.53 0.56

Table D.10: Performance comparison on the fungi BaCelLo IDS: Per-
formance of YLoc-LowRes, YLoc-HighRes, YLoc+, MultiLoc2-LowRes, MultiLoc2-
HighRes, BaCelLo, LOCTree, WoLF PSORT, Euk-mPloc, and KnowPred on the
fungi BaCelLo IDS regarding overall accuracy (ACC), average recall (REC), aver-
age precision (PRE), and average F1-score (F1). The performance of YLoc+, WoLF
PSORT, Euk-mPloc, and KnowPred were measured using the generalized measures
for multi-label classification.

Method ACC REC PRE F1

YLoc-LowRes* 0.53 0.64 0.60 0.58
YLoc-HighRes* 0.56 0.65 0.55 0.52
YLoc+* 0.48 0.71 0.41 0.50

Table D.11: Performance of YLoc without GO terms on the fungi BaCelLo
IDS: Performance of YLoc-LowRes*, YLoc-HighRes*, and YLoc+* on the fungi Ba-
CelLo IDS regarding overall accuracy (ACC), average recall (REC), average precision
(PRE), and average F1-score (F1). The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method ACC REC PRE F1

YLoc-LowRes 0.71 0.63 0.56 0.58
YLoc-HighRes 0.58 0.72 0.53 0.54
YLoc+ 0.53 0.75 0.45 0.49
MultiLoc2-LowRes 0.76 0.72 0.61 0.64
MultiLoc2-HighRes 0.62 0.65 0.52 0.54
BaCelLo 0.69 0.61 0.71 0.56
LOCTree 0.70 0.65 0.58 0.58
WoLF PSORT 0.57 0.46 0.48 0.46
Euk-mPloc 0.46 0.54 0.35 0.37
KnowPred 0.29 0.52 0.15 0.23

Table D.12: Performance comparison on the plant BaCelLo IDS: Per-
formance of YLoc-LowRes, YLoc-HighRes, YLoc+, MultiLoc2-LowRes, MultiLoc2-
HighRes, BaCelLo, LOCTree, WoLF PSORT, Euk-mPloc, and KnowPred on the
plants BaCelLo IDS regarding overall accuracy (ACC), average recall (REC), aver-
age precision (PRE), and average F1-score (F1). The performance of YLoc+, WoLF
PSORT, Euk-mPloc, and KnowPred were measured using the generalized measures
for multi-label classification.

Method ACC REC PRE F1

YLoc-LowRes* 0.58 0.44 0.44 0.42
YLoc-HighRes* 0.58 0.66 0.50 0.51
YLoc+* 0.53 0.75 0.44 0.50

Table D.13: Performance of YLoc without GO terms on the plant BaCelLo
IDS: Performance of YLoc-LowRes*, YLoc-HighRes*, and YLoc+* on the plants Ba-
CelLo IDS regarding overall accuracy (ACC), average recall (REC), average precision
(PRE), and average F1-score (F1). The performance of YLoc+ was measured using
the generalized measures for multi-label classification.
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Method ACC REC PRE F1

YLoc-HighRes 0.56 0.31 0.43 0.33
YLoc+ 0.53 0.44 0.38 0.37
MultiLoc2-HighRes 0.57 0.38 0.46 0.41
WoLF PSORT 0.36 0.15 0.28 0.18
Euk-mPloc 0.27 0.23 0.29 0.24
KnowPred 0.49 0.34 0.50 0.37

Table D.14: Performance comparison on the animal Höglund IDS: Per-
formance of YLoc-HighRes, YLoc+, MultiLoc2-HighRes, WoLF PSORT, Euk-mPloc,
and KnowPred on the animals Höglund IDS regarding overall accuracy (ACC), average
recall (REC), average precision (PRE), and average F1-score (F1). The performance
of YLoc+, WoLF PSORT, Euk-mPloc, and KnowPred were measured using the gen-
eralized measures for multi-label classification.

Method ACC REC PRE F1

YLoc-HighRes* 0.60 0.37 0.39 0.36
YLoc+* 0.56 0.44 0.42 0.40

Table D.15: Performance of YLoc without GO terms on the animal
Höglund IDS: Performance of YLoc-HighRes*, and YLoc+* on the animal Höglund
IDS regarding overall accuracy (ACC), average recall (REC), average precision (PRE),
and average F1-score (F1). The performance of YLoc+ was measured using the gen-
eralized measures for multi-label classification.
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Method ACC REC PRE F1

YLoc+ Animals 0.63 0.58 0.85 0.69
YLoc+ Animals 0.34 0.23 0.46 0.29
YLoc+ Fungi 0.65 0.58 0.85 0.68
YLoc+ Fungi 0.35 0.23 0.45 0.29
YLoc+ Plants 0.64 0.58 0.84 0.68
YLoc+ Plants 0.35 0.24 0.47 0.31
WoLF PSORT Animals 0.43 0.38 0.81 0.52
WoLF PSORT Animals 0.05 0.02 0.25 0.03
WoLF PSORT Fungi 0.42 0.36 0.81 0.49
WoLF PSORT Fungi 0.04 0.01 0.14 0.02
WoLF PSORT Plants 0.33 0.24 0.79 0.36
WoLF PSORT Plants 0.00 0.00 0.08 0.00
Euk-mPloc 0.41 0.32 0.76 0.44
Euk-mPloc 0.05 0.02 0.49 0.04
KnowPred 0.63 0.54 0.88 0.66
KnowPred 0.36 0.19 0.67 0.28

Table D.16: Performance comparison on the DBMLoc dataset: The pre-
diction performance of the different versions of YLoc+, WoLF PSORT, Euk-mPloc,
and KnowPred on the DBMLoc dataset is shown. The prediction performance was
measured using multi-label measures and singles label measures (in italic).

Method ACC REC PRE F1

YLoc+* Animals 0.61 0.55 0.79 0.65
YLoc+* Animals 0.31 0.19 0.36 0.24
YLoc+* Fungi 0.62 0.56 0.79 0.65
YLoc+* Fungi 0.33 0.20 0.36 0.24
YLoc+* Plants 0.60 0.54 0.78 0.63
YLoc+* Plants 0.30 0.18 0.32 0.22

Table D.17: Performance of YLoc without GO terms on the DBMLoc
dataset: The prediction performance of the different versions of YLoc+ without the
inclusion of GO terms on the DBMLoc dataset is shown. The prediction performance
was measured using multi-label measures and singles label measures (in italic).
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Method ACC REC PRE F1

YLoc40+ Animals 0.65 0.58 0.84 0.68
YLoc40+ Animals 0.38 0.23 0.51 0.31
YLoc40+ Fungi 0.66 0.57 0.85 0.68
YLoc40+ Fungi 0.37 0.22 0.42 0.28
YLoc40+ Plants 0.65 0.56 0.84 0.67
YLoc40+ Plants 0.35 0.20 0.43 0.26
WoLF PSORT Animals 0.43 0.38 0.81 0.52
WoLF PSORT Animals 0.05 0.02 0.25 0.03
WoLF PSORT Fungi 0.42 0.35 0.81 0.49
WoLF PSORT Fungi 0.04 0.01 0.14 0.02
WoLF PSORT Plants 0.33 0.24 0.79 0.36
WoLF PSORT Plants 0.00 0.00 0.08 0.00
Euk-mPloc 0.41 0.32 0.76 0.44
Euk-mPloc 0.05 0.02 0.49 0.04
KnowPred 0.64 0.54 0.88 0.67
KnowPred 0.36 0.19 0.67 0.28

Table D.18: Performance comparison on the DBMLoc40 dataset: The pre-
diction performance of the different versions of YLoc+, WoLF PSORT, Euk-mPloc,
and KnowPred on the DBMLoc40 dataset is shown. The prediction performance was
measured using multi-label measures and singles label measures (in italic).

Method ACC REC PRE F1

YLoc40+* Animals 0.63 0.56 0.77 0.64
YLoc40+* Animals 0.35 0.19 0.38 0.24
YLoc40+* Fungi 0.62 0.55 0.77 0.64
YLoc40+* Fungi 0.34 0.18 0.32 0.22
YLoc40+* Plants 0.61 0.54 0.77 0.63
YLoc40+* Plants 0.33 0.17 0.32 0.22

Table D.19: Performance of YLoc without GO terms on the DBMLoc40
dataset: The prediction performance of the different versions of YLoc+ without the
inclusion of GO terms on the DBMLoc40 dataset is shown. The prediction perfor-
mance was measured using multi-label measures and singles label measures (in italic).
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Measure IDS NBconf Post AvgDist NoNN Acc LE

AUCCinst Animals 0.35 0.29 -0.42 -0.17 0.42 0.14
Fungi 0.25 0.17 -0.06 -0.02 0.22 0.17
Plants 0.16 0.20 0.12 0.09 0.29 0.37

AUCCscore B Animals 0.31 0.17 -0.10 -0.13 0.19 0.37
Fungi 0.25 0.07 -0.02 -0.04 0.12 0.20
Plants 0.18 0.11 0.05 0.09 0.07 0.29

Table D.20: AUCCACC of different confidence estimators for YLoc-
LowRes predictions on the BaCelLo IDSs. We calculated AUCCinst,ACC and
AUCCscore,ACC based on confidence estimates for predictions of the BaCelLo IDSs
using different confidence estimators. In addition, we show the AUCCs for the case of
using the posterior probability as estimate (Post).
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Predictor Version Measure Minimum confidence score
0.00 0.20 0.40 0.60 0.80 0.90

YLoc-LowRes Animals F1 0.75 0.76 0.78 0.80 0.84 0.95
ACC 0.79 0.79 0.81 0.86 0.91 0.93
% of n 100 81 69 52 33 20

Fungi F1 0.61 0.64 0.68 0.69 0.71 0.94
ACC 0.56 0.58 0.62 0.68 0.73 0.86
% of n 100 92 70 40 17 5

Plants F1 0.58 0.64 0.74 0.75 0.74 0.71
ACC 0.71 0.75 0.76 0.78 0.78 0.75
% of n 100 87 56 39 27 17

YLoc-HighRes Animals F1 0.69 0.74 0.76 0.76 0.77 0.77
ACC 0.74 0.78 0.80 0.82 0.83 0.84
% of n 100 88 82 74 68 61

Fungi F1 0.51 0.56 0.59 0.61 0.59 0.63
ACC 0.56 0.58 0.59 0.62 0.61 0.65
% of n 10 88 80 73 62 53

Plants F1 0.54 0.61 0.64 0.63 0.67 0.67
ACC 0.58 0.65 0.68 0.67 0.71 0.71
% of n 399 79 74 66 54 47

YLoc+ Animals F1 0.67 0.69 0.72 0.77 0.76 0.81
ACC 0.58 0.60 0.62 0.65 0.65 0.69
% of n 100 86 73 56 38 25

Fungi F1 0.51 0.56 0.58 0.58 0.64 0.68
ACC 0.48 0.49 0.51 0.53 0.55 0.58
% of n 100 89 79 64 40 22

Plants F1 0.49 0.60 0.66 0.69 0.77 0.84
ACC 0.53 0.62 0.64 0.66 0.78 0.79
% of n 100 82 69 58 44 34

Table D.21: Performance of YLoc for different minimum confidence levels
using estimator NBconf: Performance of the YLoc predictors on the BaCelLo
IDSs concerning F1 and ACC for different minimum normalized confidence scores of
NBconf. Moreover, the percentage of instances n that can be predicted with the given
minimum confidence level is given. The performance of YLoc+ was measured using
the generalized F1 and ACC. Values obtained from a very small set of proteins with
less than 50 proteins are grayed out.
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Protein Origin Swiss-Prot AC Isoform Change Predicted

FH Animal P07954 delta43 mi→cy mit→cy (YLoc-LowRes)
AGT1 Animal P21549 extended pe→mi pe→mi (YLoc-HighRes)

pe/mi/cy→mi (YLoc+)
GLR1 Fungi P41921 delta16 mi→cy mi (YLoc-LowRes)

mi→cy (YLow-HighRes)
mi→cy/mit (YLoc+)

SUC2 Fungi P00724 delta20 ex→cy ex→cy (YLoc-LowRes)
SUC2 Fungi P00724 Mut113 ex→cy ex→nu (YLoc-LowRes)
SUC2 Fungi P00724 Mut210 ex SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut236 ex SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut211 ex SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut437 ex→cy SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut438 ex→cy ex→cy (YLoc-LowRes)
SUC2 Fungi P00724 Mut331 ex SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut301 ex SP (YLoc-LowRes)
SUC2 Fungi P00724 Mut506 ex→cy ex→cy (YLoc-LowRes)
SUC2 Fungi P00724 Mut321 ex→cy ex→cy (YLoc-LowRes)

Table D.22: Example of predicted localization changes: Isoforms and mutated
proteins used in the localization change experiment from Section 3.3.6 are presented.
In addition, the expected and predicted localization change is compared. See Ap-
pendix E for the used protein sequence data.
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Table D.23: CEC of confidence estimators on artificial data with different
properties

n ≤ 100 n > 100 m ≤ 10 m > 10 σ < 1.0 σ ≥ 1.0 best

CONFINE 0.05 0.22 0.19 0.05 0.21 0.15 0.30
CONFINE∗ 0.07 0.23 0.20 0.06 0.21 0.16 0.28
CONFIVE -0.02 0.05 0.03 -0.01 0.04 0.02 0.07
CONFIVE∗ -0.03 0.01 0.00 -0.02 0.01 -0.01 0.02

1-SVM 0.00 0.12 0.11 -0.02 0.10 0.08 0.17
AvgBiasedDist 0.01 0.03 0.03 0.01 0.04 0.02 0.05
AvgBiasedDistOF 0.02 0.08 0.07 0.01 0.09 0.05 0.13
AvgDist 0.02 0.12 0.10 0.03 0.11 0.08 0.16
AvgDistOF 0.05 0.11 0.11 0.03 0.11 0.09 0.14
Bagging 0.11 0.20 0.18 0.11 0.19 0.16 0.25
Diff5NN 0.01 0.17 0.14 0.02 0.14 0.11 0.29
DiffNN -0.01 0.14 0.12 -0.04 0.11 0.08 0.27
LocalBias 0.01 0.02 0.01 0.02 0.03 0.01 0.03
LocalCV 0.01 0.05 0.04 0.02 0.04 0.03 0.05
LocalVar 0.00 0.12 0.10 0.00 0.09 0.08 0.16
MinDist -0.01 0.04 0.03 0.00 0.03 0.02 0.04
MinDistOF 0.01 0.08 0.07 0.01 0.09 0.04 0.13
NoNN∗ 0.01 0.12 0.11 0.00 0.12 0.07 0.16
NoNN 0.05 0.12 0.12 0.03 0.11 0.09 0.16
PredVar 0.00 0.12 0.10 0.00 0.09 0.08 0.16

For every confidence estimator, we calculated the average CEC by considering
datasets with a different number of instances n, a different number of selected
features m, and a different noise level σ. In the last column, we show the average
CEC for the best parameter combination (n = 1, 000, m ≤ 10, σ = 0.1).
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Table D.24: Confidence associated prediction improvement of confidence
estimators on artificial data with different properties

n ≤ 100 n > 100 m ≤ 10 m > 10 σ < 1.0 σ ≥ 1.0 best

CONFINE 0.11 0.35 0.31 0.14 0.37 0.24 0.48
CONFINE∗ 0.13 0.38 0.32 0.17 0.37 0.27 0.48
CONFIVE 0.02 0.09 0.08 0.02 0.12 0.05 0.12
CONFIVE∗ 0.03 0.01 0.03 -0.02 0.08 0.00 0.04

1-SVM 0.08 0.22 0.21 0.02 0.21 0.16 0.25
AvgBiasedDist 0.13 0.06 0.09 0.06 0.11 0.07 0.07
AvgBiasedDistOF 0.07 0.16 0.14 0.06 0.21 0.10 0.21
AvgDist 0.07 0.22 0.19 0.08 0.21 0.16 0.25
AvgDistOF 0.12 0.22 0.21 0.07 0.22 0.17 0.25
Bagging 0.23 0.26 0.25 0.23 0.32 0.23 0.29
Diff5NN 0.04 0.22 0.18 0.06 0.20 0.15 0.35
DiffNN 0.04 0.20 0.18 -0.01 0.17 0.14 0.34
LocalBias 0.04 0.05 0.06 -0.01 0.09 0.03 0.05
LocalCV 0.06 0.12 0.11 0.07 0.12 0.10 0.11
LocalVar 0.06 0.21 0.19 0.01 0.17 0.15 0.25
MinDist 0.11 0.08 0.09 0.08 0.09 0.09 0.05
MinDistOF 0.05 0.15 0.13 0.04 0.21 0.08 0.23
NoNN∗ 0.10 0.22 0.21 0.06 0.21 0.17 0.24
NoNN 0.16 0.22 0.22 0.10 0.24 0.18 0.26
PredVar 0.06 0.21 0.19 0.01 0.17 0.15 0.25

For every confidence estimator, we calculated the confidence associated prediction
improvement (CAPI) by considering datasets with a different number of instances n,
a different number of selected features m, and a different noise level σ. In the last
column, we show the average CAPI for the best parameter combination (n = 1, 000,
m ≤ 10, σ = 0.1).
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Table D.25: Performance of confidence estimators on biological datasets
using linear regression

confidence MHC QSAR
estimator CEC CAPI runtime [ms] CEC CAPI runtime [ms]

CONFINE 0.27 0.39 2 0.08 0.09 1
CONFINE∗ 0.23 0.33 2 0.07 -0.08 1
CONFIVE 0.24 0.35 2 0.09 0.13 1
CONFIVE∗ 0.17 0.22 2 0.08 0.11 1

1-SVM 0.02 -0.02 1 -0.08 -0.23 1
AvgBiasedDist 0.03 0.00 3 -0.04 -0.17 1
AvgBiasedDistOF 0.00 0.01 3 0.02 0.00 1
AvgDist 0.11 0.18 2 -0.02 -0.10 1
AvgDistOF 0.02 0.00 2 -0.03 -0.02 1
Bagging 0.13 0.18 1 0.20 0.35 1
Diff5NN 0.16 0.17 2 0.05 0.13 1
DiffNN 0.24 0.32 2 0.00 -0.14 1
LocalBias 0.08 0.11 481 0.01 -0.05 429
LocalCV 0.16 0.27 214 0.08 0.10 353
LocalVar 0.10 0.17 482 -0.08 -0.22 430
MinDist 0.04 0.05 2 -0.04 -0.24 1
MinDistOF 0.01 0.02 2 0.03 0.05 1
NoNN∗ 0.07 0.09 2 -0.02 -0.06 1
NoNN 0.10 0.17 2 -0.03 -0.09 1
PredVar 0.10 0.17 1 -0.08 -0.22 1

For every confidence estimator, the avgCEC, the confidence associated prediction
improvement (CAPI), and the time for an individual estimation in miliseconds on the
MHC datasets and on the QSAR datasets is shown.



157

Table D.26: Performance of confidence estimators on biological datasets
using support vector regression

confidence MHC QSAR
estimator CEC CAPI runtime [ms] CEC CAPI runtime [ms]

CONFINE 0.23 0.41 9 0.23 0.32 9
CONFINE∗ 0.11 0.18 9 0.15 0.09 9
CONFIVE 0.21 0.34 10 0.16 0.21 10
CONFIVE∗ 0.08 0.28 9 0.11 0.07 10

AvgDist 0.12 0.23 9 0.02 0.03 12
Bagging 0.21 0.50 374 0.15 0.17 364
DiffNN 0.24 0.35 9 0.10 0.20 10
NoNN 0.22 0.18 9 0.12 0.14 44

For every confidence estimator, the average CEC, the average confidence associated
prediction improvement (CAPI), and the time for an individual estimation in
milliseconds on the MHC datasets and on the QSAR datasets is shown.
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Table D.27: Correlation of estimated performance and real performance
using linear regression

artificial data artificial data n > 100 MHC data QSAR data

CONFINE 0.13 0.43 0.88 0.06
CONFINE∗ -0.38 -0.35 -0.53 0.15
CONFIVE 0.06 0.25 0.96 0.32
CONFIVE∗ 0.01 -0.05 0.92 0.12

1-SVM 0.21 0.33 0.52 -0.02
AvgBiasedDist 0.02 0.17 0.56 -0.15
AvgBiasedDistOF 0.19 0.25 -0.05 0.02
AvgDist 0.27 0.36 0.90 -0.21
AvgDistOF 0.31 0.42 0.10 0.17
Bagging 0.03 0.39 0.95 0.13
Diff5NN 0.46 0.65 0.90 0.12
DiffNN 0.51 0.74 0.95 -0.12
LocalBias -0.02 0.08 0.88 0.17
LocalCV 0.04 0.13 0.90 0.10
LocalVar 0.24 0.35 0.88 -0.04
NoNN∗ 0.26 0.37 0.79 -0.15
NoNN 0.00 0.41 0.89 -0.12
PredVar 0.24 0.35 0.88 -0.04

For every confidence estimator, we calculated the correlation ρ between the CEC on
test data (CECtest) and the CEC on the training data using an estimator trained on
the same data (CECtrain). In case of MinDist, CECtest is obtained by averaging the
CECs of a cross-validation on the training data.
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Table D.28: Correlation of estimated performance and real performance
using support vector regression

artificial data artificial data n > 100 MHC data QSAR data

CONFINE 0.22 0.44 0.84 0.12
CONFINE∗ -0.33 -0.59 -0.56 0.04
CONFIVE -0.11 0.21 0.94 0.39
CONFIVE∗ -0.13 -0.30 0.60 -0.17

AvgDist 0.44 0.74 0.80 -0.10
Bagging -0.33 -0.54 -0.47 0.05
DiffNN 0.03 0.27 0.90 0.17
NoNN 0.49 0.59 0.32 0.34

For the given confidence estimator, we calculated the correlation ρ between the CEC
on test data (CECtest) and the CEC on the training data using an estimator trained
on the same data (CECtrain).
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Table D.29: Binding affinities and confidence intervals of G9209 and analogs

peptide Exp IC50 Pred IC50 lower bound IC50 upper bound IC50

ITDQVPFSV 172 156.2 50.9 759.9

ILDQVPFSV 3.3 12.5 3.2 60.9
IMDQVPFSV 19.1 12.7 3.3 60.1
ILDQVPFSV 40.0 12.5 3.2 60.9
FTDQVPFSV 61.4 28.0 7.1 128.3
WTDQVPFSV 716.7 158.7 28.3 1052.1
YTDQVPFSV 86.0 35.5 11.8 146.6
ITWQVPFSV 34.4 68.1 17.7 327.0
ITFQVPFSV 66.2 96.0 26.6 450.6
ITYQVPFSV 33.1 95.9 32.2 426.0
ITAQVPFSV 95.6 135.2 44.6 572.2
ITMQVPFSV 40.0 41.0 13.7 183.6
ITSQVPFSV 637.0 138.8 45.5 639.1
ILWQVPFSV 1.7 5.5 1.4 25.5
ILFQVPFSV 2.0 7.7 2.4 36.2
ILYQVPFSV 4.9 7.7 2.6 35.7
ILAQVPFSV 11.5 10.8 3.6 45.9
ILMQVPFSV 7.5 3.3 1.1 16.4
ILSQVPFSV 20.0 11.1 3.5 49.8
WLDQVPFSV 11.5 12.7 1.6 94.3
FLDQVPFSV 2.2 2.2 0.3 16.4
YLDQVPFSV 2.3 2.8 1.0 12.5

For each peptide, the experimentally determined IC50 value (Exp IC50), the predicted
IC50 (Pred IC50), and the lower and upper bound of the 80% confidence interval are
given (as IC50). The first peptide is G9209, followed by a set of analogs. The mutated
positions are printed in bold. Note that we calculate the confidence interval based on
the log IC50 values.
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Sequence Data

In the following, we list the proteins used in the localization change experiments

from Section 3.3.6 including their Swiss-Prot AC, name, possible isoform, and the

experimentally observed location and, if possible, references to the original paper.

Q75WG7 U13-HTXT (secreted)

MKLSALVFVASVMLVAASPVKDVEEPVETHLAADLKTIEELAKYEEAAVQKRSCIVGSKN

IGETCVASCQCCGATVRCIGEGTKGICNNYQTNNILGQILLYAKDTVVNTAGLLVCAQDL

SEYE

P07954 FH (mitochondrion) [182]

MYRALRLLARSRPLVRAPAAALASAPGLGGAAVPSFWPPNAARMASQNSFRIEYDTFGEL

KVPNDKYYGAQTVRSTMNFKIGGVTERMPTPVIKAFGILKRAAAEVNQDYGLDPKIANAI

MKAADEVAEGKLNDHFPLVVWQTGSGTQTNMNVNEVISNRAIEMLGGELGSKIPVHPNDH

VNKSQSSNDTFPTAMHIAAAIEVHEVLLPGLQKLHDALDAKSKEFAQIIKIGRTHTQDAV

PLTLGQEFSGYVQQVKYAMTRIKAAMPRIYELAAGGTAVGTGLNTRIGFAEKVAAKVAAL

TGLPFVTAPNKFEALAAHDALVELSGAMNTTACSLMKIANDIRFLGSGPRSGLGELILPE

NEPGSSIMPGKVNPTQCEAMTMVAAQVMGNHVAVTVGGSNGHFELNVFKPMMIKNVLHSA

RLLGDASVSFTENCVVGIQANTERINKLMNESLMLVTALNPHIGYDKAAKIAKTAHKNGS

TLKETAIELGYLTAEQFDEWVKPKDMLGPK

P07954 FH delta 43 (cytoplasm) [182]

MASQNSFRIEYDTFGEL

KVPNDKYYGAQTVRSTMNFKIGGVTERMPTPVIKAFGILKRAAAEVNQDYGLDPKIANAI
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MKAADEVAEGKLNDHFPLVVWQTGSGTQTNMNVNEVISNRAIEMLGGELGSKIPVHPNDH

VNKSQSSNDTFPTAMHIAAAIEVHEVLLPGLQKLHDALDAKSKEFAQIIKIGRTHTQDAV

PLTLGQEFSGYVQQVKYAMTRIKAAMPRIYELAAGGTAVGTGLNTRIGFAEKVAAKVAAL

TGLPFVTAPNKFEALAAHDALVELSGAMNTTACSLMKIANDIRFLGSGPRSGLGELILPE

NEPGSSIMPGKVNPTQCEAMTMVAAQVMGNHVAVTVGGSNGHFELNVFKPMMIKNVLHSA

RLLGDASVSFTENCVVGIQANTERINKLMNESLMLVTALNPHIGYDKAAKIAKTAHKNGS

TLKETAIELGYLTAEQFDEWVKPKDMLGPK

P21549 AGT1 (peroxisome) [178]

MASHKLLVTPPKALLKPLSIPNQLLLGPGPSNLPPRIMAAGGLQMIGSMSKDMYQIMDEI

KEGIQYVFQTRNPLTLVISGSGHCALEAALVNVLEPGDSFLVGANGIWGQRAVDIGERIG

ARVHPMTKDPGGHYTLQEVEEGLAQHKPVLLFLTHGESSTGVLQPLDGFGELCHRYKCLL

LVDSVASLGGTPLYMDRQGIDILYSGSQKALNAPPGTSLISFSDKAKKKMYSRKTKPFSF

YLDIKWLANFWGCDDQPRMYHHTIPVISLYSLRESLALIAEQGLENSWRQHREAAAYLHG

RLQALGLQLFVKDPALRLPTVTTVAVPAGYDWRDIVSYVIDHFDIEIMGGLGPSTGKVLR

IGLLGCNATRENVDRVTEALRAALQHCPKKKL

P21549 AGT1 extendedisoform (mitochondrion) [178]

MFQALAKASAAPGSRAAGWVRTMASHKLLVTPPKALLKPLSIPNQLLLGPGPSNLPPRIM

AAGGLQMIGSMSKDMYQIMDEI

KEGIQYVFQTRNPLTLVISGSGHCALEAALVNVLEPGDSFLVGANGIWGQRAVDIGERIG

ARVHPMTKDPGGHYTLQEVEEGLAQHKPVLLFLTHGESSTGVLQPLDGFGELCHRYKCLL

LVDSVASLGGTPLYMDRQGIDILYSGSQKALNAPPGTSLISFSDKAKKKMYSRKTKPFSF

YLDIKWLANFWGCDDQPRMYHHTIPVISLYSLRESLALIAEQGLENSWRQHREAAAYLHG

RLQALGLQLFVKDPALRLPTVTTVAVPAGYDWRDIVSYVIDHFDIEIMGGLGPSTGKVLR

IGLLGCNATRENVDRVTEALRAALQHCPKKKL

P41921 GLR1 (mitochondrion) [130]

MLSATKQTFRSLQIRTMSTNTKHYDYLVIGGGSGGVASARRAASYGAKTLLVEAKALGGT

CVNVGCVPKKVMWYASDLATRVSHANEYGLYQNLPLDKEHLTFNWPEFKQKRDAYVHRLN

GIYQKNLEKEKVDVVFGWARFNKDGNVEVQKRDNTTEVYSANHILVATGGKAIFPENIPG

FELGTDSDGFFRLEEQPKKVVVVGAGYIGIELAGVFHGLGSETHLVIRGETVLRKFDECI

QNTITDHYVKEGINVHKLSKIVKVEKNVETDKLKIHMNDSKSIDDVDELIWTIGRKSHLG

MGSENVGIKLNSHDQIIADEYQNTNVPNIYSLGDVVGKVELTPVAIAAGRKLSNRLFGPE

KFRNDKLDYENVPSVIFSHPEAGSIGISEKEAIEKYGKENIKVYNSKFTAMYYAMLSEKS

PTRYKIVCAGPNEKVVGLHIVGDSSAEILQGFGVAIKMGATKADFDNCVAIHPTSAEELV

TMR
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P41921 GLR1 delta16 (cytoplasm) [130]

MSTNTKHYDYLVIGGGSGGVASARRAASYGAKTLLVEAKALGGT

CVNVGCVPKKVMWYASDLATRVSHANEYGLYQNLPLDKEHLTFNWPEFKQKRDAYVHRLN

GIYQKNLEKEKVDVVFGWARFNKDGNVEVQKRDNTTEVYSANHILVATGGKAIFPENIPG

FELGTDSDGFFRLEEQPKKVVVVGAGYIGIELAGVFHGLGSETHLVIRGETVLRKFDECI

QNTITDHYVKEGINVHKLSKIVKVEKNVETDKLKIHMNDSKSIDDVDELIWTIGRKSHLG

MGSENVGIKLNSHDQIIADEYQNTNVPNIYSLGDVVGKVELTPVAIAAGRKLSNRLFGPE

KFRNDKLDYENVPSVIFSHPEAGSIGISEKEAIEKYGKENIKVYNSKFTAMYYAMLSEKS

PTRYKIVCAGPNEKVVGLHIVGDSSAEILQGFGVAIKMGATKADFDNCVAIHPTSAEELV

TMR

P00724 SUC2 (extracellular space) [26]

MLLQAFLFLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 delta20 (cytoplasma) [26]

MTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut113 (cytoplasm) [98]

MLLQASFPFPFGWFCDQNICINDKRN
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P00724 SUC2 Mut210 (extracellular space) [98]

MLPLFLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut236 (extracellular space) [98]

MLLRLFLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut211 (extracellular space) [98]

MLLRLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut437 (cytoplasm) [98]

MLLAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT
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IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut438 (cytoplasm) [98]

MLLSMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut331 (extracellular space) [98]

MLLRSTLFLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut301 (extracellular space) [98]

MLLRSTFLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG
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SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut506 (cytoplasm) [98]

MLLVDRPLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK

P00724 SUC2 Mut321 (cytoplasm) [98]

MLLVDRSTGRPLLAGFAAKISASMTNETSDRPLVHFTPNKGWMNDPNGLWYDEKDAKWHLYFQ

YNPNDTVWGTPLFWGHATSDDLTNWEDQPIAIAPKRNDSGAFSGSMVVDYNNTSGFFNDT

IDPRQRCVAIWTYNTPESEEQYISYSLDGGYTFTEYQKNPVLAANSTQFRDPKVFWYEPS

QKWIMTAAKSQDYKIEIYSSDDLKSWKLESAFANEGFLGYQYECPGLIEVPTEQDPSKSY

WVMFISINPGAPAGGSFNQYFVGSFNGTHFEAFDNQSRVVDFGKDYYALQTFFNTDPTYG

SALGIAWASNWEYSAFVPTNPWRSSMSLVRKFSLNTEYQANPETELINLKAEPILNISNA

GPWSRFATNTTLTKANSYNVDLSNSTGTLEFELVYAVNTTQTISKSVFADLSLWFKGLED

PEEYLRMGFEVSASSFFLDRGNSKVKFVKENPYFTNRMSVNNQPFKSENDLSYYKVYGLL

DQNILELYFNDGDVVSTNTYFMTTGNALGSVNMTTGVDNLFYIDKFQVREVK
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