




Do not pray for an easy life, pray to be a strong person.
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Abstract

From integrating into a foreign country to picking up a fast-paced sport, the ability to learn shapes key
aspects of our everyday lives. It makes these feats seem so deceptively simple that it conceals the remarkably
complex machinery that underlies them. The depth of this complexity becomes even more evident given the
fact that, despite significant investments of time, effort, and money, we have yet to build machines that think,
act, and learn as quickly and robustly as humans.

Over the years, cognitive scientists have developed a wide range of frameworks to understand the factors that
drive human learning. While some have emphasized the interplay between goals and environments, others
have focused on mechanistic constraints as key determinants of learning. Yet, none of these frameworks has
succeeded in offering a complete account of human learning. What is missing is a unifying framework that
simultaneously incorporates goals, environmental structure, and cognitive constraints—crucially, one that
enables models to learn how to learn, rather than being hand-crafted for individual tasks.

In this thesis, I argue that meta-learning provides such a framework. By training systems, typically neural
networks, to adapt to tasks drawn from structured environments under constraints, meta-learning offers a
computational instantiation of learning that is flexible, efficient, bounded, and adaptive.

I begin this thesis by illustrating how meta-learning (1) supports the construction of sample-efficient learning
algorithms that implement Bayes-optimal policies; (2) allows for easy manipulation of computational
complexity of so derived learning algorithms; (3) enables precise control over adaptive environments; and
(4) facilitates the integration of neuroscientific insights into model architecture. In doing so, the resulting
models combine the strengths of two classic computational modeling approaches: Bayesian and connectionist
models. Subsequently, I showcase the unique capabilities of meta-learning through four different studies.

First, I use meta-learning to perform a rational analysis of optimism bias—the tendency to learn more from
better-than-expected outcomes than from worse-than-expected ones. Using idealized learning algorithms
derived via meta-learning, I demonstrate that this tendency can emerge as a rational strategy, shaped by
optimal adaptation to the diverse environments previously observed or interacted with.

Second, I provide a resource-rational account of human compositional reinforcement learning. I begin by
showing that neural networks trained via meta-learning can perform near-optimal compositional inference in
structured bandit tasks. Then, I demonstrate that a resource-limited version of the same model is necessary
to capture the deviation from optimal inference observed in human behavior, revealing that the extent of
human compositional reasoning is limited by their cognitive capacity.

Third, I derive models of ecological rationality using meta-learning to explain human category learning. I
show that large language models (LLMs) can generate ecologically valid classification tasks at scale and
that models adapted to the statistics of these generated tasks capture key aspects of human categorization,
including learning difficulties, learning strategies, and patterns of generalization.

Fourth, I introduce ecologically rational analysis, a new computational framework that unifies the normative
foundations of rational analysis with the ecological grounding of heuristic models. I show that models derived
using this framework—by leveraging meta-learning to distill ecological priors into neural networks—account
for a substantial portion of human behavior across three core cognitive domains: function learning, category
learning, and decision making.

Overall, my findings suggest that meta-learning offers a domain-general framework for testing theories
of human learning. In doing so, it provides a unifying perspective that bridges Bayes and connectionism,
optimality and boundedness, and structure and adaptation. Looking ahead, this framework brings us closer
to a general theory of human learning—one that explains how we adapt and thrive in the real world, whether
by navigating an unfamiliar culture or mastering a demanding sport.





Kurzfassung

Von der Integration in ein fremdes Land bis zum Erlernen einer anspruchsvollen Sportart – die Fähigkeit
zu lernen prägt zentrale Aspekte unseres Alltags. Sie lässt diese Leistungen so mühelos erscheinen, dass
sie die zugrunde liegende, bemerkenswert komplexe kognitive Architektur verschleiert. Wie tiefgreifend
diese Komplexität ist, zeigt sich auch daran, dass wir trotz erheblicher Investitionen an Zeit, Aufwand und
Ressourcen noch keine Maschinen entwickelt haben, die ebenso schnell und robust denken, handeln und
lernen wie der Mensch.

ImLaufe der Jahre habenKognitionswissenschaftler*innen zahlreiche theoretische Rahmen entworfen, umdie
Prinzipien menschlichen Lernens zu verstehen. Einige betonen das Zusammenspiel von Zielen und Umwelt,
andere konzentrieren sich auf kognitive Begrenzungen als treibende Faktoren. Dennoch ist es bislang keinem
Ansatz gelungen, menschliches Lernen umfassend zu erklären. Was fehlt, ist ein integrierender Rahmen, der
Ziele, Umweltstruktur und kognitive Einschränkungen zugleich berücksichtigt – und es Modellen ermöglicht,
to learn how to learn, anstatt auf einzelne Aufgaben zugeschnitten zu sein.

In dieser Arbeit zeige ich auf, dass meta-learning einen solchen Rahmen bietet. Durch das Trainieren
von Systemen – typischerweise neuronalen Netzwerken – auf Aufgaben aus strukturierten Umgebun-
gen unter Ressourcenbeschränkungen entsteht eine rechnerische Instanziierung von Lernen, die flexibel,
stichprobeneffizient, ressourcenschonend und adaptiv ist.

Ich beginne diese Arbeit mit einer Darstellung, wie meta-learning (1) die Entwicklung stichprobeneffizienter
Lernalgorithmen unterstützt, welche Bayes-optimale Strategien implementieren; (2) gezielte Steuerung der
computational complexity dieser Algorithmen erlaubt; (3) präzise Anpassungen an adaptive Umgebungen
ermöglicht; und (4) die Integration neurowissenschaftlicher Erkenntnisse in die Modellarchitektur erleichtert.
Auf diese Weise kombinieren die resultierenden Modelle die Stärken zweier klassischer Ansätze: Bayesian
und connectionist models. Anschließend illustriere ich die besonderen Möglichkeiten von meta-learning
anhand von vier Studien.

Zunächst nutze ich meta-learning, um eine rationale Analyse des optimism bias durchzuführen – der
Tendenz, aus besser als erwarteten Ergebnissen stärker zu lernen als aus schlechteren. Anhand idealisierter,
meta-gelernter Lernalgorithmen zeige ich, dass dieses Phänomen als rationale Strategie verstanden werden
kann, die aus optimaler Anpassung an zuvor erlebte Umwelten resultiert.

Zweitens präsentiere ich eine resource-rational Erklärung für kompositionelles reinforcement learning beim
Menschen. Ich demonstriere zunächst, dass neuronale Netzwerke, die mittels meta-learning trainiert wurden,
nahezu optimale kompositionelle Inferenz in strukturierten Bandit-Aufgaben leisten. Anschließend zeige ich,
dass nur eine ressourcenbegrenzte Variante desselben Modells die Abweichungen vom optimalen Verhalten
beim Menschen erklären kann – und somit die kognitiven Kapazitätsgrenzen menschlicher Generalisierung
aufzeigt.

Drittens leite ich mithilfe von meta-learning Modelle von ecological rationality ab, um menschliches Kat-
egorisierungslernen zu erklären. Large language models (LLMs) generieren dafür in großem Maßstab
ökologisch valide Klassifikationsaufgaben. Modelle, die auf die Statistik dieser Aufgaben abgestimmt sind,
erfassen zentrale Merkmale menschlicher Kategorisierung – einschließlich Lernschwierigkeiten, Strategien
und Generalisierungsmuster. Viertens stelle ich die ecologically rational analysis vor – einen neuen rech-
nerischen Rahmen, der die normativen Grundlagen der rational analysis mit der ökologischen Fundierung
heuristischer Modelle verbindet. Die durch meta-learning herausgearbeiteten ecological priors führen zu
Modellen, die einen erheblichen Teil menschlichen Verhaltens in drei zentralen kognitiven Domänen erklären:
Funktionslernen, Kategorisierungslernen und Entscheidungsfindung.

Insgesamt zeigen meine Ergebnisse, dass meta-learning einen domänenübergreifenden Rahmen zur Überprü-
fung theoretischer Modelle des menschlichen Lernens bereitstellt. Es eröffnet eine integrierende Perspektive,
die Brücken schlägt zwischen Bayes und connectionism, zwischen optimality und boundedness sowie



zwischen Struktur und Anpassungsfähigkeit. Dieser Ansatz bringt uns einer allgemeinen Theorie des
menschlichen Lernens näher – einer Theorie, die erklärt, wie Menschen sich erfolgreich an die reale Welt
anpassen, sei es beim Zurechtfinden in fremden Kulturen oder beim Erlernen komplexer Fertigkeiten.







What is the premise?





































How did it play out?
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In-Context Learning Agents Are Asymmetric Belief Updaters

Johannes A. Schubert 1 Akshay K. Jagadish 1 2 Marcel Binz * 1 2 Eric Schulz * 1 2

Abstract

We study the in-context learning dynamics of
large language models (LLMs) using three instru-
mental learning tasks adapted from cognitive psy-
chology. We �nd that LLMs update their beliefs
in an asymmetric manner and learn more from
better-than-expected outcomes than from worse-
than-expected ones. Furthermore, we show that
this effect reverses when learning about counter-
factual feedback and disappears when no agency
is implied. We corroborate these �ndings by inves-
tigating idealized in-context learning agents de-
rived through meta-reinforcement learning, where
we observe similar patterns. Taken together, our
results contribute to our understanding of how in-
context learning works by highlighting that the
framing of a problem signi�cantly in�uences how
learning occurs, a phenomenon also observed in
human cognition.

1. Introduction
Large language models (LLMs) are powerful arti�cial sys-
tems that excel at many tasks (Radford et al., 2019). They
can, among other things, write code (Roziere et al., 2023),
help to translate from one language to another (Kocmi &
Federmann, 2023), and play computer games (Wang et al.,
2023). Their abilities are so far-reaching that some (Bubeck
et al., 2023) have argued that they �could reasonably be
viewed as an early (yet still incomplete) version of an arti�-
cial general intelligence (AGI) system�. At the same time,
they are notoriously dif�cult to interpret which becomes
especially aggravating as these models permeate through
our society.

In the present paper, we aim to shed light on the in-context

*Equal contribution 1Computational Principles of Intelligence
Lab, Max Planck Institute for Biological Cybernetics, T¤ubingen,
Germany 2Institute for Human-Centered AI, Helmholtz Compu-
tational Health Center, Munich, Germany. Correspondence to:
Johannes A. Schubert < johannes.schubert@tue.mpg.de> .

Proceedings of the 41 st International Conference on Machine
Learning, Vienna, Austria. PMLR 235, 2024. Copyright 2024 by
the author(s).

learning abilities of LLMs (Brown et al., 2020). Making
use of the two-alternative forced choice (2AFC; Fechner,
1860) paradigm from cognitive science, we show that in-
context learning implements an asymmetric updating rule
when learning about the values of options. In particular, we
�nd that � when provided with outcomes from freely cho-
sen options � in-context learning exhibits an optimism bias
(Sharot, 2011), meaning that it learns more from positive
than from negative prediction errors. We additionally �nd
that this effect is mediated by two factors. First, when the
outcome of the unchosen option is also provided, the bias for
that option reverses and the model learns more from nega-
tive than from positive prediction errors. Furthermore, when
no agency is implied and the query says someone else does
the sampling instead of you sampled, the bias disappears.
Interestingly, similar behavioral effects have been observed
in human subjects (Lefebvre et al., 2017; Chambon et al.,
2020).

Why do these tendencies for asymmetric belief updating
emerge in both natural and arti�cial agents? Previous work
has suggested that asymmetric belief updating might be a
rational strategy to implement as it allows agents to achieve
maximum rewards in a given task. However, these claims
have been limited by the use of a restricted model class
(Lefebvre et al., 2022; Caz·e & van der Meer, 2013). To in-
vestigate this idea further, we study the behavior of idealized
in-context learning agents trained speci�cally to solve 2AFC
tasks using meta-reinforcement learning (Meta-RL). Meta-
RL agents have been shown to implement Bayes-optimal
learning strategies upon convergence (Ortega et al., 2019;
Binz et al., 2023b) and enable us to test if displaying such a
bias is rational. We again �nd the same behavioral effects in
these agents: (1) they show an optimism bias when only ob-
serving outcomes of the chosen option, (2) the bias reverses
when learning about the value of the unchosen option, and
(3) it disappears when the agent has no control about its own
choices.

Taken together, our results have broad implications for both
natural and arti�cial agents. We have shown that in-context
learning depends critically on how the problem is framed.
There are many applications where practitioners have con-
trol over problem framing, and thus our results suggest that
these design choices must be carefully considered to achieve
desired outcomes. In the context of human cognition, our

1

82 2 Publications





In-Context Learning Agents Are Asymmetric Belief Updaters

via its API1 with the temperature set to 0.0.

The prompt design was based on earlier work that had stud-
ied LLMs in similar settings (Binz & Schulz, 2023; Coda-
Forno et al., 2023). Each prompt included an introduction
to the task setup, a history of previous observations, and a
question asking for the next choice. The tasks were framed
in a gambling context, where an agent visits several casinos
with two slot machines. More details on the prompting are
provided in Appendix A.1.

The following prompt was used to run the default 2AFC
task (see Section 4):

Prompt Task 1

You are going to visit four different casinos (named
1, 2, 3, and 4) 24 times each. Each casino owns two
slot machines which all return either 0.5 or 0 dollars
stochastically with different reward probabilities.
Your goal is to maximize the sum of received dollars
within 96 visits.

You have received the following amount of dollars
when playing in the past:

- Machine B in Casino 4 delivered 0.5 dollars.
- Machine F in Casino 1 delivered 0.0 dollars.
- Machine B in Casino 4 delivered 0.5 dollars.

Q: You are now in visit 4 playing in Casino 4. Which
machine do you choose between Machine R and
Machine B?

A: Machine [insert]

Prompts were updated dynamically after every trial. Slot ma-
chines were labeled with a random letter, excluding mean-
ingful ones (U, I), and the order of slot machine labels was
randomized. The selected slot machine returned a stochastic
reward that was appended to the bulleted history of previ-
ous slot machine interactions in subsequent prompts. We
simulated the behavior of the LLM for a certain number of
trials and recorded the action-reward pairs.

We additionally considered two other variants of 2AFC
tasks, which shared the same general structure but differed
in how information was conveyed to the agent. One pro-
vided additional information by revealing the reward for the
unchosen option (see Section 5) and the other included trials
in which the choice of a particular option was forced (see
Section 6).

1https://www.anthropic.com/news/
introducing-claude

3.2. Using cognitive models to analyze in-context
learning dynamics

For the analysis of the learning dynamics of an agent, we
built simpli�ed but interpretable cognitive models of its
choice behavior. We then identi�ed which parameter setting
in these models provides the best explanation for the ob-
served data. The resulting parameter values can then offer a
window into the behavior of the agent. This approach has
its origins in cognitive science (Miller, 1956; Rescorla &
Wagner, 1972; Wilson & Collins, 2019) but has recently
been adopted to study the behavior of arti�cial agents as
well (Dasgupta et al., 2022; Binz & Schulz, 2023; Bigelow
et al., 2023).

The core of our analysis is the Rescorla-Wagner (RW) model
(Rescorla & Wagner, 1972) � a classic model for studying
learning in humans 2. It formalizes learning as a dynamic
process of minimizing prediction errors between expected
and actual outcomes:

V t +1 ( a ) = V t ( a ) + α · δ t

δ t = r t − V t ( a )

where δ t is the prediction error between the observed re-
ward r t and the expected reward value V t ( a ) in trial t . The
learning rate α determines how much the expected value for
action a changes after an observation. Thus, it quanti�es
the amount of learning that occurs based on the prediction
error. The model maps learned values to choice probabilities
using a softmax decision rule with an inverse temperature
parameter β :

p ( a ) =
exp( β · V t ( a ))

∑ K
k =1 exp( β · V t ( k ))

There are several extensions to the RW model that have been
used to evaluate different hypotheses about how learning
occurs. We relied on one such extension, namely the RW ±
model (Palminteri & Lebreton, 2022), which introduces
separate learning rates for positive and negative prediction
errors:

V t +1 ( a ) = V t ( a ) +

{
α + · δ t , if δ t > 0
α − · δ t , if δ t < 0

δ t = r t − V t ( a )

Positive prediction errors occur in situations where the
received reward is greater than the estimated value (i.e.
δ t > 0 ), while negative prediction errors occur when the
received reward is less than the estimated value (i.e. δ t < 0 ).

2Note that while the RW model is considered one of the most
canonical modeling choices for 2AFC tasks, other alternatives
have been used to model human behavior in this setting, such as
Bayesian models (Zhang & Yu, 2013; Gershman, 2018) and drift-
diffusion models (Pedersen et al., 2017; Lefebvre et al., 2022).
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This model allows us to study how the information of pre-
diction errors is weighted during learning. In the case where
the expected value is in�uenced symmetrically by both pre-
diction errors (i.e. α + = α − ), the RW ± model is equivalent
to the classical RW model. If the learning rates differ, the
beliefs are updated asymmetrically, either optimistically
(α + > α − ) or pessimistically (α − > α + ).

We relied on a maximum a posteriori estimation approach
to �t the parameters of these models to the behavioral
data generated by an LLM. For the RW model, this in-
volves �tting parameters θ = [ α , β ] (two parameters in
total). For the RW ± model, this involves �tting parameters
θ = [ α + , α − , β ] (three parameters in total). Prior probabili-
ties were based on Daw et al. (2011), using a beta distribu-
tion B (1 . 1 , 1 . 1) for learning rates and a gamma distribution
with G (1 . 2 , 5) for the inverse temperature parameter. Each
option was represented by a separate expected value V t and
the initial values V 0 were assigned to the average reward
values. More details on the parameter estimation can be
found in Appendix A.2.

For each task, we compared different cognitive models
based on their average posterior probabilities (PP; Wu et al.,
2020). To do this, we �rst computed the Bayesian Informa-
tion Criterion (BIC; Schwarz, 1978) for each model m and
each simulation:

BIC m = k · ln( N ) − 2 · ln p ( a 1: N | ˆθ , m )

where ˆθ are the estimated parameters based on the agent’s
choices, k is the number of estimated parameters, and N is
the number of choices performed. Under the assumption of
a uniform prior over models, the PP for each simulation can
then be approximated as:

p ( m | a 1: N ) ≈ exp( − 0 . 5 · BICm )∑
i exp( − 0 . 5 · BICi )

The BIC is a standard metric for model comparison and
selection. It can be interpreted as an approximation to the
model evidence (or marginal likelihood) which is obtained
by integrating out the parameters of a model using Laplace’s
method (Bishop, 2006).

4. Partial information results in optimism bias
We started our investigations with the 2AFC task with de-
fault settings in which only the outcome for the chosen slot
machine was revealed as illustrated in the prompt of the
previous section and in Figure 2a. We adopted the exper-
imental paradigm of an earlier study with humans from
Lefebvre et al. (2017). It involved four different casinos
with win probabilities of 0.25/0.25, 0.25/0.75, 0.75/0.25,
and 0.75/0.75 for the respective slot machines. Winning led
to a reward of 0 . 5 dollars, losing to a reward of 0 . 0 dollars.

Each casino was visited 24 times in a random order resulting
in 96 visits in total. We simulated the LLM 50 times on the
task.

First, we examined performance regarding regret, which is
the amount of reward missed relative to the optimal choice.
When averaged across all simulations and casinos, regret
decreased signi�cantly from 0 . 09 ± 0 . 01 in the �rst trial
to 0 . 05 ± 0 . 01 in the last trial (t (199) = 3 . 1 , p = . 002 ;
see Figure 2b). This difference between starting and �nal
performance during in-context learning is similar to that
observed in human studies (Lefebvre et al., 2017).

To investigate whether in-context learning is done sym-
metrically or asymmetrically, we �tted the classical RW
and the RW ± model to the simulated behavior of the
LLM separately for each simulated run as described in
Section 3.2. The model comparison indicated that the
RW ± model provided on average a better explanation of
the data with a PP of 0 . 94 ± 0 . 03 (see Figure 2c). An-
alyzing the learning rates revealed that this was associ-
ated with a strong optimistic asymmetry: new informa-
tion about the options was incorporated more readily when
it was desirable (positive prediction errors) than undesir-
able (negative prediction errors) as shown in Figure 2d,
with α + > α − ( α + = 0 . 86 ± 0 . 02 , α − = 0 . 08 ± 0 . 03 ;
t (49) = 24 . 2 , p < . 0001 ). In-context learning seems to
overweigh new evidence that conveys a positive valence.
Previous work with human subjects has observed a similar �
although less pronounced � optimism bias (reproduced in
Figure 2d for reference).

We additionally tested how well our �ndings generalize to
different LLMs and task formats. We therefore repeated our
experiment on seven LLMs, including Claude-2.1, Claude-3
Haiku, GPT-4, Llama-2-7B, Llama-2-7B-Chat, Llama-2-
70B, and Llama-2-70B-Chat. Furthermore, we extended our
analysis to include a broader range of task formats. In all
of these settings, we found robust evidence for asymmetric
belief updating. The results of these analyses are presented
in Appendix B.

5. Pessimistic updating for unchosen options
Next, we investigated the in-context learning dynamics of
LLMs in a setting that provided full feedback about the
outcomes of both the chosen and unchosen slot machines.
For this, we borrowed another experimental paradigm of
an earlier study with humans from Chambon et al. (2020).
The adapted task consisted of visits to multiple casinos,
each containing two slot machines. Each of the casinos was
prompted independently of the others. Half of the casinos
provided full feedback, the other half only provided partial
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an optimism bias, i.e. they learn more from better-than-
expected outcomes (positive prediction errors) than from
worse-than-expected ones (negative prediction errors). How-
ever, this bias was only present when the prompt was formu-
lated in a way that implied agency. Furthermore, we found
that for counterfactual feedback for unchosen options, the
bias reversed and the model learned more from negative
than positive errors for these options.

We conducted these analyses in a highly controlled setting,
providing high internal validity to our results. However,
claims regarding their external validity must be taken with
care for now, and future studies will have to investigate
whether we can also �nd similar patterns in more naturalis-
tic settings. Furthermore, our �ndings relied on an inference
from observed learning rate patterns in cognitive models. It
is unclear if the link is causal as another auxiliary computa-
tional process could potentially be explaining the observed
pattern. Nevertheless, opposing interpretations of the pattern
have not yet been substantiated by experimental evidence
in human experiments (Palminteri & Lebreton, 2022). To
test the causal relationship between the latent processes un-
derlying cognitive models and those of the LLM, we see
two possibilities. The �rst is to lesion the neurons in the
LLM that encode trial-by-trial negative prediction errors to
determine if it results in a stronger optimistic bias. The sec-
ond is to swap the activations between positive and negative
prediction error encoding neurons to determine if it results
in a pessimism bias instead of an optimism bias.

In the tasks we have investigated, it is rational to perform
asymmetric belief updating � as indicated by our simulations
with Meta-RL agents. It remains an open question if this
also holds in situations where asymmetric belief updating is
suboptimal. Future work should aim to characterize whether
in-context learning also displays asymmetric belief updating
in such situations. The study of Globig et al. (2021) could be
a starting point for this question as it provides an example of
a setting where people show an optimism bias even though
it is not rational.

From a methodological perspective, our work demonstrates
that it is possible to �t simpler computational models to the
behavior of LLMs and use the resulting parameter values to
infer how they behave. Fitting and interpreting parameters of
simpler computational methods provides us with a tool that
complements existing techniques for explainable machine
learning (Roscher et al., 2020). We believe that there are
further exciting applications in this research �eld.

Taken together, our results contribute to our understanding
of how in-context learning in LLMs works, which is es-
pecially important as the number of applications of these
models in real-world scenarios is increasing (Binz et al.,
2023a; Eloundou et al., 2023; Kasneci et al., 2023). If the
biases found in this work also emerge in tasks where they

are not optimal, as has been shown in humans (Shepperd
et al., 2013), it will be important to develop techniques to
mitigate them.
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A. Methods: Additional details
A.1. Prompt engineering

We point out the two design decisions that were crucial to achieving an above-chance-level performance on all tasks: (1) We
framed this task in a gambling context as this allowed us to explicitly mention the rewards the agent can expect and that
they vary stochastically with different probabilities. (2) We randomly sample the letters for each slot machine for each task.
We excluded certain letters (I, U, X, Y, Z) as we noticed that the LLM was positively (I, U) or negatively (X, Y, Z) biased
towards choosing them.

A.2. Parameter estimation

The model parameters were �tted using a maximum a posteriori approach. For the RW model, this involves �tting parameters
θ = [ α , β ] (two parameters in total). For the RW± model, this involves �tting parameters θ = [ α + , α − , β ] (three parameters
in total). The model parameters are �tted separately for each simulated run using the following objective:

ˆθ = arg min
θ

[
− ln p ( θ ) −

N∑

n =1

ln p ( a n | θ )

]

Prior probabilities were based on (Daw et al., 2011), using a beta distribution B (1 . 1 , 1 . 1) for learning rates and a gamma
distribution with G (1 . 2 , 5) for the inverse temperature parameter. We used a bound-constrained minimization that was
implemented using scipy’s minimize function, which internally relies on the L-BFGS-B algorithm (Zhu et al., 1997).

Parameter values were initialized in the range of 0 to 1 for α + and α − and 0 to 10 for β . The �tting procedure was repeated
100 times and the time it took varied depending on the number of free parameters of the cognitive model. For one simulated
run, the procedure took between ten seconds and three minutes on a standard desktop computer.

B. Generalizability across different LLMs and task formats
B.1. Further LLMs

We performed the partial feedback task on seven additional LLMs. Namely, we tested Claude-2.1, Claude-3 Haiku, GPT-4,
and four versions of Llama-2, i.e. the 7 billion and the 70 billion parameter models with and without RLHF (Llama-2-7B,
Llama-2-7B-Chat, Llama-2-70B, and Llama-2-70B-Chat). We analyzed the learning behavior of these models and found
that the observed learning asymmetry is not unique to Claude-1.2 but is also signi�cant in all tested LLMs (see Figure 6).

We also tested the in�uence of RLHF and model size on the emergence of the optimism bias. We used an ordinary least
squares linear regression model for the Llama-2 model family, since the exact sizes for GPT-4 and the Claude models are
unknown. We de�ned the optimism bias using the difference in learning rates (i.e., α + − α − ) as our dependent variable. We
included RLHF, coded as 1 for presence and 0 for absence, model size (7 or 70), and a constant bias term as independent
variables in the regression model. Our results show that RLHF tends to increase the optimism bias (with a coef�cient of
0 . 2108 , p < 0 . 001 ), while an increase in model size tends to decrease this effect (with a coef�cient of − 0 . 0043 , p < 0 . 001 ).
However, it is important to note that the scope of this analysis was limited to the Llama-2 models, which limits our ability to
generalize these results to other models, such as GPT-4 or Claude.

B.2. Further task formats

We tested Claude-1.2 on variations of the partial feedback task to check the robustness of our results. We manipulated two
aspects: For one, we added one or two additional slot machines to each casino, leading to three- and four-armed bandit
problems. Furthermore, we used two different reward magnitudes for success and failure (0.5 and -0.5 and 1.0 and 0.0). This
resulted in six new task formats. We found that the optimism bias remains persistent across these variations (see Figure7).
This demonstrates that the underlying optimistic learning dynamics generalize to settings with different reward magnitudes
and more than two options.
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C. Task 2: Additional details
C.1. Prompts

The full information task consisted of 16 casinos, half of which were partial feedback casinos and half of which were full
feedback casinos. Below is a sample prompt for both types of casinos. The differences between the partial and full feedback
casinos are shown in bold.

Prompt Task 2: partial feedback casinos

You will visit a casino 40 times. The casino has two slot machines that stochastically return either 1 or -1 with
different reward probabilities. You can only interact with one slot machine per visit. Half of the time you visit the
casino, you can play, the other someone else is playing. During visits where you can play, you’ll earn points from
the chosen machine. During visits where someone else is playing, you’ll learn what points are earned on the chosen
machine. Your goal is to maximize the total amount of points you receive in all 20 visits you can play.

During your previous visits you have observed the following:

- On visit 1 someone else played Machine H and earned 1.0 point.
- On visit 2 you played Machine H and earned 1.0 point.
- On visit 3 you played Machine E and earned -1.0 point.
Q: You are now in visit 4. Which machine do you choose between Machine E and Machine H?
A: Machine [insert]

Prompt Task 2: full feedback casinos

You will visit a casino 40 times. The casino has two slot machines that stochastically return either 1 or -1 with
different reward probabilities. You can only interact with one slot machine per visit. Half of the time you visit the
casino, you can play, the other someone else is playing. During visits where you, can play, you’ll earn points from
the chosen machine. You’ll also learn what points would have been earned had the other machine been selected.
During visits where someone else is playing, you’ll learn what points are earned on the chosen and what points
would have been earned had the other machine been selected. Nevertheless, you only accumulate points from
the machine you choose to play. Your goal is to maximize the total amount of points you receive in all 20 visits
you can play.

During your previous visits you have observed the following:

- On visit 1 someone else played Machine H and earned 1.0 point.
On Machine E the player would have earned -1.0 point.

- On visit 2 you played Machine H and earned 1.0 point.
On Machine E you would have earned -1.0 point.

- On visit 3 you played Machine E and earned -1.0 point.
On Machine H you would have earned 1.0 point.

Q: You are now in visit 4. Which machine do you choose between Machine E and Machine H?
A: Machine [insert]

C.2. Model comparison

We simpli�ed the analysis of the original by �tting separate learning rates only for the chosen and unchosen option, but
not separate learning rates for free and forced-choice trials. Furthermore, we used only the simulated behavior from full
feedback casinos for the �tting of two cognitive models � a 2 α and a 4 α model.

The model comparison revealed that the 2 α model provided a better �t to the behavior. The 2 α model contained only two
learning rates � combining the learning rates for the chosen and unchosen options, which either con�rmed or discon�rmed
prior beliefs. As can be seen in Figure 8, all agents show a clear tendency to overweight information that con�rms their
choices.
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Figure 11. Average performance comparison of all three agents in terms of regret. In all tasks, the Meta-RL agent improves its performance
over time fastest. Shaded areas correspond to 95% CIs.

F. Data availability
Our code is publicly available at https://github.com/jschbrt/InContext-Learning-Dynamics.
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an extended discussion), their relation to other studies in compositional
reinforcement learning, the role limited resources play in compositional
reasoning, and possible neural and cognitive processes underlying it. We
concluded by acknowledging the limitations of experimental design, and
by highlighting how these results contribute to a broader effort to study
compositional reasoning in humans, symbolic systems, and sub-symbolic
systems under computational constraints.
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ABSTRACT

People can easily evoke previously learned concepts, compose them, and apply the result to solve novel tasks on the �rst
attempt. The aim of this paper is to improve our understanding of how people make such zero-shot compositional inferences
in a reinforcement learning setting. To achieve this, we introduce an experimental paradigm where people learn two latent
reward functions and need to compose them correctly to solve a novel task. We �nd that people have the capability to engage
in zero-shot compositional reinforcement learning but deviate systematically from optimality. However, their mistakes are
structured and can be explained by their performance in the sub-tasks leading up to the composition. Through extensive
model-based analyses, we found that a meta-learned neural network model that accounts for limited computational resources
best captures participants’ behaviour. Moreover, the amount of computational resources this model identi�ed reliably quanti�es
how good individual participants are at zero-shot compositional reasoning. Taken together, our work takes a considerable step
towards studying compositional reasoning in agents � both natural and arti�cial � with limited computational resources.

Introduction

People have an impressive ability to learn from sparse data1. We can acquire a new word from only one encounter2. We can
achieve near-perfect classi�cation rates from only one labelled observation3. We can even ask questions such as �how likely is
it that a newly invented machine could transform a man into a vase?�4, even though we are unlikely to ever encounter such a
machine. Many researchers have proposed that the ability to generalize from sparse data is a hallmark of human intelligence5, 6.

What are the mechanisms that underlie this ability? One mechanism that enables strong generalizations is compositional-
ity5, 7�10, which is the idea that complex entities can be constructed through the combination of primitive elements. People
are generally considered to excel at reasoning compositionally11. They can, for example, combine parts of objects into novel
objects7, 12 or compose previously learned actions to explore in novel contexts8, 13. It has thus been argued that compositionality
equips us with the ability to �make in�nite use of �nite means�14, 15, allowing us to generalize to novel situations by reusing
and combining past experiences13, 16, 17.

Empirical studies have demonstrated that people have an inherent predisposition towards compositional patterns7, 18�23. For
example, utilizing the function learning paradigm, which involves the learning, completion, and prediction of functional patterns,
Schulz and colleagues18, 19 have demonstrated that humans �nd it easier to learn about compositional than non-compositional
patterns. Furthermore, they showed that humans exhibit superior abilities to complete and predict compositional functions, as
well as an enhanced capacity for remembering such functions20, 21. These �ndings extend beyond function learning to other
domains such as spatial structure learning23, 24, concept learning7, 25, shape perception26, and auditory sequence learning27.
Taken together, there is strong evidence for the presence of compositional inductive biases in humans.

While the preference for compositional patterns has received signi�cant attention, how people compose two already learned
functions and act on them in a zero-shot manner remains less well-understood. We attempt to close this gap in the present paper
by studying human compositional reasoning in a reinforcement learning setting. More speci�cally, we are interested in how
people apply a compositional rule instructed to them on learned latent reward functions. To study this question, we propose a
novel experimental paradigm in which people interact with a sequence of three structured multi-armed bandit tasks20, 28�31 as
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composition rules: an additive rule and a change-point rule. Our task induces a learning curriculum, which enables us to probe
whether people are able to reason compositionally in a reinforcement learning setting. In particular, we expect people to solve
the �nal sub-task in a zero-shot manner, selecting the best option on the �rst trial. To have a comparison, we also consider a
condition without a curriculum. In this non-curriculum condition, people do not interact with the �rst two sub-tasks and instead
directly observe the composite function from the �nal sub-task. We set the length of each sub-task to �ve, leading to 15 trials
per task in the curriculum and �ve trials per task in the non-curriculum condition. Note that the number of trials per sub-task is
less than the number of available options, thereby preventing participants from exhaustively trying out all options and forcing
them to generalize based on the underlying function.

Experiment 1: Additive rule
We conducted an online behavioural study, on the Proli�c platform, following the structure of the just outlined task to test the
underlying mechanisms behind how people compose. Participants played a game under a cover story that they were interacting
with slot machines produced by two manufacturers (Blue Lagoon and Green Geeks). They were told that all slot machines
from the same manufacturer behaved similarly. However, participants were not told which manufacturer each slot machine
belonged to, but had to �gure this out through trial and error. In the curriculum condition, participants played with a slot
machine from each manufacturer before playing a compositional slot machine that combined the two. In the non-curriculum
condition, participants only played with the compositional slot machine. The study involved 20 tasks per participant, leading to
300 trials in total for the curriculum condition and 100 for the non-curriculum condition. We provide further details about the
experiment and participants in the Materials and Methods section.

Behavioural analysis
First, we wanted to establish that people successfully composed reward functions in our task. For the corresponding analyses,
we considered two behavioural measures: regrets and the probability of making optimal choices. Fig. 2(a) shows the mean
regret of participants in the compositional sub-task. The regret is computed by taking the difference between the highest
reward in the given sub-task and the reward for the action selected by the participant. Participants are said to have successfully
performed zero-shot compositional inference if they choose the optimal arm on the �rst trial of the compositional sub-task
(or have a regret measure of 0 on the �rst trial). We see from the regrets that people performed better than chance right
from the outset for the curriculum condition (Mean (M) = 2.163, Standard Error (SE) = 0.116; t1 = −19.57, p < 0.001)
whereas they start at chance-level for the non-curriculum condition (M = 4.055, SE = 0.059). To further quantify the effects of
zero-shot compositional inference, we performed a mixed-effects linear regression on the regrets in the �nal sub-task with
trials, conditions, and their interaction as �xed effects (with random slopes and intercepts per participant for all of these factors).
This analysis revealed that participants in the curriculum condition had a signi�cantly lower regret on the �rst trial of the
�nal sub-task than participants in the non-curriculum condition ( �β =−1.18±0.115;z =−10.24, p < 0.001). In addition, a
comparison of the probability for making an optimal choice on the �rst trial between curriculum and non-curriculum conditions,
shown in Fig. 2(b), con�rmed that people in the curriculum condition (M = 0.382, SE = 0.02) made optimal choices more
frequently than in the non-curriculum condition (M = 0.192, SE = 0.07; t = −9.242, p < 0.001). Regret performance on
the �rst trial of the curriculum condition was even better than performance on the last trial of the non-curriculum condition
(M = 2.40, SE = 0.13; t = 2.72, p < 0.01), suggesting that learning within the last sub-task cannot match the performance
boost gained from compositional inference.

While people were able to compose in a zero-shot manner, they did not do so perfectly. Their initial regrets in the �nal
sub-task (M = 2.163, SE = 0.116; t = 34.60, p < 0.001) deviated signi�cantly from ideal compositional reasoning. Further
evidence of people’s suboptimality comes from the observation that they continued learning during the �nal sub-task in
the curriculum condition (which would not be needed if they were to engage in perfect zero-shot compositional inference).
To quantify this effect, we �tted a mixed-effects linear regression model using per-trial regret in the last sub-tasks as the
dependent variable, and the corresponding trial number as both �xed effects and random effects over participants. The
results of this model showed a signi�cant �xed effect of trial number ( �β =−0.32±0.02;z =−13.88, p < 0.001) onto regret,
con�rming that the performance of participants improved with additional interactions. The observed improvement in the
curriculum condition ( �β = −0.21± 0.02;z = −12.26, p < 0.001) was generally weaker than that in the non-curriculum
condition ( �β =−0.42±0.02;z =−21.80, p < 0.001).

We also inspected the marginal action distribution of participants on the �rst trial of the �nal sub-task shown in Fig.
2(c). We see that the mode of the participants’ action distribution matches the optimal choice, but that human behaviour also
systematically deviates from optimal behaviour. Particularly, one interesting feature is that people seem to pick corner arms �
especially the left-most one � frequently. This could re�ect a bias that has been observed in other studies of people exploring
different options starting from left to right29. However, probability for making an optimal choice on the �rst trial was still

1t-values are reported from a non-parametric independent two-sample t-test (two-tailed) using 1000 random permutations.
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better in curriculum condition than in the non-curriculum condition even when only compositions where non-corner arms were
optimal was considered (for further details, see SI). This indicates that despite their bias towards choosing the corner arms,
participants are still able to perform zero-shot compositional inference.

(a)

(d)

(b) (c)

Figure 2. Behavioural results of experiment 1. (a) Mean regrets for participants in the �nal sub-task for the two conditions:
curriculum and non-curriculum. The dotted lines in black indicate mean regret from a random policy. (b) Probability of
participants making the optimal choice on the �rst trial of the �nal sub-task for the curriculum and non-curriculum condition.
Error bars in (a) and (b) represent standard errors computed over participants. (c) Marginal distribution of choices on the �rst
trial of the �nal sub-task for the two conditions. The bar in gold shows the marginal distribution of choices for the optimal
policy. (d) Explaining choices of participants in the last sub-task based on their task performance in the �rst two sub-tasks. We
classi�ed the choices on the �rst trial into four categories: optimal arm (top-left), non-optimal corner arms (top-right),
non-optimal phasic arm (bottom-left), and neither of the above (bottom-right). Then, we �t a Bayesian logistic regression
model from the total regrets (summed over all trials) in the �rst two sub-tasks onto each of these categories. The sub-plots show
the histogram of the posterior regression coef�cients of linear and periodic sub-tasks for all four choice categories.

To better understand the mistakes that people make during compositional reasoning, we looked at how participants’
performance in the �rst two sub-tasks can explain their behaviour on the �nal compositional sub-task. We �rst classi�ed
choices on the �rst trial of the compositional sub-task into four categories: �rst, picking the optimal arm as predicted by
compositional inference; second, a non-optimal corner arms category which includes trials where people picked the corner
arms despite them not being the optimal choice; third, a non-optimal phasic arms category which includes trials where arms
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belonging to the same phase as the periodic sub-task were picked even when it was not the optimal choice; and fourth, a
category which includes all trials where choices did not fall into any of the three categories mentioned above. We then �tted a
separate Bayesian logistic regression model in PYMC3 from the total regrets (summed over all trials) in the �rst two sub-tasks
onto each of these four choice categories coded as a binary variable. Fig. 2(d) visualized the posterior regression coef�cients
from these �tted models with each category shown in a separate sub-plot. When the dependent variable was picking the optimal
choice, the posterior regression coef�cients were negative with similar means for both linear (M =−0.038, SE = 7.319e−05)
and periodic (M = −0.035, SE = 4.925e− 05; t = −40.728, p < 0.001) sub-tasks. This suggests that participants pick the
optimal arm when they learn both the sub-tasks well. The coef�cients for regrets of the linear sub-tasks were more negative
(M = −0.089, SE = 8.107e− 05) than that of periodic regrets (M = −0.015,SE = 5.040e− 05; t = −779.036, p < 0.001)
when the dependent variable was non-optimal corner arms. This result suggests that people tend to pick non-optimal corners
arms when they learned linear functions better than periodic functions. When the dependent variable was non-optimal phasic
arms, the posterior regression coef�cients for regrets from the periodic sub-task were lower (M =−0.0352,SE = 0.477e−04)
than that of the linear sub-task (M =−0.0048, SE = 7.0762e−05; t = 356.072, p < 0.001). This result indicates that people
pick one of the phasic arms from the periodic sub-task on the �rst trial of the compositional sub-task when they perform
better in the periodic sub-task. Lastly, the regression coef�cients were positive for both the regrets from the linear sub-task
(M = 0.1498, SE = 1.167e−05; t = 450.07, p < 0.001) and those from the periodic sub-task (M = 0.0874, SE = 7.502e−05)
when the dependent variable was neither of the categories above. This result suggests that people pick neither the optimal, the
corner nor the phasic arm when they have not learned the underlying functions in either of the two sub-tasks well.

Taken together, behavioural results from experiment 1 suggest that people can compose in a zero-shot fashion but are not
perfect. However, their mistakes are highly structured and can be predicted based on how well they have learned the different
components of the �rst two sub-tasks.

Model-based analysis
In our compositional bandit task, people can � in principle � perform near-perfect if they manage to compose. However, the
behavioural analysis above revealed that people (despite generally managing to compose) systematically deviated from optimal
behaviour. To get a better understanding of these deviations and the cognitive processes behind them, we investigated people’s
behaviour using computational models.

We considered eight different computational models for explaining participants’ choices in our task as summarised in Table
1. The models considered span �ve key axes in terms of the strategies people might be using: (1) from learning values for
options independently to generalisation across options, (2) from value-driven learning to uncertainty-guided exploration, (3)
from learning sub-tasks independently to composing learned reward functions over sub-tasks (4) from hand-designed priors to
learned priors and (5) from unbounded compositional reasoning to resource-constrained reasoning.

Six of these are Bayesian models that vary along three dimensions: �rst, whether or not they can generalize learned values
from one option to the other, second, whether or not they use uncertainty-guided exploration strategy, and third, whether or not
they can compose the learned values from the �rst two sub-task to reason on the �nal sub-task. The Bayesian models include a
Bayesian mean-tracker (BMT)36 which is a model that does not learn about the underlying functional structure but instead
updates its beliefs about rewards for each option independently, as well as a model that learns functions by generalizing across
options within a sub-task based on the idea of Gaussian Process regression (GPR)18, 37, 38. For each of these two models, we
considered one variant that cannot compose and instead learns separate reward functions for each sub-task, another that does
not perform uncertainty-guided exploration, and lastly, one that initializes its predictions in the �nal sub-task to the composition
of the learned means from the �rst two sub-tasks.

In addition, we also considered two recurrent neural network models that were trained via meta-reinforcement learning39, 40.
Unlike the Bayesian models from above, these models learn inductive biases about latent reward functions via trial-and-error,
without requiring an explicit speci�cation of priors41. The �rst of these models is RL2 � a model that is known to approximate
the Bayes-optimal policy for the distribution of tasks it was trained on42, 43, which thereby allows us to test whether people
compose optimally. The second is a resource-rational extension of RL2 referred to as RR-RL244. The particular resource
constraint considered by RR-RL2 is the description length of the meta-learned recurrent neural network, which is de�ned as
the number of bits required to store its parameters. RR-RL2 captures the hypothesis that people attempt to achieve optimal
performance but that they are subject to the constraint of relying on an algorithm with limited computational complexity. We
�tted RR-RL2’s description length on a participant-by-participant basis re�ecting the assumption that different participants use
different amounts of computational resources.

We simulated all models on our compositional bandit task and measured their performance in the �nal sub-task. We found
that performance on the �rst trial was near-optimal for the �ve models that can compose (the compositional BMT and GPR, as
well as the two meta-learning agents), indicating that they can re-use the earlier learned functions to compose new functions in
a zero-shot manner; for detailed visualizations, see Supplementary Information (SI).

To obtain a quantitative measure of the goodness-of-�t of models to human choices, we conducted a Bayesian model
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Table 1. The �ve key axes spanned by computational models of zero-shot compositional inference

Model Generalization Exploration Composition Learned priors Bounded

Bayesian Mean-Tracker (mean only) 7 7 7 7 7

Bayesian Mean-Tracker 7 3 7 7 7

Compositional BMT (mean only) 7 7 3 7 7

Compositional BMT 7 3 3 7 7

Gaussian Process Regression 3 3 7 7 7

Compositional GPR 3 3 3 7 7

RL2 3 3 3 3 7

RR-RL2 3 3 3 3 3

comparison of all previously outlined models. We measured the �t to human choices based on two metrics: posterior model
frequency and exceedance probability45. The posterior model frequency measures how often a model offers the best explanation
in the population, while the exceedance probability measures how likely it is that a given model is the most frequent explanation.
Further details about this model comparison procedure can be found in the Materials and Methods section.

This model comparison revealed that RR-RL2 captures how people behave on the �rst trial of the compositional sub-task
the best according to both metrics, with exceedance probability amounting to 0.99, while its posterior model frequency
was 0.704± 0.002. The compositional BMT is the second-best model with 4.33e− 09 and 0.288± 0.002 on exceedance
and posterior model frequency respectively. Interestingly, we found that the two models that performed best in our model
simulations (compositional GPR and RL2) did not predict human behaviour well. Taken together, these results support the
hypothesis that people do not compose in a fully optimal way, but that their ability to reason compositionally is driven by
principles of resource rationality.

We conducted additional model-based analyses to test alternative explanations for sub-optimal zero-shot compositional
inference displayed by humans. For instance, we included the corner-arm heuristic model, which picks only the two corner
options, and the mean-only variant of the compositional BMT model, which posits people mentally add previously chosen
maximally rewarding options. However, the RR-RL2 model still offered the best explanation for human choices. see the section
on �Ruling out alternative hypothesis� in SI for details.

To further support the model comparison results, we simulated behaviour from the two best-�tting models and compared
them against human behaviour. With regards to the probability of making the optimal choice on the �rst trial, we found
that simulations from RR-RL2 (M = 0.366, SE = 0.0154) matched human behaviour (M = 0.382, SE = 0.021) whereas the
compositional BMT differed signi�cantly (M = 0.459, SE = 0.016; t =−2.938, p < 0.01).

(a) (c)(b)

Figure 3. Modelling results of experiment 1. (a) The posterior model frequency of participant choices on the �rst trial of the
last sub-task. (b) Comparison of the probability of making the optimal choice on the �rst trial of the last sub-task between
people and simulations from the best-�tting models: RR-RL2 and compositional BMT. (c) Correlation between �tted
description length of RR-RL2 (plotted in log-scale) and the probability of making an optimal choice on the �rst trial of the last
sub-task. The �tted regression line is shown in green, with the shaded portion showing the 95% con�dence interval.
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Next, we examined whether the �tted description lengths of RR-RL2 could capture task performance. To do this, we
correlated the probability of humans making the optimal choice on the �rst trial against the �tted description lengths for each
participant. We found that description length correlated signi�cantly with optimality (r = 0.359, p < 0.001) as illustrated in
Fig. 3(c). Likewise, we also observed a signi�cant negative correlation (r = −0.36, p < 0.001) between �tted description
lengths and mean regrets on the �rst trial.

We then analysed whether �tted description lengths can be used to explain the types of choices participants make. For this,
we grouped participants based on their �tted description lengths into two groups. In the �rst group, we included participants
whose �tted description lengths were in the range of 1000 to 10000 (N = 39), and in the second group, we considered those
whose �tted description lengths were in the range of 10 to 100 (N = 17). We then compared the probability of making the
optimal choice on the �rst trial of the �nal sub-task between the two groups. We found that participants in the �rst group
performed near-perfect composition, whereas the choices from participants in the second group were far away from optimality
(for further details, see SI). Thus, �tted description lengths can be used to cluster participants into those who can perform
near-optimal zero-shot compositional inference and those who cannot.

Additionally, we looked at how regrets on the �rst two sub-tasks in�uence behaviour on the �rst trial in RR-RL2, just like
how we did it in people. We found that the posterior regression coef�cients of the model match human behaviour qualitatively
with slight deviations. The model picks the non-optimal corner arms and non-optimal phasic arms when it learns one sub-task
better than the other (with performance in periodic sub-task having a greater in�uence on the linear in both cases) and follows a
completely different strategy from the ones above when it does not learn both the sub-tasks well. An interesting deviation was
that, unlike humans who make more optimal choices when they learn both sub-tasks equally well, the model does so when they
learn the linear sub-task better than the periodic sub-task (for detailed results and visualizations, see SI).

Taken together, results from behavioural and model-based analyses suggest that people can perform zero-shot compositional
inference but still deviate systematically from optimal behaviour. Their choices are best explained by a meta-reinforcement
learning model (RR-RL2) that learns a solution with limited computational resources. Furthermore, we �nd the simulated
behaviour from RR-RL2 matches human behaviour well and that description length � the parameter that controls computational
resources of RR-RL2 � correlates with the probability of making an optimal choice on the �rst trial of the compositional
sub-task.2

Experiment 2: Change-point rule
Next, we wanted to verify that the results obtained in the previous section transfer to another compositional rule. We, therefore,
conducted a second experiment using a change-point rule. The experimental procedure followed the same structure as the
additive rule but with participants now being tested on a slot machine whose rewards were composed based on the change-point
rule (see Fig. 1 for an example).

Behavioural analysis
Like in the additive rule experiment, we see that people perform much better than chance right from the outset for the curriculum
condition (M = 1.937, SE = 0.081; t =−15.105, p < 0.001) while starting at chance-level for the non-curriculum condition
(M = 3.096, SE = 0.060) as shown in Fig. 4(a). We also performed a mixed-effects linear regression analysis as we did in the
�rst experiment which con�rmed that participants in the curriculum condition had a signi�cantly lower regret on the �rst trial
of the �nal sub-task than participants in the non-curriculum condition ( �β = −1.18±0.115;z = −10.24, p < 0.001). When
looking at the probability of picking the optimal arm in Fig. 4(b), we also �nd that people make better choices in the curriculum
condition (M = 0.337, SE = 0.016) than in the non-curriculum condition (M = 0.168, SE = 0.008, t =−9.347, p < 0.001).
The performance in the curriculum condition is better than in the non-curriculum condition for all trials, which was also the
case in the additive rule. Thus, similar to the additive rule experiment, people are able to perform approximate zero-shot
compositional inferences.

Even though people were able to compose in a zero-shot manner, they were again not �awless. Their initial regrets in
the �nal sub-task (M = 1.937, SE = 0.081; t = 38.25, p < 0.001) deviated signi�cantly from ideal compositional reasoning,
thereby corroborating our results from the previous experiment. In addition, people’s suboptimality was underlined by the
persistent presence of learning effects in the curriculum condition ( �β =−0.216±0.013;z =−16.112p < 0.001).

We also inspected participants’ marginal action distribution on the �nal sub-tasks �rst trial in Fig. 4(c). We see that the
mode of the participants’ action distribution lies at the optimal choice. However, human behaviour systematically deviates from
optimal behaviour as people pick sub-optimal options frequently. People also tend to pick the corner options � especially the
left-most option � quite frequently as they did in the additive rule.

2Note that in the main text, we have focused on model-comparison results for the �rst trial of the compositional sub-task as we are mostly interested in
zero-shot compositional inference. However, we also evaluated our models over all trials of the compositional sub-task. The results of these analyses are
summarised in the SI.
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(a)

(d)

(b) (c)

Figure 4. Behavioural results of experiment 2. (a) Mean regrets for participants in the �nal sub-task for the two conditions:
curriculum and non-curriculum. The dotted lines in black indicate mean regret from a random policy. (b) Probability of
participants making the optimal choice on the �rst trial of the �nal sub-task for the curriculum and non-curriculum condition.
Error bars in (a) and (b) represent standard errors computed over participants. (c) Marginal distribution of choices of
participants on the �rst trial of the �nal sub-task for the two conditions. The bar in gold shows the marginal distribution of
choices for the optimal policy. (d) Explaining choices of participants in the last sub-task based on their task performance in the
�rst two sub-tasks. The choices on the �rst trial were classi�ed into four categories: optimal arm (top-left), non-optimal corner
arms (top-right), non-optimal phasic arm (bottom-left), and neither of the above (bottom-right). Then, we �t a Bayesian logistic
regression model from the total regrets (summed over all trials) in the linear and periodic sub-tasks onto each of these
categories. The sub-plots show the histogram of the posterior regression coef�cients of linear and periodic sub-tasks for all four
choice categories.
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Finally, we repeated the regret analysis we did for the additive rule to better understand which kind of mistakes people
make. The results of this analysis are summarized in Fig. 4(d). We see that posterior regression coef�cients for regrets of
both linear (M = −0.0423,SE = 7.518e− 05) and periodic (M = −0.0464,SE = 5.038e− 05) sub-tasks are negative and
have overlapping distributions in cases where people picked the optimal option (t = 45.874, p < 0.001). This suggests that
learning both linear and periodic sub-tasks equally well predicts good performance on the �rst trial. When people pick
non-optimal corner arms, their performance in the linear sub-task (M =−0.0607,SE = 7.663e−05) seems to be driving their
behaviour more than their performance in the periodic sub-task (M =−0.0305,SE = 5.0042e−05). However, on the contrary,
picking the non-optimal phasic arm is not driven strongly by periodic sub-task performance with regression coef�cients
for both linear (M = −0.0259,SE = 7.0662e− 05) and periodic (M = −0.0203,SE = 4.672e− 05) sub-tasks overlapping
(t = −66.174, p < 0.001). Lastly, the posterior regression coef�cients are distributed on the positive axis for both linear
(M = 0.114,SE = 9.796e− 05) and periodic (M = 0.0747,SE = 6.368e− 05) regrets when predicting non-optimal choice
belonging to neither to corner or phasic arms.

Model-based analysis
The results for model-based analyses with the change-point rule mirrored that of the additive rule. We �nd again that RR-RL2

captures best how people compose according to both metrics with exceedance probability amounting to 0.99, while its posterior
model frequency was 0.741±1.729e−03. The compositional BMT is the second-best model with an exceedance probability
of close to 0 and a posterior model frequency of 0.253±1.702e−03 as visualized in Fig. 5(a). These results thus show again
that people do not compose in a fully optimal way, but that their ability to reason compositionally is instead impeded by
computational constraints.

We simulated behaviour from the two best-�tting models with their parameters �tted to participant behaviour. Looking at
the probability of selecting the optimal choice, we found that simulations from RR-RL2 (M = 0.2922,SE = 0.0132) matched
human behaviour (M = 0.3372,SE = 0.0158) more closely than the compositional BMT (M = 0.2862,SE = 0.0069; t =
2.9560, p < 0.01) as shown in Fig. 5(b).

We found that �tted description lengths correlated signi�cantly with the probability of participants making an optimal
choice for the change-point rule as well, showing a correlation coef�cient of r = 0.487 (p < 0.001) as shown in Fig. 5 (c). The
result also holds when we use regrets as a performance measure (r =−0.448, p < 0.001).

Following our earlier analysis, we grouped the participants based on their �tted description lengths into two groups with
the �rst group including participants with �tted description lengths between 1000 to 10000 (N = 58) and the second group
including participants with �tted description lengths between 10 to 100 (N = 25). We compared zero-shot compositional
inference between the two groups (for detailed analysis, see SI) and found again that participants in the �rst group performed
near-perfect zero-shot compositional inferences, whereas the choices from participants in the second group were far away from
optimality.

Finally, we inspected how performance on the �rst two sub-tasks in�uenced behaviour on the �rst trial of the compositional
sub-task in RR-RL2. We found that overall the posterior regression coef�cients of the model’s behaviour in linear and periodic
sub-tasks match human behaviour quite well. They pick the non-optimal corner arms and non-optimal phasic arms when they
learn one sub-task better than the other and they follow a completely different strategy from the ones above when they do not
learn both the sub-tasks well. However, as in experiment 1 but to a smaller extent, the model makes optimal choices when they
learn the linear sub-task better than the periodic sub-task. The results of these analyses are summarised in the SI.

Taken together, these results mirror those we had for the additive rule with similar factors affecting human behaviour in the
compositional sub-task. This suggests that people’s ability to do compositional inference is robust with regard to the speci�c
way in which functions are composed.

Discussion
Compositionality is at the core of people’s ability to generalize from sparse data. It has even been argued to be an essential
component of intelligence more generally5, 7, 11. However, how people use this ability to make decisions is less well understood.
To address this question, we have proposed a novel experimental paradigm where people �rst need to learn about latent
reward functions in two sub-tasks to be able to pick the most rewarding option on the �rst trial of the third sub-task. We
found that people indeed perform this kind of zero-shot compositional inference, but they deviate systematically from ideal
behaviour. Even so, their mistakes were not random but instead highly structured. Extensive model-based analyses revealed
that RR-RL2 � a meta-learned neural network model that accounts for limited computational resources � captures participants’
behaviour the best. Mistakes made by this model were also systematic and predicted by similar factors that predicted human
suboptimal choices. This result indicates that people seem to follow resource-rational principles when making compositional
inferences, thereby expanding on earlier results from other cognitive domains such as decision-making46, planning47, 48, and
problem-solving49.
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(a) (c)(b)

Figure 5. Modelling results of experiment 2. (a) The posterior model frequency of participant choices on the �rst trial of the
last sub-task. (b) Comparison of the probability of making the optimal choice on the �rst trial of the last sub-task between
people and simulations from the best-�tting models: RR-RL2 and compositional BMT. (c) Correlation between �tted
description length of RR-RL2 (plotted in log-scale) and the probability of making an optimal choice on the �rst trial of the last
sub-task. The �tted regression line is shown in green, with the shaded portion showing the 95% con�dence interval.

Relation to empirical works in compositional reinforcement learning
Previous work has investigated how people structure prior knowledge and compose speci�c components of this learned
knowledge to generalize ef�ciently in reinforcement learning tasks. Xia and Collins13 have used the options framework from
hierarchical reinforcement learning to show that humans can learn hierarchical options and do so such that the temporal ordering
of the learned options remains intact. They further showed that people, akin to their model, can compose the learned options to
explore novel contexts, thereby speeding up learning. Looking into how learned knowledge guides generalisation, Franklin
and Frank8 showed that human learners decompose learned task structures into distinct components such as rewards and state
transitions. They devised a meta-learning agent50 that trades off re-using these components jointly or compositionally and
showed that, similar to this agent, humans too act adaptively on these components depending on the statistics of the task
environment. In comparison to our work, these previous studies focused on how people generalize in a sample-ef�cient way
to novel tasks and not on zero-shot compositional inference. For example, Collins and colleagues10 showed that subjects
can transfer previously learned task clusters to a novel context on the �rst trial, they did not exclusively test for zero-shot
compositional inference of previously learned latent concepts as we do. Therefore, our work complements these earlier
investigations by addressing a distinct dimension of compositional reasoning. It is worth noting that adapting the proposed
models to our experimental paradigm is not straightforward. However, our compositional GPR shares a similar �avour to the
hierarchical models proposed by Xia and Collins, indicating potential conceptual connections between different approaches to
compositional reasoning.

Model complexity and compositional inference
The relationship between description length and human performance has received considerable attention in previous re-
search20, 23�25. However, researchers have typically investigated how the description length of the task in�uences performance.
For instance, Amalric and colleagues24 asked participants to predict and repeat sequences displayed on a clock-like display,
varying the complexity of the sequences by changing the length of the generating program. They found a correlation between
the dif�culty of predicting (and repeating) a given sequence and its complexity. In contrast, we investigated how the description
length of strategies applied by individual participants in�uenced their performance. We found that different participants apply
strategies with different description lengths, implying that they use varying amounts of cognitive resources to perform the task.
Thus, task performance is in�uenced not only by external factors such as task dif�culty but also by internal factors such as
individual differences in cognitive resources.

Neural networks and compositionality
In contrast to the prevailing notion that neural network models struggle with compositional reasoning51, 52, we found that the
model that captured human behaviour best in our experiment was a neural network model, suggesting that these models are not
inherently unable to reason compositionally. Instead, it matters how they are set up and how they are trained. This result is
supported by other recent studies demonstrating that neural network models can be good models of human compositionally53�57.
For example, Lake53 demonstrated that meta-learning can be used to train sequence-to-sequence networks that generalize
compositionally in human-like ways on the SCAN data set51, while Kumar and colleagues54 found that augmenting meta-
reinforcement learning agents with an auxiliary objective to reproduce task descriptions aligns them with human behaviour in a
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setting that requires reasoning about compositionally-generated patterns. Finally, Dekker and colleagues55 designed neural
network architecture with an inductive bias for compositional reasoning using a Hebbian gating process, and demonstrated that
the resulting model learns composable functions similar to how these functions are learned by people.

Possible neural and cognitive processes
To perform optimal zero-shot compositional reasoning in our task, one must learn the latent reward functions, hold them in
working memory until the end of the �rst two subtasks, and then reason compositionally over these learned latent functions. It is
hypothesized that the basal ganglia-striatal circuits, along with the hippocampus, medial temporal cortex, and ventral prefrontal
cortex, may be involved in the spatial representation and learning of the latent reward functions underlying the options58�60.
Maintaining a representation of acquired potential reward functions in memory can involve working memory via prefrontal
cortex61. In a recent review article, Frankland and colleagues6 have suggested that � across multiple studies � the default mode
network, particularly, the lateral mid-anterior temporal cortex, is engaged in compositional reasoning of learned structures.
This suggestion is consistent with previous research that has implicated fronto-cortical and striatal interactions in compositional
generalization10, 62. However, additional research is still necessary to investigate the neural processes that can connect function
learning, the maintenance of learned functions in working memory, and their composition. It would be interesting to connect
our computational models, in particular RR-RL2, to some of these results from the neuroscience literature in future work.

Limitations
While one might argue that the proposed compositional bandit task is too simplistic, we found that human behaviour system-
atically deviated from optimality, implying that the task complexity was appropriate for the investigated research question.
Furthermore, our task has two main advantages compared to those previously used to study compositional reasoning. First, it is
directly inspired by experiments used to study human learning in structured environments29, allowing us to connect our �ndings
to previous work on human cognition. The second advantage is its simplistic design. This simplicity allowed us to build
computational models that solve the task near-optimally, picking the best option in a zero-shot fashion. Nevertheless, it might be
interesting to develop more naturalistic compositional reasoning tasks in future work to test if our model-based predictions still
hold. There are additional variants of our paradigm that could be considered. For example, one could test whether increasing the
length of the �rst two sub-tasks causes people to make better compositional inferences. People’s performance could furthermore
be boosted by relying on a purely observational setting in which options in the �rst two sub-tasks are presented in a structured
manner (for example from left to right).

There are several reasons why participants might be deviating from selecting the optimal arm in the third sub-task. We
have investigated factors such as the performance on the �rst two sub-tasks, learning the values of the options independently
without any generalisation, the inability to learn the true underlying basis functions, the inability to explore and compose, and
the computational resources to learn in the main text. We furthermore considered several additional explanations such as the
corner arm heuristic, mentally adding maximal rewards, etc, in the �Ruling out alternative hypothesis� section placed in the
SI. However, there are still factors, for example, forgetting values for certain options, and persisting with function learning
strategies from the �rst two sub-tasks, that could not be taken into account which we leave for future work.

We also note three shortcomings on the modelling side. First, we did not consider resource-rational Bayesian models in our
model-based analyses, as building such models is not straightforward. In contrast to this, limited resources are easy to account
for in the meta-learning setting43 which is why we relied on such models instead. Second, our models assume each task to be
independent of each other. Learning-to-learn effects could be incorporated into both the Bayesian and the meta-learned models.
For the Bayesian models, one could build on the work of Schulz and colleagues29 who used a simple clustering algorithm to
capture the learning-to-learn behaviour across tasks. For meta-learning agents, it would in principle be possible to train over
samples of entire experiments (i.e., 20 successive tasks) where each experiment is sampled from a parameterized distribution of
experiments. However, training such agents is challenging in practice especially since gradients need to be propagated over
longer horizons. Third, the distribution of problems used to train the meta-learning agents in this work does not re�ect the
statistics of the real world. Recently, Jagadish and colleagues63 have shown that injecting ecologically valid priors into these
agents enables them to explain human category learning better than seven other cognitive models. In future work, it is worth
investigating how to design reinforcement learning tasks that capture real-world reward statistics.

Conclusion
We introduced a novel experimental paradigm and two complementary computational approaches for studying zero-shot
compositional reinforcement learning in people. We showed that while people can perform zero-shot compositional inference
in our task, their choices were better explained by a resource-constrained model than by optimal zero-shot compositional
inference. Thus, our results provide a new perspective to the understanding of human compositional inference by considering
the in�uence of cognitive resources. Taken together, our work takes a considerable step towards understanding compositional
reinforcement learning in humans, symbolic, and sub-symbolic agents under computational constraints.
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Materials and methods
In this section, we provide details of the experimental methods and computational models used to analyse compositional
reinforcement learning in humans. In the experimental methods subsection, we describe the task parameters, experimental
design, participants, and ethics approval. In the computational methods subsection, we expand on the computational models
and explain the methods used to �t these models to human behaviour along with the model comparison procedure.

Experimental methods
Ethics statement
All participants gave informed consent prior to beginning the experiment. Experiments were performed in accordance with the
relevant guidelines and regulations approved by the ethic committee of the medical faculty of the University of Tuebingen
(Ethik-Kommission an der Medizinischen Fakultät der EberhardKarls-Universität und am Universitätsklinikum Tübingen) with
application number 701/2020BO.

In addition, keeping in mind data protection law of Max Planck Institute, we analyzed participants’ data anonymously.
After agreeing to participate in the study, participants also consented on a data protection sheet approved by the data protection
of�cer of the MPG (Datenschutzbeaufragte der MPG, Max-Planck-Gesellschaf zur Förderung der Wissenschafen).

Participants
We recruited 200 participants (103 female, Mage = 28.90) through the Proli�c platform for experiment 1.Participants were
randomly assigned to the curriculum or non-curriculum condition. All participants had an approval rate of 95% or more, were
�uent English speakers from the United States, and were 18 years of age or older. Participants were rewarded a base payment
of £2 and a performance-dependent bonus payment up to £2.5. The bonus payment was computed by multiplying the total
points earned by the participant with 1e-4. For experiment 2, we recruited 211 participants (96 females, Mage = 27.58) through
the Proli�c platform. The rest of the study parameters remained the same as the additive rule.

Task
Each task consisted of three multi-armed bandit sub-tasks in which rewards follow a function that is dependent on the spatial
position of arms:

rt = f (at)+ ε t ε t ∼ N (0,0.1) (1)

where t denotes the time-step, at ∈ {0, . . . ,5} the arm selected in time-step t and ε t is an additive noise term. Reward functions
flinear and fperiodic for the �rst two sub-tasks are sampled from either the linear or the periodic family as shown below:

flinear(at) =

(
2at

5
−1
)

w + b + ζ w∼ U (−2.5,2.5),b∼ U (2.5,7.5) (2)

fperiodic(at) = A |sin(0.5π (at − φ ))|+ b + ζ A∼ U (0,7.5), φ ∈ {0,1},b∼ U

(
0,

A
1.4

)
(3)

where U (a,b) is a uniform distribution on the interval [a,b] and ζ ∼ N (0,0.2) is an additive noise term. The parameters were
chosen after several rounds of piloting to make it easy for participants to perform the task well on average. For example, we
found that excluding linear functions with very low slopes and periodic functions with very small amplitudes helped them learn
the periodic and linear sub-tasks more easily and hence, improved their performance on the task overall.

Reward functions in the �nal sub-task were constructed by composing the reward functions encountered in the two earlier
sub-tasks. We considered two different composition rules, an additive rule and a change-point rule:

fadditive(at) = flinear(at)+ fperiodic(at) (4)

fchange-point(at) =

{
flinear(at) if at ∈ {0,1,2}
fperiodic(at) otherwise (5)

The order of composition in the change-point function was randomized. We set the length of each sub-task to 5 trials,
leading to 15 overall trials per task. Note that the number of trials per sub-task was less than the number of available options.
This prevents an agent from exhaustively trying out all options and forces it to generalize based on the underlying function.
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Experimental design
We conducted an online behavioural study following the structure of the compositional bandit task outlined earlier to test the
underlying mechanisms behind how people compose. Participants were told that they were gamblers visiting the �ctional town
of �Bandit City�. They visited multiple casinos (20 in total) in which they played different sets of slot machines. Each casino
had two slot machines made by two different companies, called Blue Lagoon and Green Geeks, with their colour (included in
the name) indicating the manufacturer. Participants were informed that all slot machines from the same company behaved
similarly (i.e. rewards are sampled from the same underlying function, Equation 2 or 3), but were not told which reward
function belonged to which company. They had to �gure this out via trial and error during the experiment. However, they
were shown two canonical examples from each reward function in the task instruction phase to get an idea of how samples
from these reward functions could look like. In each casino, participants had �ve trials per slot machine, with the goal of
winning as many coins as possible. In the curriculum condition, they would �rst interact with a slot machine from each
of the two manufacturers. Following their interactions with the two slot machines, participants were tested on a new slot
machine, which was a composition of the two previously played machines. Thus, in the curriculum condition, participants
interacted with bandits for a total of 300 trials (breakup: 5 trials per sub-task × 3 sub-tasks × 20 tasks). Participants assigned
to the non-curriculum condition followed the same task structure as the curriculum condition but with minor changes. In this
condition, participants were told that the manufacturers only allowed them to play against the compositional slot machine. As a
result, participants only interacted with one slot machine with rewards coming from the additive composition which results in a
total of 100 trials (breakup: 5 trials per sub-task × 1 sub-task × 20 tasks)

Computational models
In this section, we describe the models that can perform the task with each model making a different assumption on how people
could be approaching our task. A complete description of the models can be found in the SI.

Bayesian models
Under Gaussian assumptions, a Bayesian Mean-Tracker is often used to track a time-varying reward function ft(a) for option a
on trial t. The mean is assumed to change over trials according to a Gaussian random walk:

ft+1(a)∼ N
(

ft(a), σ 2
ζ

)
(6)

where σ ζ = 0.001. We also considered a variant of BMT model that can compose learned rewards called compositional BMT.
This model follows the same setup as BMT but has its prior mean for the last sub-task initialized to the composition of learned
means from the �rst two sub-tasks. We provide additional details about model learning and inference in the SI.

Gaussian Process Regression models learn a distribution over functions f (a) de�ned by a mean function µ (a) and a
covariance, or kernel function k(a,a′), where a and a′ are arms of the bandit. The mean function de�nes the expected function
value, while the covariance function controls the dependence between the function values for different inputs:

f (a)∼ G P ( µ (a),k(a,a′)) (7)
µ (a) = E [ f (a)] (8)

k
(
a,a′

)
= E

[
( f (a)− µ (a))

(
f
(
a′
)
− µ

(
a′
))]

(9)

For the GP-based agent, we considered the GPR model with radial basis function (RBF) as the kernel. kRBF allows the GPR
model to generalize its learned value estimates depending on how (spatially) similar the options are to each other.

kRBF
(
a,a′

)
= exp

(
−1

2
(
a−a′

)> Θ −2 (a−a′
))

(10)

where Θ is the length scale hyperparameter. Like BMT, we assume that our GPR agent maintains a separate GP for each
sub-task and by design, also cannot do any compositional inference.

As GPRs with appropriate priors can approximate the true generative model used for sampling the reward distributions in
our task. We constructed a GPR model with compositionality built in, called compositional GPR. Such a model can compose
the learned reward estimates from the �rst two sub-tasks and hence, reason compositionally on the third sub-task. We again
assume the agent maintains a separate GP for each sub-task. We set the prior mean of the GPs corresponding to the �rst two
sub-tasks to zero. The covariance function for the �rst sub-task is de�ned through a linear kernel klinear de�ned as

klinear
(
a,a′

)
= va>a′ (11)
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where v is the scale hyperparameter. While the covariance function of the second sub-task is de�ned through a periodic kernel
kperiodic de�ned as

kperiodic
(
a,a′

)
= exp

(
−2sin2 (π | a−a′ | /p)

η 2

)
(12)

where p is a hyperparameter that determines the period length and η is a lengthscale hyperparameter.
The means and kernels for the �nal sub-task are obtained by composing the means and kernels from the �rst two sub-tasks64.

For the �rst trial of the additive composition, the kernel is set to the mean of the learned linear and the periodic kernel from the
two sub-tasks. The compositional additive kernel kadditive is de�ned as:

kadditive
(
a,a′

)
= 0.5(klinear

(
a,a′

)
+ kperiodic

(
a,a′

)
) (13)

While the prior mean for additive composition is set to the mean of the previously learned mean functions from the linear and
periodic sub-tasks. For the �rst trial of the change-point compositions, the kernel entries are set to that of the linear kernel if
both arms belong to the linear function, the periodic kernel if both belong to the periodic function, and zero otherwise. The
compositional change-point kernel kchange-point is de�ned as:

kchange-point
(
a,a′

)
= klinear

(
a,a′

)
α linear

(
a,a′

)
+ kperiodic

(
a,a′

)
α periodic

(
a,a′

)
(14)

where

α linear
(
a,a′

)
=

{
1 if a,a′ ∈ {0,1,2}
0 otherwise (15)

α periodic is de�ned analogously, giving a value of 1 whenever both arms’ a,a′ ∈ {3,4,5}. Note that we randomized whether the
�rst three arms would belong to the linear or the periodic function. The prior mean in the change-point composition is set to the
means learned in linear and periodic sub-tasks for the corresponding arms.

Meta-reinforcement learning
The version of RL2 we use consists of a recurrent neural network (RNN) network followed by two linear networks that output a
policy and a value estimate respectively39, 40. We denote the joint vector of parameters of this model with W. The network
receives task-relevant observations ot along with the action at−1 and reward from the previous time step rt−1 as input and
outputs a policy π (at |ht ,W) and a value estimate conditioned on the updated hidden state of the RNN. RL2 is trained on
samples from a task distribution p(ω ) to �nd the policy that maximizes the sum of rewards in an episode of �nite horizon H.
The full objective function being optimized is shown in Equation 16:

max
W

E p(ω ) ∏ p(rt ,ot+1|at ,ω )π (at |ht ,W)

[
H

∑
t=1

rt

]
(16)

The particular resource constraint considered in RR-RL2 is the description length of the meta-learned RL algorithm, which
is de�ned as the number of bits required to store its parameters. Mathematically, this can be accomplished through a simple
modi�cation of Equation 16:

max
Λ

E q(W|Λ )p(ω ) ∏ p(rt ,ot+1|at ,ω )π (at |ht ,W)

[
H

∑
t=1

rt

]
(17)

s.t. KL[q(W|Λ )‖p(W)]≤C

RR-RL2 differs from RL2 in two important ways. First, it uses a stochastic parameter encoding over neural network weights
q(W|Λ ) instead of a point estimate. Second, it places a constraint on the Kullback�Leibler (KL) divergence between q(W|Λ )
and a prior p(W), effectively limiting the number of bits that are needed to store the network’s parameters and therefore the
emerging reinforcement learning algorithm65.

The network architecture of RL2 and RR-RL2 agents consisted of a gated-recurrent unit of size 12866 followed by two
linear layers that map hidden state-to-value function and policy respectively. The model implementations closely followed
the implementation of Binz and Schulz44. We used a variational dropout prior67 for RR-RL2 and assumed that the encoding
distribution factorizes into a set of independent normal distributions with learnable means and log-variances. Models were
trained using a standard actor-critic loss at the end of each episode68. We used the ADAM optimizer69 with a learning rate of
0.001 and trained for a total of 106 episodes with batches of size 32. RR-RL2 relied on a dual gradient ascent procedure to
enforce the constraint on the KL divergence70. We obtained gradients w.r.t. the parameters of the encoding distribution λ using
the reparametrization trick71. We trained RR-RL2 with description lengths between 10 and 10000 nats.
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Modeling fitting and comparison
Bayesian models
The parameters of the Bayesian models were optimised endogenously for each participant, i.e., parameters of the model are
chosen to maximise the likelihood of the data observed so far as in Schulz and colleagues29. We feed in the choice taken and
reward received by participants from the previous trial and predict the expected reward and its uncertainty measure for all six
options for the given trial. Note that the predictions are made after each trial conditioned on all data points up to that trial in
the given task. The kernel parameters of these models are learned via gradient descent using the ADAM optimiser69 for 100
iterations. The initial prior noise of these models was set to 0.001.

Following prior work72, 73, we use a variant of upper con�dence bound sampling with an additional stickiness component as
an action selection policy for both Bayesian models:

z(at |β , τ , λ ) = β µ (at)+ τ σ (at)+ λ δ (at ,at−1) (18)

where δ (at ,at−1) takes the value of 1 if at = at−1 and 0 otherwise. This formulation includes uncertainty estimates for the
learned values as an additional term to guide exploration. It has been shown to capture human behaviour well in function
learning tasks28, 73 and also comes with performance guarantees74.

The policy pBayesian(at |β , τ , λ ) is then derived from these values using the softmax function:

pBayesian(i) =
ez(at )

∑ K
j=1 ez(at )

f or at = 0,1, . . . ,5 (19)

The free parameters β , τ , and λ were �tted to human choices using a Bayesian model �tting procedure for each participant
separately with the priors for parameters set to N (0,5). Model �tting was performed using the probabilistic programming
toolbox PYMC375. We used the marginal likelihood on the �rst trial of the compositional sub-task for model comparisons.

Meta-reinforcement learning
For modelling human choices, we assumed a mixture policy of the policy provided by the meta-reinforcement learning agent, a
random policy, and a stickiness term:

pRL2(at | ε , λ ) = (1− ε − λ )π (at | ht)+ ε |A |−1 + λ δ (at ,at−1) (20)

pRR-RL2(at | ε , λ ,C) = (1− ε − λ )π (at | ht ,C)+ ε |A |−1 + λ δ (at ,at−1) (21)

where C, ε and λ are free parameters, |A | denotes the number of available actions, and δ (at ,at−1) takes the value of 1
if at = at−1 and 0 otherwise. The marginal distribution π (at | ht) was approximated with 10 samples from the encoding
distribution.

We performed a grid search over the free parameters ε , λ and C and obtained a log-likelihood estimate for all pairs of
parameters. ε and λ could take values between 0 and 1 with increments of 0.02, subject to the constraint that their sum is less
than or equal to 1. The description length C could take values from 10 to 10,000 in steps of 10. We assumed a uniform prior
probability over these discretized parameter values, which allows us to compute the marginal log-likelihood for the �rst trial of
the compositional sub-task as follows:

log ∑
ε

∑
λ

∑
C

exp

(
N

∑
n=1

pRR-RL2(a11,n,i | ε , λ ,C)

)
− log(NC ·Nε ·Nλ ) (22)

where NC, Nε , and Nλ correspond to the number of considered values for each parameter.

Model comparison
To obtain a quantitative measure of the goodness-of-�t to human choices, we conducted a Bayesian model comparison of
all previously outlined models. We provide the full list of �tted parameters for each model in the SI. We measured the �t to
human choices based on two metrics: posterior model frequency and exceedance probability45. The posterior model frequency
measures how often a model offers the best explanation in the population, while the exceedance probability measures how
likely it is that a given model is the most frequent explanation. We compute the metrics for model comparison using a Python
implementation of the Variational Bayesian Analysis (VBA) toolbox [URL]. The toolbox requires us to provide log evidence �
the marginal log-likelihood from the model �tting procedure in our case � for each model and participant, which we compute as
previously described. For further details about this model comparison procedure see Rigoux and colleagues45.
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Supporting information
S1 Text. Supplementary information �le including �ne-grained behavioural analysis, implementation details for the different
models and the model comparison procedure, additional model comparison results, other alternative hypothesis that were ruled
out, con�dentiality statement, compute and data/code availability. This �le includes Figure 1 (Regrets in linear and periodic
sub-tasks), Figure 2 (Mean regrets for linear and periodic sub-tasks across tasks), Figure 3 (Number of unique options picked
by participants over tasks), Figure 4 (Extent of zero-shot compositional inference.), Figure 5 (Analysis of regrets for same and
different condition in experiment 1), Figure 6 (Analysis of regrets for same and different condition in experiment 2), Figure 7
(Model simulations, Figure 8 (Exceedance probability), Figure 9 (Model comparison for all trials of the last sub-task.), Figure
10 (Model comparison for �rst trial last sub-task), Figure 11 (RR-RL2 model with low description lengths display corner-arm
bias), Figure 12 (Comparing performance of participants better �tted by Bayesian Mean Tracker with those by RR-RL2), Figure
13 (Marginal log-likelihoods over trials), Figure 14 (Composers versus non-composers), and Figure 15 (Analysis of RR-RL2

regrets). Figure legends see inside S1.
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1 Fine-grained behavioural analysis
Performance of participants in the first two sub-tasks: In the main paper, we reported how participants’ performance
in the �rst two sub-tasks can explain their behaviour on the �nal compositional sub-task. In Supplementary Fig. 1, we show
the participant’s regrets in the linear and periodic sub-task of the curriculum condition in experiment 1 and experiment 2. We
found that participants continue to learn over trials in these two sub-tasks as well. Thereby, they lend support to the hypothesis
tested in the main text that performance in the �nal sub-task could be affected by how well participants’ have learned the latent
functions in the �rst two sub-tasks.

Zero-shot compositional inference when the most rewarding option is same across sub-tasks than when it is different:
We divided the �nal sub-task in the curriculum condition into two groups. One in which the optimal choices are the same
across all three sub-tasks, which we call the �same� condition, and the other in which the optimal choice in the third sub-task
differs from the �rst two sub-tasks, which we call the �different� condition. In Figure 4, we compared the probability of picking
the optimal option and regret on the �rst trial of the third sub-task for both conditions. We found that the mean p(optimal)
is higher for the �same� condition (M = 0.5086,SD = 0.0311) than the �different� condition (M = 0.3406,SD = 0.0233),
with the difference being signi�cant (t = 6.4946, p < 0.0001). However, their performance in the �different� condition is
still signi�cantly better than the non-curriculum condition (M = 0.1921,SD = 0.00732, t = 3.2499, p < 0.01). The same
results hold for experiment 2 as well. The mean p(optimal) is once again signi�cantly higher for the �same� condition
(M = 0.3553,SD = 0.0171) than the �different� condition (M = 0.2826,SD = 0.0245, t = 3.1182, p < 0.01), but the latter is
still signi�cantly better than the non-curriculum condition (M = 0.1681,SD = 0.0080, t = 2.5552, p < 0.05). These results
indicate that people can perform zero-shot compositional reasoning in our task.

Next, we repeated the logistic regression analyses for the two groups. We found that for the �same� condition in experiment
1, linear and periodic regrets predicted the optimal performance on the �rst trial equally well. In the �different� group, linear
and periodic regrets had a much stronger in�uence on predicting the optimal arm. The other sub-plots follow the same trend as
the original analysis, with linear regrets and periodic regrets predicting non-optimal corner and phasic choices on the �rst trial
more strongly than their counterparts respectively. For details, refer to the main text. In Figure 5 and 6, we show the results
from the analysis of regrets for the same and the different conditions for experiment 1 and experiment 2 respectively.

Learning to learn across tasks: To investigate whether participants get the task only after an �Aha� moment, we �rst tested
if there is any signi�cant difference in mean regret performance, across participants, between tasks and found that there were
no such differences. We also found no signi�cant differences in the zero-shot compositional inference, when averaged over all
participants. Therefore, we �tted a regression discontinuity design (RDD) model independently to each participant to test if
they showed a sharp change in task performance in the experiment. This is done by introducing a variable, called �treatment
effect� into a linear regression model that regresses task indices onto task performance with an intercept. The treatment effect
is assigned a value of one if greater than the threshold otherwise it is assigned a value of zero. The threshold value for the
treatment effect is determined by maximum likelihood estimation. We compared the RDD and linear regression model using
Bayesian Information Criterion (BIC). As reported in Table 1, we found that the linear regression model �tted human data
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better for all sub-tasks in experiment 1 and experiment 2. This indicates that participants did not have an explicit ‘Aha moment’
whilst learning in our task.

Table 1. Comparing Bayesian information criterion (BIC) � lower the better � between linear regression (LR) model and
regression discontinuity design (RDD) for explaining ‘Aha moment’.

Experiment 1 Experiment 2

Subtask LR RDD LR RDD
Linear 3914.9622 4239.0604 4489.8277 4850.1920

Periodic 5494.4120 5765.8175 6011.9035 6330.1861
Composition 6844.2816 7181.2735 7247.4654 7622.3551

2 Models
2.1 Bayesian Mean-Tracker
If Dt−1 encapsulates the history of actions and rewards taken until trial t−1, the posterior distribution of the reward function is
a Gaussian distribution.

P( ft(a) |Dt−1) = N ( ft(a);mt(a),vt(a)) (1)

where mean mt is de�ned as:

mt(a) = mt−1(a)+δt−1(a)Gt−1(a) [rt−1−mt−1( j)] (2)

and variance as:

vt(a) = [1−δt−1(a)Gt−1(a)]
[
vt−1( j)+σ2

ζ

]
(3)

where δt−1(a)=1 if arm a was chosen on trial t−1 or 0 otherwise. Where gain Gt de�ned as :

Gt(a) =
vt(a)+σ2

ζ

vt(a)+σ2
ζ +σ2

ε
(4)

can be seen as analogous to the learning rate.

2.2 Gaussian Process Regression
The posterior distribution over functions after observing a given data set of observations is also a GP with the mean vector
µpost and covariance matrix Kpost de�ned as follows:

µpost = K>a,a∗
(
Ka,a +σ2I

)−1 r (5)

Kpost = Ka∗,a∗ −K>a,a∗
(
Ka,a +σ2I

)−1 Ka,a∗ (6)

σpost(a) = Kpost (a,a) (7)

where r is a vector of rewards for chosen arms, Ka,a∗ is the covariance matrix between previously chosen arms a and all other
arms a∗, Ka,a is the covariance matrix between all previously chosen arms, and Ka∗,a∗ is the covariance matrix between all
arms the agent can pick.

2.3 Model simulation
We simulated all six models mentioned in the main text on our compositional bandit task and measured their performance
in terms of regrets. In Supplementary Fig. 7, we show the regrets on the �nal sub-task. We considered two policies for
the Bayesian models during the model simulation phase: an upper con�dence bound policy1, 2 and an ε-greedy policy. We
performed a grid search procedure to determine the optimal hyperparameter values for the policies. We report results from the
agent with ε-greedy policy as it achieved higher performance on the task. For the meta-reinforcement learning models, we
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performed a single forward pass through the converged meta-learned agents on the compositional bandit task for a total of 1000
simulation runs and sampled from the resulting policies. Network parameters were kept constant during this stage.

We found that performance on the �rst trial was substantially above chance level for four of the models that can compose
(the compositional BMT and GPR, as well as the two meta-learning agents), indicating that they can re-use the earlier learned
functions to compose new functions in a zero-shot manner. The highest performance was obtained by RL2, followed by the
compositional GPR and BMT models. RR-RL2’s performance was meditated by its description length, with high description
length leading to models that matched the performance of RL2. In contrast to this, the non-compositional agents (BMT and
GPR) started the �nal sub-task by performing at the chance level and continued to get better over trials. However, their
performance does not reach the same level as compositional agents even after the stipulated number of trials.

2.4 Analysis of errors
As mentioned in the main text, we �tted a separate Bayesian logistic regression model in PYMC3 from the total regrets (summed
over all trials) in the �rst two sub-tasks onto four choice categories (optimal arm, non-optimal corner arms, non-optimal phasic
arm, and neither of the above) coded as a binary variable. The regression coef�cients for the total regrets in the �rst two
sub-tasks were estimated for each participant separately using Normal priors, N (0,1), for both coef�cients. For details about
the exact Markov chain Monte Carlo sampling method we used for parameter estimation, please refer to the project repository
linked below.

3 Model comparison
The full list of �tted parameters for each model is shown in Table 2. The terms β and τ correspond to coef�cients for the mean
and uncertainty predictions made by the Bayesian models on a trial-by-trial basis. C and ε correspond to the description length
and ε of the ε-greedy policy used by the meta-reinforcement learning agents. The λ corresponds to the coef�cient towards the
stickiness to the option picked one time-step before and is common to both types of models.

Table 2. Fitted parameters in each model.

Model Parameters

Bayesian Mean-Tracker β ,τ,λ
Compositional Bayesian Mean-Tracker β ,τ,λ
Gaussian Process Regression β ,τ,λ
Compositional Gaussian Process Regression β ,τ,λ
RL2 ε,λ
RR-RL2 ε,λ , C

Model comparison results for the first trial: In Supplementary Fig. 8, we show that RR-RL2 best captures how people
compose on the �rst trial of the last sub-task with exceedance probability amounting to approximately 0.99 in both experiment
1 and experiment 2.

Model comparison over all trials: We also additionally evaluated our models’ capacity to predict human choices over all
trials of the compositional sub-task. To do this, we repeated our Bayesian model comparison procedure but now for model
predictions for all trials of the �nal sub-task. Such a comparison tells us how different models fare in terms of capturing the
learning-to-compose behaviour within the last task. We show two performance measures (a-b) posterior model frequency
(PMF) and (b-c) exceedance probability (EP) in Supplementary Fig. 9 with results for experiment 1 on the left-column and
experiment 2 on the right column. We found that compositional Bayesian mean-tracker (EP=0.3680, PMF=0.3165) comes
a close second to RR-RL2 (EP=0.4833, PMF=0.3299) in terms of both performance measures in experiment 1. Whereas in
experiment 2, the Bayesian mean-tracker (EP=1.0, PMF=0.6241) clearly outperforms RR-RL2 (EP=0., PMF=0.1819).

We were particularly surprised by how well the Bayesian mean-tracker and its compositional variant captured human
behaviour in our tasks as these models learn values for each option independently without any generalisation across options
Thus, we conducted a more �ne-grained analysis as a follow-up where we compare the marginal log-likelihood (MLL) of
the top two competing models on a trial-by-trial basis, as shown in Supplementary Fig. 13. We found that although RR-RL2

explains the human choices the best on the �rst trial in both experiments, compositional BMT and BMT can capture quite
a lot of variance when all trials in the �nal task are taken into account in experiment 1 and experiment 2. The difference
between RR-RL2 and the compositional BMT in experiment 1 is not signi�cant based on an independent two-sample t-test
for any of the trials in experiment 1. Whereas between RR-RL2 and the BMT in experiment 2, the differences are signi�cant
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for all except trial 2 with BMT performing better than RR-RL2. This could be because RR-RL2 models do not display
any learning to compose behaviour over trials but rather just compose to different extents depending on their description
length as shown in Supplementary Fig. 7. Whereas, the Bayesian mean-tracker and its compositional variant �tted to human
choices continue to learn over trials. They learn value estimates for all the different options people have picked so far, i.e.
all trials until the given trial, which can then be successfully used to predict future human choices. This could also partly be
attributed to the model �tting procedure we used from3, which involves optimising the model parameters endogenously for
each participant (see Methods section for details). Following this procedure results in the model placing a high probability
mass on all choices participants have made in the experiment until the given trial. Conversely, other models, including the RL2,
learn the true underlying reward function over options and do not place high probability mass precisely on previously chosen
options. The by-product of this artefact manifests in the trial-by-trial comparison of the marginal log-likelihoods shown in
Supplementary Figure 13, where compositional BMT demonstrates a good �t to human choices by the end of the sub-task.
However, considering how sticky people were (i.e. their tendency to pick the last picked choice) in our task, the Bayesian
mean-tracker and its compositional variant capturing decent variance in human data should not come as a surprise.

Participants showing zero-shot transfer are better fit by RR-RL2: We tested whether subjects showing evidence of
zero-shot transfer are better �t by the RR-RL2 than by the BMT model. To do this, we �rst split participants into two groups
based on the marginal log-likelihoods, which was derived by �tting the model to participants’ choices across all trials of the
�nal sub-task. In Figure 12, we show the regrets on the compositional sub-task between the groups across all trials (a & c)
and on the �rst trial (b & c). We found the mean regret of RR-RL2 participants (M = 1.7903,SE = 0.0977) was signi�cantly
lower than that of the BMT participants (M = 2.6077,SE = 0.0967) in experiment 1 (t = 5.9563, p < 0.000001). Similarly, in
experiment 2 (t = 6.9343, p < 0.000001), the mean regret RR-RL2 participants (M = 1.4064,SE = 0.0943) was lower than
that of the BMT participants (M = 2.1482,SE = 0.0505). Taken together, these results indicate that participants better �tted by
RR-RL2 display better zero-shot transfer than those by BMT.

Composers versus non-composers: To supplement the analysis in the main text, we performed an analysis where we �rst
grouped the participants based on their �tted description lengths into two groups with the �rst group including participants with
�tted description lengths between 1000 to 10000 and the second group including participants with �tted description lengths
between 10 to 100. Then, we compared the zero-shot compositional inference between the two groups and showed the results in
Supplementary Fig. 14 for experiment 1 and experiment 2. We found that participants in the �rst group, labelled as composers,
performed near-perfect zero-shot compositional inferences in both experiments 1 and 2. Whereas the choices from participants
in the second group labeled non-composers, were far away from optimality in both experiments 1 and 2 and behaved similarly
to participants from non-curriculum conditions.

Analysis of regrets of RR-RL2 model choices: We inspected how the performance of RR-RL2 in the �rst two sub-tasks
in�uences the behaviour on the �rst trial of the compositional sub-task and show the results from this analysis in Supplementary
Fig. 15. We see that the posterior regression coef�cients match human behaviour qualitatively, especially in experiment 2. They
also do so in experiment 1 but with slight discrepancies. We found that the agents make optimal choices when they learn the
linear sub-task better than the periodic sub-task in both experiment 1 and experiment 2, unlike humans where they do so when
they learn both sub-tasks equally well. Additionally, we also found that agents also seem to be picking the non-optimal arms
when they learn periodic sub-tasks better than linear sub-tasks in experiment 1. However, the rest of the results are in order
with agents in both experiments following a completely different strategy from the ones above when they do not learn both the
sub-tasks well.

4 Ruling out alternative hypothesis
Mentally adding maximal rewards from memory: We added a new model to the model comparisons to test the hypothesis
that people mentally add numbers from memory and then choose the maximum from the sums. This model, which we call
�Compositional Bayesian Mean-tracker (mean only)�, composes learned means from the �rst two sub-tasks without considering
their uncertainties. Therefore, it disregards the exploration component during function learning. The model comparison which
included this new model still showed that the resource rational meta-reinforcement learning model (RR-RL2) still explains
choices on the �rst trial better than other models in both experiments(M = 0.5049,SE = 2.6593e−03). However, the posterior
model frequency of the �Compositional Bayesian Mean-tracker (mean only)� model (M = 0.0809,SE = 7.9126e− 04) is
almost the same as that of the �Compositional Bayesian Mean-tracker� (M = 0.0807,SE = 7.8957e−04) in experiment 1. In
experiment 2, similar results were found with the posterior model frequency of the �Compositional Bayesian Mean-tracker
(mean only)� model (M = 0.06437,SE = 5.4260e−04) is almost the same as that of the �Compositional Bayesian Mean-tracker�
(M = .00645,SE = 5.4339e−04). For details, see Figure 10.
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Corner-arm heuristic: In experiment 1, we found that the zero-shot compositional inference on compositions where corner
options are the best choices across all three sub-tasks was better (M = 0.5086,SE = 0.0311) than when they were not
(M = 0.3406,SE = 0.0233; t = 6.4946, p < 0.0001). However, their performance on the non-corner options is still better than
the non-curriculum condition (M = 0.1921,SE = 0.00732; t = 3.2499, p < 0.01) indicating that they can perform zero-shot
compositional reasoning, albeit not optimally, see Figure 4 (a).

We additionally included a new model, called the corner-arm heuristic, into the model comparison whose policy is a mixture
of picking the corner options, a random policy, and a stickiness term:

pCorner(at | ε,λ ) = (1− ε−λ )π(at)+ ε|A |−1 +λδ (at ,at−1) (8)

where C, ε and λ are free parameters, |A | denotes the number of available actions, and δ (at ,at−1) takes the value of 1 if
at = at−1 and 0 otherwise. The policy π(at) is to pick the two corner options with equal probability.

The new model comparison showed that RR-RL2 is still the best model (M = 0.5049,SE = 2.6593e−03) even though
the corner-arm heuristic does explain people’s choices to an extent in terms of posterior model frequency (M = 0.2111,SE =
1.7718e−03). In terms of exceedance probability, RR-RL2 explains human data better than other models. Furthermore, it can
be seen in Figure 11 that the RR-RL2 model with low description lengths (in maroon) shows the same tendency to pick corner
options as participants. These results indicate that RR-RL2 accounts for the various ways in which participants experience
dif�culty in mentally overlaying the rewards.

Reward-based learning versus verification: We compared the mean number of selected options per sub-task across all
participants against the total number of trials within a sub-task to test if participants are engaged in veri�cation and testing. If
participants choose all options in every sub-task, it indicates that they might be engaging in verifying the function. However,
we found that the mean number of options selected was signi�cantly less than �ve and continues to decrease across tasks, see
Figure 3. Furthermore, we found that the mean regrets decrease signi�cantly across trials (within each sub-task) and tasks in
both experiments which suggests that they are actively trying to learn the underlying latent function to earn more points, see
Figure 2. Lastly, it is important to note that participants were exclusively instructed to maximize rewards and had to pass an
attention check which veri�es if they have fully understood the task instruction.

5 Confidentiality, Participation/Withdrawal, and Data Protection Statements
Instructions as given to the participants at the beginning of the experiment: "Your participation in this study will remain
con�dential. Your Proli�c ID will NOT be shared with anyone outside the research team. Your participation in this study is
completely voluntary and you may refuse to participate or you may choose to withdraw at any time. However, you will only be
paid for participation upon completion and if you enter the correct completion code provided at the end of the study. Your data
will be made anonymous and only used in the manner described in our data protection sheet, available here." For more details,
check out the human experiment directory within the project’s GitHub repository mentioned below.

6 Compute
We used an OpenHPC-based in-house cluster to run all analyses. Speci�cally, we used a CPU-only cluster with 28 nodes, 512
GB (DDR4 3200 MHz) memory, and running Ubuntu on AMD EPYC 7452 with 64 cores. Each model � one single seed �
took about 4-5 hours to train.

7 Data and code availability
We make the experimental data, and the code-base used to run the experiment, analyze participants’ behaviour, and perform
model-based analysis available on GitHub via this repository:
https://github.com/akjagadish/resource-rational-compositional-RL
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(a) (b)

Figure 1. Regrets in linear and periodic sub-tasks. (a-b) Mean regrets for participants in the linear (in orange) and periodic
(in blue) sub-task in (a) experiment 1 and (b) experiment 2. Error bars represent standard errors computed over participants.

(a) (b)

Figure 2. Mean regrets for linear and periodic sub-tasks across tasks. (a-b) Mean regrets over the twenty tasks for
participants in the linear (in orange) and periodic (in blue) sub-task in (a) experiment 1 and (b) experiment 2. When task
indices are linearly regressed onto tasks regrets, the �tted slope for linear ( �β =−0.1129±0.030, p < 0.0001) and periodic
( �β =−0.1159±0.046, p < 0.05) sub-tasks are negative and signi�cant in experiment 1. Similarly, in experiment 2, the �tted
slope for linear ( �β =−0.1159±0.027, p < 0.0001) and periodic ( �β =−0.1147±0.039, p < 0.005) sub-tasks are negative
and signi�cant. Error bars represent standard errors computed over participants.
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(a) (b)

Figure 3. Number of unique options picked by participants over tasks. For samples from linear (in blue) and periodic (in
red) latent reward functions for (a) experiment 1 and (b) experiment 2. When task indices are linearly regressed onto tasks
regrets, the �tted slope for linear ( �β =−0.1956±0.049, p < 0.0001) and periodic ( �β =−0.1690±0.048, p < 0.001)
sub-tasks are negative and signi�cant in experiment 1. Similarly, in experiment 2, the �tted slope for linear
( �β =−0.3819±0.047, p < 0.0001) and periodic ( �β =−0.2831±0.046, p < 0.0001) sub-tasks are negative and signi�cant.
Error bars represent standard errors computed over participants.

(a) (b)

Figure 4. Extent of zero-shot compositional inference. Probability of participants making the optimal choice on the �rst
trial of the �nal sub-task in (a) experiment 1 and (b) experiment 2. We divided the �nal sub-task in the curriculum condition
into two groups. One in which the optimal choices are the same across all three sub-tasks, which we call the �Same� condition,
and the other in which the optimal choice in the third sub-task differs from the �rst two sub-tasks, which we call the �Different�
condition. Error bars represent standard errors computed over participants
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(a)

(b)

Figure 5. Analysis of regrets for experiment 1: (a-b) Explaining the performance of humans in the last sub-task based on
their task performance in the �rst two sub-tasks for (a) same and (b) different conditions. The same procedure illustrated in the
main text for explaining human task performance was followed.
(a) When the optimal arm was picked, periodic sub-task (M =−0.0191,SE = 0.0001 t = 163.1679, p < 0.001) had a lower
mean than linear sub-task (M = 0.0068,SE = 0.0001); When the agent picked the non-optimal corner arms, their performance
in linear sub-task (M =−0.1867,SE = 0.0002; t =−424.7110, p < 0.001) was better than the periodic sub-task
(M =−0.0696,SE = 0.0001). But for the non-optimal phasic arm, the periodic sub-task
(M =−0.05428,SE = 0.0001; t = 211.8507, p < 0.001) was better than the linear sub-task (M =−0.01807,SE = 0.0001) as
expected. For neither, both linear (M =−0.0052,SE = 0.0001) and periodic sub-tasks (M = 0.0200,SE = 0.0001)
performance were worse. (b) For optimal choices, linear sub-task (M =−0.0639,SE = 0.0001; t =−245.9030, p < 0.001)
had a lower mean than periodic sub-task (M =−0.0364,SE = 0.0001); When agent picked the non-optimal corner arms, their
performance in linear sub-task (M =−0.0638,SE = 0.0001; t =−551.774, p < 0.001) was slightly better than the periodic
sub-task (M =−0.0066,SE = 0.0001). Whereas, for the non-optimal phasic arm, the linear sub-task
(M = 0.0027,SE = 0.0001; t = 342.900, p < 0.001) was better as expected than the periodic sub-task
(M =−0.0318,SE = 0.00005). Lastly, when neither of the options mentioned above were picked both linear
(M = 0.1665,SE = 0.0001) and periodic sub-tasks (M = 0.1014,SE = 0.0001) performance were worse.
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(a)

(b)

Figure 6. Analysis of regrets for experiment 2: (a-b) Explaining the performance of humans in the last sub-task based on
their task performance in the �rst two sub-tasks for (a) same and (b) different conditions. The same procedure illustrated in the
main text for explaining human task performance was followed.
(a) When the optimal arm was picked, linear sub-task (M =−0.0346,SE = 0.0001; t = 83.666, p < 0.001) had a lower mean
than periodic sub-task (M =−0.0433,SE = 0.0001); When the agent picked the non-optimal corner arms, their performance
in linear sub-task (M =−0.0600,SE = 0.0001; t =−189.1949, p < 0.001) was slightly better than the periodic sub-task
(M =−0.03976,SE = 0.0001). But for the non-optimal phasic arm, the linear sub-task
(M =−0.0337,SE = 0.0001; t =−171.923, p < 0.001) was better than the periodic sub-task (M =−0.0171,SE = 0.00005)
as expected. For neither, both linear (M = 0.09380,SE = 0.0001) and periodic sub-tasks (M = 0.1089,SE = 0.0001)
performance were worse as expected. (b) For optimal choices, linear sub-task
(M =−0.0678,SE = 0.0002; t =−47.3271, p < 0.001) had a lower mean than periodic sub-task
(M =−0.0583,SE = 0.0001); When agent picked the non-optimal corner arms, their performance in linear sub-task
(M =−0.0636,SE = 0.0001; t =−339.8967, p < 0.001) was slightly better than the periodic sub-task
(M =−0.0038,SE = 0.0001). Whereas, for the non-optimal phasic arm, the linear sub-task
(M =−0.0036,SE = 0.0001; t = 154.274, p < 0.001) was better as expected than the periodic sub-task
(M =−0.0296,SE = 0.0001). Lastly, when neither of the options mentioned above were picked, both linear
(M = 1.4199,SE = 0.0039) and periodic sub-tasks (M = 1.49851,SE = 0.0042) performance were worse.
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(a) (b) (c) (d)

Figure 7. Model simulations. (a-b) Mean regrets for the models averaged over simulation runs in the �nal sub-task in (a)
experiment 1 and (b) experiment 2. The dotted lines in black indicate mean regret from a random policy. (c-d) Mean regrets of
RR-RL2 averaged over simulation runs in the �nal sub-task for different description lengths in (c) experiment 1 and (d)
experiment 2. 35 different description lengths were sampled uniformly within the interval 10 to 10000 (in log-space). The
mean regret of RL2 (in red) was included to show that it lower bounds the performance of RR-RL2 on the same task. Error bars
for models show standard errors over 1000 simulation runs

(a) (b)

Figure 8. Exceedance probability. (a-b) Exceedance probabilities for all competing models �tted to participant choices on
the �rst trial of the last sub-task in (a) experiment 1 and (b) experiment 2.
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(a) (b)

(c) (d)

Figure 9. Model comparison for all trials of the last sub-task. (a-b) The posterior model frequency of all models �tted to
participant choices over all trials of the last sub-task in (a) experiment 1 and (b) experiment 2. (c-d) Exceedance probabilities
for all competing models �tted to participant choices on all trials of the last sub-task in (c) experiment 1 and (d) experiment 2.
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(a) (b)

(c) (d)

Figure 10. Model comparison for �rst trial last sub-task. (a-b) The posterior model frequency of all models �tted to
participant choices on the �rst trial of the last sub-task in (a) experiment 1 and (b) experiment 2. (c-d) Exceedance probabilities
for all competing models �tted to participant choices on the �rst trial of the last sub-task in (c) experiment 1 and (d) experiment
2.
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(a) (b)

Figure 11. RR-RL2 model with low description lengths display corner-arm bias. (a-b) Marginal distribution of simulated
choices from RR-RL2 model on the �rst trial of the �nal for (a) experiment 1 and (b) experiment 2. The simulated choices from
RR-RL2 model with description lengths in the range of 10 to 100 were pooled together and compared against optimal choices.
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(a) (b)

(c) (d)

Figure 12. Comparing performance of participants better �tted by Bayesian Mean Tracker with those by RR-RL2. (a
& c) Mean regrets over trials for participants in the �nal sub-task in (a) experiment 1 and (c) experiment 2. (b & d) Regrets on
the �rst trial for participants in the �nal sub-task in (b) experiment 1 and (d) experiment 2. BMT refers to the Bayesian Mean
Tracker model with upper con�dence bound-based sampling policy and RR-RL2 refers to the resource-rational
meta-reinforcement learning model. Participants are grouped into two groups: the BMT group refers to participants who are
better explained by the BMT model and RR-RL2 group consists of those who are better �t by the RR-RL2 model.
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(a) (b)

Figure 13. Marginal log-likelihoods over trials. (a) Marginal log-likelihood (MLL) of the top two competing models:
Compositional Bayesian Mean-tracker (BMT) and RR-RL2 �tted to human choices in experiment 1 on a trial-by-trial basis. (b)
Marginal log-likelihood of the top two competing models in experiment 2: Bayesian Mean-tracker (BMT) and RR-RL2.

(a) (b)

Figure 14. Composers versus non-composers. (a-b) Probability of making the optimal choice on the �rst trial of the �nal
sub-task between composers, non-composers, optimal and non-curriculum conditions for (a) experiment 1 and (b) experiment 2.
Participants were put into two groups based on their �tted description lengths from the RR-RL2 model. In the high description
length group (called, the composers), participants whose �tted description lengths were in the range of 1000 to 10000 were
included and in the low description group (referred to as the non-composers), we considered those whose �tted description
lengths were in the range of 10 to 100.
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(a)

(b)

Figure 15. Analysis of RR-RL2 regrets: (a-b) Explaining the performance of RR-RL2 in the last sub-task based on its task
performance in the �rst two sub-tasks for (a) experiment 1 and (b) experiment 2. The same procedure illustrated in the main
text for explaining humans task performance was followed.
(a) When the optimal arm was picked, linear sub-task (M =−0.2830,SE = 0.0002; t =−505.0662, p < 0.001) had a lower
mean than periodic sub-task (M =−0.1603,SE = 0.0001); When the agent picked the non-optimal corner arms, their
performance in periodic sub-task (M =−0.3629,SE = 0.0002; t = 146.6408, p < 0.001) was slightly better than the linear
sub-task (M =−0.3174,SE = 0.0002). But for the non-optimal phasic arm, the periodic sub-task
(M =−0.2946,SE = 0.0002; t = 173.6793, p < 0.001) was better than the linear sub-task (M =−0.24828,SE = 0.0002) as
expected. For neither, both linear (M = 0.7048,SE = 0.0004) and periodic sub-tasks (M = 0.6280,SE = 0.0004) performance
were worse as expected. (b) For optimal choices, linear sub-task (M =−0.4940,SE = 0.0003; t =−314.1053, p < 0.001) had
a lower mean than periodic sub-task (M =−0.3886,SE = 0.0002); When agent picked the non-optimal corner arms, their
performance in linear sub-task (M =−0.4773,SE = 0.0003; t =−141.5513, p < 0.001) was slightly better than the periodic
sub-task (M =−0.4280,SE = 0.0002). Whereas, for the non-optimal phasic arm, the periodic sub-task
(M =−0.4221,SE = 0.0002; t = 293.7915, p < 0.001) was better as expected than the linear sub-task
(M =−0.3328,SE = 0.0002). Lastly, when neither of the above-mentioned options were picked, both linear
(M = 0.8469,SE = 0.0004) and periodic sub-tasks (M = 0.6918,SE = 0.0004) performance were worse.
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Abstract

Ecological rationality refers to the notion that hu-
mans are rational agents adapted to their envi-
ronment. However, testing this theory remains
challenging due to two reasons: the dif�culty
in de�ning what tasks are ecologically valid and
building rational models for these tasks. In this
work, we demonstrate that large language mod-
els can generate cognitive tasks, speci�cally cat-
egory learning tasks, that match the statistics of
real-world tasks, thereby addressing the �rst chal-
lenge. We tackle the second challenge by deriving
rational agents adapted to these tasks using the
framework of meta-learning, leading to a class of
models called ecologically rational meta-learned
inference (ERMI). ERMI quantitatively explains
human data better than seven other cognitive mod-
els in two different experiments. It additionally
matches human behavior on a qualitative level:
(1) it �nds the same tasks dif�cult that humans
�nd dif�cult, (2) it becomes more reliant on an
exemplar-based strategy for assigning categories
with learning, and (3) it generalizes to unseen
stimuli in a human-like way. Furthermore, we
show that ERMI’s ecologically valid priors allow
it to achieve state-of-the-art performance on the
OpenML-CC18 classi�cation benchmark.

1. Introduction

Ecological rationality refers to the idea that humans are ra-
tional agents adapted to the ecological environments they
interact with. Nearly seventy years ago, Brunswik (1955)
emphasized that we have to move beyond laboratory settings
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and understand cognition in the light of naturalistic environ-
ments. Later on, Simon (1990) famously argued that human
decision-making is like the two blades of a scissor, with one
blade representing the cognitive processes of the mind and
the other the structure of the environment in which the mind
operates. Todd & Gigerenzer (2012) furthered this notion
by introducing the term ecological rationality, suggesting
that minds are adapted to their environments through the
use of simple, context-speci�c strategies.

However, it has remained challenging to build computa-
tional models that describe how people implement strategies
adapted to their environment for two reasons. First, de�ning
ecologically valid tasks is still an open problem (Barker,
1968; Neisser, 1987; Hammond, 1998) and second, even
if we have access to such tasks, it is challenging to build
models that solve them rationally.

In the present paper, we address both of these challenges.
We show that large language models (LLMs) � having been
trained on large amounts of human-generated text � can
serve as a useful tool for generating ecologically valid tasks,
thereby addressing the �rst challenge. To address the second
challenge, we then derive rational learning algorithms for
these tasks using the framework of meta-learning (Pratt
& Thrun, 1998; Hochreiter et al., 2001; Binz et al., 2023),
leading to a class of models that we call ecologically rational
meta-learned inference (ERMI).

We illustrate our approach using the domain of category
learning (Ashby & Maddox, 2005) � one of the best-
studied areas of cognitive science. We begin by verifying
that LLMs can generate category learning tasks whose statis-
tics match real-world classi�cation data sets (Bischl et al.,
2019). Following this, we show that ERMI quantitatively
explains human data from two different category learning
experiments better than seven other cognitive models. Fur-
thermore, ERMI aligns with human behavior qualitatively:
(1) it �nds the same tasks dif�cult that humans �nd dif�cult,
(2) it shows the same transition of categorization strategies
as humans, and (3) it generalizes to unseen stimuli in a
human-like way. Taken together, these results suggest that
we can explain human category learning to a large extent
using the principle of ecological rationality.
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Furthermore, we hypothesized that the ecologically valid
priors encoded in ERMI allow it to perform well on classi-
�cation tasks from the machine learning literature. To test
this hypothesis, we evaluate ERMI on the curated classi�-
cation benchmark OpenML-CC18 (Bischl et al., 2019) and
�nd that it achieves state-of-the-art performance.

2. Related work

LLMs for data generation: Recently, the wider concept
of using LLM-generated data to train another model has
become more popular (Gunasekar et al., 2023; Schick &
Sch¤utze, 2021; Wang et al., 2023; Bai et al., 2022; Mitra
et al., 2023; Taori et al., 2023). For example, Gunasekar et al.
(2023) prompted GPT-3.5 to generate synthetic textbook-
quality data which they used to train a smaller transformer-
based model. To justify this approach in the context of
ecological rationality, one has to �rst establish that LLMs
can produce ecologically valid tasks. Borisov et al. (2022)
have done so recently by showing that LLMs are realistic
tabular data generators, while Grif�ths et al. (2023) demon-
strated that LLM-generated data matches the priors of hu-
man subjects in several settings. (Coda-Forno et al., 2023)
have shown that LLMs can even adapt their priors by meta-
learning fully in-context.

Meta-learned models of cognition: Using models that
achieve optimal task performance to study behavior is cen-
tral to the rational analysis of cognition (Anderson, 1991b).
Traditionally, these models have taken the form of Bayesian
models (Grif�ths et al., 2008). However, the Bayesian
framework does not permit the construction of rational mod-
els for a given data set of tasks. The framework of meta-
learning offers a way to overcome this problem (Binz et al.,
2023). Unlike Bayesian models, meta-learned models of
cognition can learn adaptive priors by repeatedly interact-
ing with a distribution of tasks. Furthermore, these models
have been shown to converge onto the optimal learning algo-
rithm for the environments they are trained on (Ortega et al.,
2019) and can be used in cases where the hand-crafting of
assumptions is impractical or even infeasible.

Recently, it has been shown that meta-learned models cap-
ture human behavior across a wide range of domains, in-
cluding decision-making (Binz et al., 2022a), reinforcement
learning (Kumar et al., 2022; Binz & Schulz, 2022b; Jensen
et al., 2023; Schubert et al., 2023), and compositional reason-
ing (Jagadish et al., 2023; Lake & Baroni, 2023). However,
all these previous applications have relied on environments
hand-engineered by researchers instead of ecologically valid
ones.

Human category learning: How people learn to categorize
objects has received signi�cant attention in the cognitive
sciences. For example, researchers have investigated how

people learn to make �ne-grained perceptual categoriza-
tions (Ashby & Townsend, 1986), what strategies people use
when learning to categorize objects by comparing formal
models of category learning (Smith & Minda, 1998; Nosof-
sky & Zaki, 2002; Maddox & Ashby, 1993), or whether
there are different cognitive systems of category learning
(Ashby & Maddox, 2005; Newell et al., 2011). In the present
work, we make use of this rich literature by relying on its
experimental paradigms and data. In particular, we used
the paradigms developed by Shepard et al. (1961), Smith
& Minda (1998), and Johansen & Palmeri (2002). We fur-
thermore compare our model to a wide range of previously
established category learning models (Nosofsky, 1986; An-
derson, 1991a; Homa & Cultice, 1984; Nosofsky et al.,
1994b).

3. Methods

In this section, we describe how we prompted LLMs to gen-
erate ecologically valid category learning tasks and how we
then used meta-learning to learn models that are optimally
adapted to these tasks.

3.1. Prompting LLMs to generate ecologically valid
category learning tasks

A category learning task entails categorizing a stimulus
x ∈ Rn into categories y based on its feature values. Mul-
tiple stimuli are presented sequentially and participants
are tasked to predict their category after each presentation.
Upon making their choice, they receive feedback on the true
category of the stimulus and are presented with the next one.

To generate thousands of such category learning tasks from
an LLM, we relied on a two-stage process. In the �rst
stage, we queried the LLM to synthesize feature names
and corresponding category labels. In the second stage, the
model was prompted to produce data points for the feature
names and category labels generated in the �rst stage.

More speci�cally, we used the following prompt to synthe-
size feature names and category labels:

Synthesize feature names and category labels

I am a psychologist who wants to run a category
learning experiment. In a category learning experiment,
there are many different three-dimensional stimuli,
each of which belongs to one of two possible real-world
categories.

Please generate names for three stimulus feature di-
mensions and two corresponding categories for 250
different category learning experiments:

The LLM then produced a series of category learning tasks
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in a sequence until the speci�ed number of tasks was gener-
ated. To illustrate one example, based on this prompt, the
model constructed a category learning task with [SODIUM,
FAT, PROTEIN] content as feature names and [HEALTHY,
UNHEALTHY] as category labels.

In the second stage, we prompted the LLM to generate data
points for a given category learning task:

Generate category learning tasks

I am a psychologist who wants to run a category learn-
ing experiment. For a category learning experiment, I
need a list of stimuli and their category labels. Each
stimulus is characterized by three distinct features:
sodium, fat, and protein. These features can take
only numerical values. The category label can take the
values healthy or unhealthy and should be predictable
from the feature values of the stimulus.

Please generate a list of 100 stimuli with their feature
values and their corresponding category labels using
the following template for each row:

� feature value 1, feature value 2, feature value 3,
category label

Each generated data point contains feature values and
their corresponding category label, e.g., [250, 15, 20,
HEALTHY] for our previously mentioned example. In total,
we generated three data sets containing around 10 000 dif-
ferent category learning tasks for three, four, and six feature
dimensions. Each task consisted of 100, 300, and 616 data
points, respectively. We provide further details about the
generated category learning tasks (including the counts of
the top 50 feature names and category labels) in Appendix
A.

For our data generation procedure, we used CLAUDE-V2
(Anthropic, 2023) as it can process up to 100 000 tokens,
is instruction-tuned, and performed well out of the box in
our preliminary experiments. The temperature parameter
was set to one to induce diversity and all other parameters
were set to their default values. We provide details about
other LLMs we considered and additional design choices in
Appendix A.2.

3.2. Ecologically rational meta-learned inference
(ERMI)

We parsed the generated tasks as described in Appendix A.3
and stored them in a numerical format. Then, we constructed
rational learning algorithms for the numerical data by train-
ing memory-based meta-learning systems based on a two-
stage process (Hochreiter et al., 2001; Santoro et al., 2016;
Wang et al., 2016). In an inner-loop stage, a neural network

predicts the category yt for an input stimulus xt conditioned
on preceding stimulus-category pairs x1:t−1, y1:t−1. In an
outer-loop stage, the network’s parameters θ are updated
using the following objective:

arg max
θ

Ep(x1:T ,y1:T )

[
T∑

t=1

log pθ (yt | x1:t, y1:t−1)

]
(1)

where pθ de�nes the output probabilities produced by the
network.

During evaluation � i.e., once training is completed � the
neural network implements a free-standing learning algo-
rithm that can predict the category label of a new stimulus
based on preceding stimulus-category pairs, despite its pa-
rameters being frozen. The resulting network approximates
the Bayes-optimal learning algorithm for the data set of the
category learning tasks p(x1:T , y1:T ) encountered during
training (Ortega et al., 2019).

We refer to the class of models derived by training on eco-
logically valid (i.e., LLM-generated) category learning task
as ecologically rational meta-learned inference (ERMI). If
trained on synthetically-generated category learning tasks
sampled from a Bayesian logistic regression prior, we refer
to the models as meta-learned inference (MI; Binz et al.,
2022a). We chose MI as a baseline for two reasons. First,
linear models have a long history as models of human learn-
ing (Karelaia & Hogarth, 2008; Lucas et al., 2015) and also
category learning more speci�cally (Speekenbrink et al.,
2008; 2010). Furthermore, the model has been previously
used in a setting known as multiple cue probability learning
(Binz et al., 2022a). While not exactly the same, this setting
shares many similarities to category learning. Finally, us-
ing the terminology of M¤uller et al. (2022), we refer to the
models as prior-data �tted networks (PFN) when tasks are
sampled from a Bayesian neural network prior. For details
on how these tasks are generated, see Appendix B.1.

The backbone for all our meta-learning models consisted
of a transformer-based decoder architecture (Vaswani et al.,
2017) with a causal attention mask. The network had six
layers, a model dimension of 64, 256 hidden units in the
feed-forward network, and eight attention heads. Positional
encoding of input data points was done using sine and cosine
functions of different frequencies (Vaswani et al., 2017).
Note that during evaluation, transformer weights are frozen
and learning is purely driven by self-attention applied to
causally masked inputs.

In each training episode, a batch of tasks is sampled
from p(x1:T , y1:T ) and the model predicts the category for
the given stimulus conditioned on all preceding stimulus-
category pairs. Finally, the objective mentioned in Equation
1 is computed, and model parameters are updated using the
ADAM optimizer (Kingma & Ba, 2014) with a learning rate
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(a) Real-world classification tasks (OpenML-CC18 benchmark)

(c) Synthetically-generated linear category learning tasks (MI)

(b) LLM-generated category learning tasks

(d) Synthetically-generated non-linear category learning tasks (PFN)

Figure 1. LLM generates ecologically valid category learning tasks: Mean task performance of the logistic regression model measured
over trials (�rst column). Histogram of Pearson’s correlation coef�cients computed between pairs of features (second column). Histogram
of Gini coef�cients computed over the logistic regression weights (third column). Linearity of the category learning task (fourth column)
computed for (a) 28 different real-world binary classi�cation tasks from the OpenML-CC18 benchmarking suite (b) ecologically valid
category learning tasks generated from CLAUDE-V2 and (c) synthetic category learning tasks derived using the Bayesian logistic regression
prior that were used to train the meta-learned inference (MI) model (d) synthetic category learning tasks with nonlinear decision boundary
derived using the Bayesian neural network prior that were used to train prior-�tted networks (PFN) model.

of 10−4. This process is repeated for 500 000 episodes. We
provide full details about the model training procedure in
Appendix B.2.

4. LLM-generated category learning tasks are
ecologically valid

ERMI can only be interpreted as an ecologically rational
model if the statistics of LLM-generated tasks on which it
was trained match the statistics of real-world classi�cation
problems. We veri�ed that this was the case by comparing
the data distributional properties of the two (Chan et al.,

2022). For this analysis, we relied on the OpenML-CC18
benchmarking suite, a curated collection of real-world clas-
si�cation tasks (Bischl et al., 2019). Note that although
the OpenML-CC18 benchmark is large enough to enable
this form of statistical analysis, it is too small for direct
meta-learning.

We downsampled all tasks in the OpenML-CC18 benchmark
to four feature dimensions and included only binary classi�-
cation tasks without any missing features in our analysis �
amounting to 28 tasks. In addition, we also contrasted LLM-
generated tasks to a collection of synthetically-generated
category learning tasks with a linear decision boundary (cor-
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responding to those used to train MI; refer to Appendix B.1).
We analyzed these collections of tasks in terms of their
learning curves, input correlations, sparsity, and linearity �
details for which can be found in Appendix C.

Learning curves: Real data is noisy and not perfectly
predictable. To investigate whether this is also true for
our LLM-generated category learning tasks, we plotted the
learning curves of a logistic regression model as a func-
tion of the number of training points. We found that the
model reaches a ceiling accuracy of around 75% for both
LLM-generated and real-world classi�cation tasks (Figure
1; �rst column). In contrast, the ceiling performance for
synthetically-generated tasks was much higher, reaching
almost 100%.

Input correlations: Information contained in different fea-
ture dimensions are often correlated with each other. In
the context of human cognition, it has been argued that this
data distributional property of real-world data supports the
reliance of people on heuristic decision-making strategies
(Gigerenzer & Gaissmaier, 2011). While input dimensions
in the synthetically-generated data were not correlated at all,
both LLM-generated (0.11 ± 0.02; t(1639) = 4.55, p <
0.001) and real-world tasks (0.21 ± 0.01; t(2252) =
14.64, p < 0.001) showed a signi�cant percentage of corre-
lated features (Figure 1; second column). The corresponding
histograms had similar shapes, both containing a peak at
perfectly correlated features.

Sparsity: Another data distributional property that al-
lows people to ignore information is sparsity � for many
tasks only a few dimensions are relevant. We �tted a
linear model on each task to evaluate whether we could
�nd evidence for this in the LLM-generated data. We
used the Gini coef�cient � a measure borrowed from the
economics literature � of the resulting regression coef-
�cients to quantify sparsity (Binz et al., 2022a). High
Gini coef�cients correspond to maximal sparsity, mean-
ing only a single feature is relevant. Both LLM-generated
(0.38 ± 0.01; t(545) = 3.81, p < 0.001) and real-world
tasks (0.45± 0.01; t(762) = 10.83, p < 0.001) exhibited
signi�cantly higher sparsity than synthetically-generated
tasks (0.32± 0.01, see Figure 1; third column).

Linearity: People have strong priors towards linear rela-
tionships but can also learn non-linear ones given enough
examples (Lucas et al., 2015; Brehmer, 1974). To measure
whether this bias is also present in the distributional proper-
ties of the data, we conducted a model comparison between
a linear model (a simple logistic regression model) and a
non-linear one (logistic regression with higher-order poly-
nomial features). For each task, we computed the posterior
probability that the linear model offers a better explanation
as our measure of linearity (details can be found in Appendix
C). Most LLM-generated and real-world tasks were found

to be linear but there was also a signi�cant number of excep-
tions (Figure 1; fourth column). The synthetically-generated
tasks, on the other hand, were fully linear by design.

Taken together, these analyses indicate that category learn-
ing tasks generated by LLMs share many features with real-
world classi�cation tasks. As they can also be produced in
large quantities, these tasks can serve as a substitute for real-
world classi�cation tasks when meta-learning ecologically
rational learning algorithms.

5. ERMI shows human-like learning
difficulties

In the following sections, we investigate how well ERMI
captures human category learning. We began by looking
at one of the most canonical studies in category learning
originally conducted by Shepard et al. (1961). The study
required participants to learn how to categorize a stimulus
that varied in shape (triangle or square), size (small or big),
and color (black or white). In total, there were eight stimuli,
and participants had to categorize them into one of two
categories over several blocks of 16 trials. The authors
assigned a stimulus to a category based on six different
rules (labeled TYPE 1 to TYPE 6) that increased in dif�culty.
For more information, we refer to Appendix G.

Shepard et al. (1961) showed that people �nd tasks belong-
ing to TYPE 1 the easiest and TYPE 6 the hardest, with
the average error for TYPE 1 tasks going to zero after four
blocks and TYPE 6 tasks remaining at around 10.6% even
after 15 blocks (see Figure 2). The average error for TYPE
2 tasks (3.2%) was found to be lower than for TYPE 3 tasks
(6.1%), TYPE 4 tasks (6.5%), and TYPE 5 tasks (7.5%).

We simulated ERMI and MI on the Shepard et al. (1961)
study. Figure 2 (a) to (c) shows their learning curves along-
side those of humans for the six dif�culty levels. It can
be seen that the learning curves of ERMI are dif�culty-
dependent and are in terms of mean-squared error (MSE)
more similar to humans (MSE = 0.03) than MI (MSE =
0.26). Notably, ERMI, like humans, �nds the TYPE 1 task
easier than the TYPE 6 task and shows a similar clustering
of learning curves for TYPE 2 to TYPE 5 tasks (see Table
5 for details). However, we also �nd that ERMI learns
much faster than people: its performance plateaus after four
blocks while humans continue learning until the end of the
experiment for most types. Even though MI performs tasks
of different dif�culty levels to varying degrees of success, its
learning curves do not match those of humans. For example,
unlike humans, MI �nds TYPE 2 tasks as dif�cult as TYPE
6 tasks and TYPE 4 tasks easier than TYPE 3 tasks.

Furthermore, we investigated how well ERMI explains hu-
man trial-by-trial choices on a quantitative level. For this,
we considered human data from Badham et al. (2017) who
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(a) (b) (c) (d)

Figure 2. ERMI shows human-like learning difficulties: (a-c) Average error probabilities for each task TYPE in each block of 16 trials
for (a) humans, (b) ERMI, and (c) MI. (d) The posterior model frequency of participants’ choices in the Badham et al. (2017) study for
eight computational models. Human data in (a) was reproduced from Table 1 in Nosofsky et al. (1994a). ERMI and MI were simulated on
TYPE 1-6 tasks for 50 runs with the inverse temperature that resulted in the lowest mean-squared error compared to humans, which was
β = 0.4 for ERMI, and β = 0.9 for MI.

conducted a replication of Shepard’s original study that only
included TYPE 1 to TYPE 4 tasks. We performed a Bayesian
model comparison between eight computational models:
the three meta-learned models introduced earlier (ERMI,
MI, and PFN), and �ve other cognitive models. The �ve
established category learning models from the cognitive
science literature included the rational model of catego-
rization (RMC; Anderson, 1991a), the generalized context
model (GCM; Nosofsky, 1986), a prototype model (PM;
Homa & Cultice, 1984), a rule-based model (Rule; Ashby &
Townsend, 1986), and a rule-plus-exception model (Rulex;
Nosofsky et al., 1994b). We provide more details about the
�ve cognitive models, their �tting procedure, and the model
comparison in Appendix D, E, and F.

We measured the goodness-of-�t to human choices based
on two metrics: posterior model frequency and exceedance
probability (Rigoux et al., 2014). The posterior model fre-
quency measures how often a model offers the best expla-
nation in the population, while the exceedance probability
measures how likely it is that a given model is the most
frequent explanation (the latter is reported in the Appendix
G). Figure 2 (d) shows that ERMI explains human choices
the best more frequently (0.43 ± 0.05) compared to the
other models, with the RMC coming in a close second
(0.41± 0.05). MI (0.10± 0.03) and PFN (0.05± 0.02) �t
human data the best less than 10% of the time. The clas-
sical cognitive models like the exemplar-, prototype- and
rule-based models failed at explaining human choices better
than other competing models (≤ 1% of times).

Additionally, we simulated CLAUDE-V2 directly on the
Badham et al. (2017) study (see Appendix G for details).
We �rst observed that CLAUDE-V2 can perform the task
optimally quite rapidly, with a mean error reaching zero for
most dif�culty levels already after three blocks. However,
we also observed that the ordering of dif�culty levels in
CLAUDE-V2 does not match humans, with CLAUDE-V2

�nding type 2 tasks more dif�cult than type 3, 4, and 5
tasks as shown in Figure 10. Furthermore, we found that the
LLM’s (MSE=0.18) match to human error rates was worse
than that of ERMI (MSE=0.05), see Table 6 for details. We
also �tted the CLAUDE-V2 predictions to human choices
from the Badham et al. (2017) study and compared its per-
formance to ERMI using the Bayesian information criterion
(BIC; lower is better). We found that ERMI (38722.13) still
offers a better �t to humans than CLAUDE-V2 (39816.90).
Taken together, these results suggest that an LLM trained on
the entire internet cannot explain human category learning
as well as an ecologically rational meta-learning inference
model.

6. ERMI becomes more exemplar-based with
learning

What strategy people use to categorize objects and how
the application of strategies changes over time are heavily
debated questions in psychology. Smith & Minda (1998)
attempted to understand whether people use prototype- or
exemplar-based strategies during category learning. More
speci�cally, they asked: do people learn a prototype for
each category and assign categories based on the similarity
of a stimulus to the learned prototypes, or do they instead
remember previously seen examples for each category and
assign categories based on the similarity of a stimulus to the
stored exemplars?

To investigate this, Smith & Minda (1998) designed a cate-
gory learning task that contained 14 six-dimensional stimuli,
each of which was assigned to a category based on a non-
linear decision rule. Participants in their experiment were
then tasked to assign one of the two categories to repeatedly
presented stimuli. Following this, they �t predictions from
prototype- and exemplar-based models to proportions of
human choices, aggregated over trials within a block, by
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(b)(a) (c) (d)

Figure 3. ERMI becomes more exemplar-based with learning: (a-c) The average error of exemplar- and prototype-based models �tted
to (a) human choices, (b) simulated choices from ERMI, and (c) simulated choices from MI for each block of 56 trials. (d) The posterior
model frequency of participants’ choices in the Devraj et al. (2021) study for seven computational models. Human data in (a) was
reproduced from Smith & Minda (1998). ERMI and MI were simulated using inverse temperature values �tted to participants’ choices in
Devraj et al. (2021). The mean of the �tted inverse temperature and its standard error were 0.09± 0.01 for ERMI and 0.17± 0.02 for
MI, respectively. The shaded region shows the standard error of the mean.

minimizing the MSE between them. They found that people
were better explained by the prototype-based model in the
early blocks but in the later blocks, their choices aligned
more closely with the exemplar-based model as shown in
Figure 3 (a). We provide more details about this analysis in
Appendix H.

We simulated choices from ERMI and MI on the task
of Smith & Minda (1998) and �tted the prototype- and
exemplar-based models on the simulated choices as in the
original study. We �nd that ERMI, like humans, becomes
increasingly exemplar-based over trial segments (β̂ =
−0.01 ± 0.004; z = −2.54, p < 0.01) whereas choices
from MI are explained almost equally well by exemplar-
based and prototype-based learning (β̂ = −0.002 ±
0.005; z = −0.47, p = 0.63) as shown in Figure 3 (b) and
(c). While humans are better explained by prototype-based
models for the �rst �ve blocks, ERMI is already better ex-
plained by an exemplar-based model from the second block
onwards. Like in the previous study, this again indicates
that ERMI is learning the task faster than humans. Nonethe-
less, these results demonstrate that training on ecological
category learning problems is suf�cient for developing an
exemplar-based strategy category assignment. We provide
additional details and results in Appendix H.

We then evaluated if ERMI also explains human choices
better than competing models in this study. To do this,
we conducted a model comparison on human data from
Devraj et al. (2021) � a replication of the Smith & Minda
(1998) study � following the procedure outlined in Section
5. Posterior model frequency in Figure 3 (d) suggests that
ERMI explains human choices the best most often (0.32±
0.06), closely followed by the GCM (0.24± 0.05) and the
rule-based model (0.20± 0.05).

We additionally simulated CLAUDE-V2 directly on the De-
vraj et al. (2021) study. We found that CLAUDE-V2 is com-
pletely exemplar-based after the second block, which signif-
icantly differs from the strategy used by humans and ERMI
(see Figure 12). We also found that ERMI (41207.20) offers
a better �t to human choices than CLAUDE-V2 (42401.42)
in terms of BIC. These results once again con�rm that while
CLAUDE-V2 can generate ecologically valid data, it can-
not bring to bear its rich set of ecological priors to act in
human-like ways.

7. ERMI displays human-like generalization

Having shown that ERMI learns category structures in a
human-like way, we next inspect how it generalizes to stim-
uli unseen during training and whether it displays generaliza-
tion patterns similar to people. To this end, we zoomed into
the study from Johansen & Palmeri (2002), in which partici-
pants were instructed to categorize nine four-dimensional
stimuli into two categories. The authors then examined
how participants generalized to seven transfer stimuli (la-
beled T1-T7) for which they did not receive feedback during
training. In Figure 4 (a), we report the mean probability
of participants assigning category A to each of the seven
transfer stimuli at the end of the experiment. It can be seen
that they assigned stimuli T5, T6, and T7 mostly to category
A and T1, T2, T3, and T4 mostly to category B. We provide
further details about the paradigm in Appendix I.

We simulate the behavior of ERMI and MI on the Johansen
& Palmeri (2002) study and found that ERMI generalizes to
unseen stimuli in a human-like way by classifying stimuli
T1, T3, and T4 more often as category B and T5, T6, and T7
more often as category A. MI, on the other hand, classi�ed
all stimuli except T7 mostly as category B. The Euclidean
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(a) (b) (c) (d)

 T1: [1 0 1 1] 
T2: [1 0 1 0]
T3: [0 1 1 1]
T4: [1 1 0 1]
T5: [1 1 0 0]
T6: [0 1 1 0]
T7: [0 0 0 0]

Figure 4. ERMI displays human-like generalization: (a-c) Average categorization probabilities of transfer stimuli T1-T7 for (a) humans
(b) ERMI (c) MI. (d) The encoding scheme used for the seven transfer stimuli. Human data in (a) was reproduced from Johansen &
Palmeri (2002). ERMI and MI were simulated on the same experiment for 77 runs, with inverse temperature settings that resulted in the
lowest mean-squared error compared to humans, which was β = 0.9 for ERMI, and β = 0.1 for MI.

distance between the choice probabilities of humans and
MI (0.67) was higher than that between humans and ERMI
(0.29). The pattern of generalization of ERMI matches
humans except for stimulus T2, which is classi�ed at around
chance level. Why exactly this is the case remains a question
for future work. One possible explanation could relate to
the observation that T2 only contains two non-zero features
(see Figure 4 (d)) while all other stimuli categorized as B
contain three non-zero features.

8. ERMI achieves state-of-the-art performance
on machine learning benchmarks

Humans can bring to bear the rich set of priors they have
acquired from their everyday interactions to generalize
to novel tasks (Tenenbaum & Grif�ths, 2001; Grif�ths &
Tenenbaum, 2006; Lake & Baroni, 2023). Thus far, we
have demonstrated how ERMI captures some of these adap-
tive priors and explains essential aspects of human category
learning. This led us to ask whether such a model can also
perform well on real-world classi�cation tasks from the
machine learning literature.

To investigate this, we evaluated the performance of ERMI
on a set of real-world classi�cation tasks from the OpenML-
CC18 benchmarking suite (Bischl et al., 2019). We excluded
classi�cation tasks with more than two classes, over 100 fea-
tures, or missing values, resulting in a set of 23 classi�cation
tasks. We then compared the performance of ERMI against
several baseline models, including logistic regression, a
support vector machine (SVM; Cortes & Vapnik, 1995),
XGBoost (Chen & Guestrin, 2016), and TabPFN (Hollmann
et al., 2023). TabPFN is an off-the-shelf PFN-based model
designed for tabular data prediction that has recently shown
state-of-the-art performance on an independent large-scale

evaluation (McElfresh et al., 2023).

Following the procedure of M¤uller et al. (2021), we created
20 class-balanced learning problems with 100 data points
for each of the selected data sets. We provided 30 input-label
pairs to our models for training and evaluated them on the
remaining 70 data points. For each data set, we reduced the
input dimensionality to four, keeping only the features with
the highest F-value to the target variable. We measured the
performance on the test set based on two metrics: accuracy
and rank.

We found that ERMI is the best model in terms of both mean
accuracy (70.95%± 0.54) and mean rank (2.26± 0.22; see
Table 7). TabPFN is the second-best model in terms of mean
accuracy (70.51% ± 0.63), while XGBoost is the second-
best in terms of mean rank (2.61 ± 0.30). We provide the
summary of main results in Table 1 and detailed results
across all data sets in Appendix J.

The performance gain of ERMI over TabPFN in terms of
mean accuracy is in the same range as TabPFN over XG-
Boost, indicating that the improvement is substantial. In
terms of parameters, TabPFN has 64 times more parameters
than ERMI, and on disk, it is around 80 times larger, suggest-
ing that there is room for further improvement. When com-
pared to a parameter-matched PFN and MI, ERMI shows a
signi�cant accuracy boost of 3.5% and 10% respectively.

We additionally adapted a Bayesian analysis from (Stephan
et al., 2009) to compute the probability that a model offers
the best performance (within a set of alternative models)
most frequently across data sets. This measurement is also
known as the exceedance probability (EXP) in the statistics
literature and is reported in the last row of Table 1. We
found that ERMI is the best model according to this metric,
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Table 1. Performance metrics on OpenML-CC18 benchmark.

MEAN SVM XGBOOST TABPFN ERMI

ACC. 69.29% 70.17% 70.51% 70.95%

RANK 2.76 2.61 2.85 2.26

EXP 0.01 0.00 0.24 0.66

with an exceedance probability of 0.66. TabPFN comes
second with an exceedance probability of 0.24.

9. Discussion

Ecological rationality has a long history in cognitive sci-
ence (Brunswik, 1955; Simon, 1990; Todd & Gigerenzer,
2012). The proposition that people are to some degree
adapted to the problems they have to solve in the real world
is maybe trivial. Figuring out how strong this adaptation
is, on the other hand, has remained a big open question.
Yet, it has been notoriously dif�cult to build models that
are optimally adapted to the problems that people encounter
in their everyday environment. From a technical perspec-
tive, the framework of meta-learning offers a solution to this
problem. Yet, it has thus far only been applied to arti�cially-
generated environments (Kumar et al., 2020; Binz & Schulz,
2022b; Binz et al., 2022a; Lake & Baroni, 2023; Jagadish
et al., 2023). The main obstacle up to now was that the
number of available real-world data sets was insuf�cient
for meta-learning. We have shown that one can overcome
this obstacle by prompting LLMs to generate a large collec-
tion of ecologically valid category learning tasks. We have
then used meta-learning to obtain models that are optimally
adapted to them, leading to a class of ecologically rational
models that we call ERMI.

ERMI captured three patterns, which are also observed when
humans learn to categorize objects: (1) it showed similar
learning dif�culties as humans, (2) it became more exemplar-
based as learning progressed, and (3) it displayed human-
like generalization patterns. Furthermore, it explained hu-
man behavior better than competing approaches on a quan-
titative level, thereby suggesting that we can explain many
characteristics of human category learning using the princi-
ple of ecological rationality.

The methodology developed, more importantly, enables
us to test whether people are ecologically rational or not,
thereby allowing us to ask questions such as: how much
of human learning can be attributed to data distributional
properties alone? The approach we have proposed is quite
general and in future work, we plan to extend it to other
domains, such as decision-making (Bourgin et al., 2019; Pe-
terson et al., 2021), reinforcement learning (Br¤andle et al.,
2021), and function learning (Schulz et al., 2017; 2016).

Furthermore, it would be interesting to not impose a prede-
�ned task structure on the LLM but instead let it synthesize
arbitrary task structures by itself.

While it is possible to come up with a mathematical formula-
tion that allows generating features that match a given statis-
tic like correlation or linearity, it is unclear how to design an
algorithm that generates category-learning tasks that match
all real-world statistics measured and unmeasured. This
is exactly where the strength of pre-trained LLMs lies. If
queried correctly, LLMs can act as a single, easy-to-access,
rich � possibly in�nite � source of real-world data.

10. Limitations

There are some limitations to generating ecological data
that are worth noting. Firstly, it is uncertain whether the
current approach can be scaled to generate several more
orders of features and multi-class category learning prob-
lems. Secondly, strict data curation protocols are necessary
if the approach is to be used in cases where unbiased factu-
ally correct data are required. Thirdly, preliminary analyses
revealed that the data generated by LLMs are US/western-
centric (Anthropic, 2023; Tamkin et al., 2023). Therefore,
culturally diverse LLMs are needed to generate data that
capture the rich diversity of the real world.

On the cognitive science front, there were also facets of
human category learning not captured by ERMI. In par-
ticular, we found that ERMI generally learned faster than
people. In the third experiment, for instance, ERMI already
displayed the generalization patterns shown in Figure 4 after
two blocks, while people required 16 blocks or more (Jo-
hansen & Palmeri, 2002). We believe that this gap can (at
least partially) be closed by incorporating limited computa-
tional resources (Binz et al., 2022a; Jagadish et al., 2023) or
other architectural constraints (Achterberg et al., 2023).

11. Conclusion

We have shown that LLMs can generate ecologically valid
category learning tasks that can be used for meta-learning.
With these models at hand, we then demonstrated that one
can explain human category learning to a large extent using
the principle of ecological rationality. Furthermore, the
priors acquired by ERMI are rich enough that it achieves
state-of-the-art performance on a real-world classi�cation
benchmark. In future work, we plan to scale up ERMI’s
architecture, train it on classi�cation tasks with a �exible
number of features, increase the maximum number of data
points, and allow for more than two classes.
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A. Generating ecologically valid category learning tasks using LLMs

A.1. Synthesizing task features and labels

We synthesized task features and labels from CLAUDE-V2 using the prompt mentioned in Section 3.1, running it for a total
of 100 batches. In each batch, we generate 250 tasks or until a maximum token length of 10k is reached. We repeat the
procedure for all three different stimuli dimensions. In total, we synthesized 23421, 20690, and 13693 category learning
tasks with three, four, and six-dimensional features respectively.

We show the counts for the top-50 most frequently occurring task features in Figure 5 and categories in Figure 6 for the
23421, 20690, and 13693 category learning tasks generated with three (a), four (b), and six-dimensional features respectively.
We found that the model tends to produce features belonging to topics such as musicality (for instance, rhythm, melody,
lyrics, tempo, vocals) and food (for instance, aroma, texture, crust, diet, protein). Regarding categories, there were many
related to music (for example, classical, pop, jazz, rock) and vehicles (like trucks, SUVs, sedans). In future work, we plan to
do a semantic analysis of the generated task features and category labels using methods such as hierarchical clustering to
study the semantic grouping of the generated task features/categories.

(b)(a) (c)

Figure 5. Frequency of different features in CLAUDE-V2 synthesized category learning tasks: Counts for the top-50 most frequently
occurring task features in the 23421, 20690, and 13693 category learning tasks generated for three (a), four (b), and six-dimensional
features respectively.

(b)(a) (c)

Figure 6. Frequency of different categories in CLAUDE-V2 synthesized category learning tasks: Counts for the top-50 most frequently
occurring category labels in the 23421, 20690, and 13693 category learning tasks generated for three (a), four (b), and six-dimensional
features respectively.

A.2. Generating category learning tasks

We used the prompt mentioned in Section 3.1 to generate data points for task features and labels synthesized in the �rst
stage. We aimed to generate 100, 300, and 616 data points for category learning tasks with stimuli of three, four, and six
dimensions respectively. However, sometimes the upper bound of 100k tokens is reached and the model does not generate
the number of data points speci�ed in the prompt. This was especially the case in category learning tasks with higher
dimensional stimuli. In these cases, we generate the data points in two steps. In step one, we do the data generation as
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before using the original prompt. In step two, we query the model again but now conditioned it on the �rst 20-40 percent
of the data points generated in step 1 along with the prompt. This way, we could scale up the generated data points to up
around 1.5 times the original length keeping the same underlying data distribution. We generated a total of 11518, 8950, and
12911 category learning tasks with three, four, and six-dimensional stimuli respectively.

Note on other LLMs: We ran preliminary tests on LLMs other than CLAUDE-V2 for generating category learning tasks
including LLaMA (Touvron et al., 2023) and GPT-4 (Achiam et al., 2023). The non-instruction-tuned LLaMA version
was not able to consistently produce the 100-616 data points we need per task. It was also especially dif�cult to parse the
output of the model as the generated output failed to stick to the provided format. This problem could be mitigated with
instruction-tuned versions of LLaMA that are now available but we leave it for future work. We also performed preliminary
tests on the GPT-4 model from OpenAI for category learning task generation but found the model sampled the values for the
features from uniform distribution using the code module and applied simple heuristic rules most of the time. For example,
the sum of two features should be greater than the third and the mean of the two features greater than the other. Upon
conducting a preliminary statistical analysis on a relatively small data set generated from GPT-4, we found that task statistics
are similar to the statistics of the MI data set, thereby lacking the diversity in terms of measures reported in Section 4.

A.3. Parsing data generated by LLMs

Parsing synthesized task features and labels: We queried the CLAUDE-V2 to synthesize task features and labels in the
following format: FEATURE DIMENSION 1, FEATURE DIMENSION 2, ..., FEATURE DIMENSION N, CATEGORY LABEL 1,
CATEGORY LABEL 2. We then used a regular expression (regex) pattern, speci�cally \d+\.(.+?)\n, to ef�ciently parse
and extract relevant data from the model output. This regex was designed to identify and isolate sequences beginning with a
number followed by a period, capturing subsequent characters up to the �rst newline character. The extracted text was then
processed to acquire the names for feature dimensions and category labels by splitting the string at the commas. The �nal
processed data is then stored as a dataframe for future use.

Parsing generated task data points: We queried the CLAUDE-V2 to generate data points for a given category learning
task in the following format: - FEATURE VALUE 1, FEATURE VALUE 2,..., FEATURE VALUE N, CATEGORY LABEL. The
model followed the aforementioned format while generating the data points for a category learning task, more often than
not. We then used a collection of regular expression (regex) patterns to parse the generated, ensuring accurate handling of
different data formats. These regex patterns were designed to cover a wide range of scenarios: capturing numeric values
with or without decimal points, handling alphanumeric strings including those with hyphens, and handling complex cases
involving commas, hyphens, and optional preceding labels. Furthermore, they extend to different delimiters and formats,
from simple comma-separated values to more complex structures with optional components. In Table 2, we show all the
regex expressions used to parse data points. Based on these expressions, we were able to successfully parse up to 95 % of
the tasks generated by the model. The values extracted from these regex expressions are then stored in a dataframe which
acts as an of�ine repository of tasks on which one can train the ecologically rational meta-learned inference model.

B. Meta-learned inference models

B.1. Synthetic data generation

Bayesian logistic regression prior used for training MI model: We generated 10k synthetic binary classi�cation tasks
with a linear decision boundary using a Bayesian logistic regression model. To do this, we sample the input features from a
normal distribution with zero mean and unit variance for a given number of data points and stimulus dimensions. We then
applied a linear transformation, followed by a sigmoid function, and rounded the result to determine the binary class for the
given input. The parameters of the linear transformation are sampled from a normal distribution with zero mean and unit
variance. The maximum number of data points within a task was set to 400, 650, or 300 for category learning tasks with
three, four, and six-dimensional stimuli respectively. These values were chosen depending on the length of the experiments
on which these models were evaluated.

Bayesian neural network prior used for training PFN model: We generated 10k synthetic binary classi�cation tasks
using a version of the Bayesian neural network (BNN) prior developed by M¤uller et al. (2021). We used normally-distributed
i.i.d. input features for a given number of data points and stimulus dimensions. We then pass the input through a BNN with
two layers with tanh non-linearity and hidden dimensionality of 64. The network weights and biases were sampled from a
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Table 2. Regular expression patterns used for parsing the data points generated for category learning tasks by CLAUDE-V2

INDEX REGULAR EXPRESSION

1 ([\d.]+),([\d.]+),([\d.]+),([\w]+)
2 ([\w\-]+),([\w\-]+),([\w\-]+),([\w]+)
3 ([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+)
4 ([�,]+),([�,]+),([�,]+),([�,]+)
5 ([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+)
6 (?:.*?:)?([�,-]+),([�,-]+),([�,-]+),([�,-]+)
7 ([�,-]+),([�,-]+),([�,-]+),([�,-]+)
8 r’�(\d+):([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\w]+)’
9 r’�(\d+):([\w\-]+),([\w\-]+),([\w\-]+),([\w\-]+),([\w]+)’
10 r’�(\d+):([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+)’
11 r’�(\d+):([�,]+),([�,]+),([�,]+),([�,]+),([�,]+)’
12 r’�(\d+):([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+)’
13 r’�(\d+):(?:.*?:)?([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+)’
14 r’�(\d+):([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+)’
15 �(\d+):([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\w]+)
16 �(\d+):([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w]+)
17 (\d+):([�,]+),([�,]+),([�,]+),([�,]+),([�,]+),([�,]+),([�,]+)
18 (\d+):([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+),([�,\n]+)
19 (\d+):(?:.*?:)?([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+)
20 (\d+):([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+),([�,-]+)

normal distribution with a mean of zero and standard deviation of 0.1 and subjected to an additional sparsity constraint
(i.e., 20 percent of randomly chosen network weights and biases set to zero). The maximum number of data points was
once again set to 400, 650, or 300 for category learning tasks with three, four, and six-dimensional stimuli respectively. The
model output is passed through a sigmoid function to generate probability estimates which are then rounded to determine
the class for the given input.

B.2. Data pre-processing, model architecture, and training

Data pre-processing: We �lter out all tasks with more than two unique category labels and then binarize the category
labels which are originally strings to make them consistent across tasks. The assignment of category labels, that is either ‘0’
or ‘1’, within a category learning task was randomized during batch creation. This ensures that there can be no unintended
correlations between the stimuli seen during training and the labels (across all training data each input vector is assigned half
of the time to label ‘0’ and half of the time to label ‘1’). We also normalized each feature independently using a min-max
normalization scheme such that values taken by any feature lie always between zero and one. Both the task features and
data points were shuf�ed while generating tasks. Note that the tasks generated by LLMs are typically of different lengths.
Whenever the sampled tasks are of variable lengths, they are padded with zeros to match the length of the longest task
sample within the batch. We additionally also sampled LLM-generated data points with replacement to match the length of
the experimental task used in the Devraj et al. (2021) and Johansen & Palmeri (2002) studies. We resorted to this strategy
as the LLM-generated tasks had a maximum of about 200 data points per task and by resampling, we can evaluate the
model on experiments with larger horizons without any drop in performance. The batch size was set to 64 for three- and
four-dimensional stimuli and to 32 for six-dimensional stimuli and it operated under a maximum steps regime of 400, 300,
and 650 for three, four, and six-dimensional tasks respectively.

Model architecture and training: The task features were mapped onto a 64-dimensional embedding space and positional
encoded using sine and cosine functions of different frequencies as in Vaswani et al. (2017). A causal attention mask was
then generated for the inputs such that the model makes conditional predictions on all preceding data points. The inputs
along the attention mask are then passed to the transformer decoder model which had six layers, a model dimension of 64,
256 hidden units in the feed-forward network, and eight attention heads. The output of the transformer was then passed
through a linear readout and sigmoid function to generate probability estimates for category 1. In practice, inference for all
time steps is performed in parallel by passing a causal attention mask to the TRANSFORMERDECODER module in PyTorch
(Paszke et al., 2019). We used binary cross-entropy (BCE) loss for a given batch of inputs and updated the model parameters
using the ADAM optimizer (Kingma & Ba, 2014) with a learning rate of 10−4. We trained all our models for a total of

16

156 2 Publications



Injecting Ecological Priors from Large Language Models into Neural Networks

500 000 episodes.

C. LLMs generate ecologically valid category learning tasks

Sparsity: We �tted a logistic regression model for each task and analyzed the sparsity of the resulting regression weights
w ∈ Rd using the Gini coef�cient G:

G(w) =

d∑

i=1

d∑

j=1

|wi −wj |

2d
d∑

i=1

wi

(2)

Linearity: We �tted a logistic regression model and a logistic regression with second-order polynomial features on data D
from each task. We then computed the Bayesian information criterion (BIC) for both models and used them to approximate
the posterior probability that the linear model offers a better explanation of the data (assuming a uniform prior over models):

p(M = linear|D) ≈ exp(−0.5 · BIClinear)∑
m∈{linear, polynomial} exp(−0.5 · BICm)

(3)

Features values: We compared the distributions of input values generated by LLMs to input values from real-world
datasets and found them to be extremely similar, as shown in Figure 7. We furthermore checked if there were spurious
values in the LLM-generated data such as peaks at multiples of 5s and 10s, and found them to be at chance level (20% for
multiples of 5s, 10% for multiples of 10s).

Additional analysis: We furthermore computed the KL divergence between the histograms of the real-world data set
and the synthetically generated data sets for each investigated metric. The resulting KL divergences con�rm that the
LLM-generated data provides a good proxy for real-world data (see Table 3). In Figure 8, we overlaid the histograms of the
real-world data set and the synthetically generated data sets for the four different statistics discussed in the main paper.

Table 3. KL divergence between real-world data classi�cation data and the synthetically generated data for different statistical measures

REAL WORLD TASKS VS. INPUT CORRELATION GINI COEFFICIENT POSTERIOR PROBABILITY FEATURES

LLM-GENERATED 0.2716 0.2286 0.0202 0.0418

MI PRIOR 7.7637 2.8170 2.5265 1.6758

PFN PRIOR 7.7746 8.6391 2.5265 1.6775

(a) (b) (c) (d)

Figure 7. Comparing input features of real-world classification tasks and LLM-generated tasks: (a) Histogram of normalized input
features from 28 different real-world binary classi�cation tasks from the OpenML-CC18 benchmarking suite, (b) from ecologically valid
category learning tasks generated from CLAUDE-V2, (c) synthetic category learning tasks derived using the Bayesian logistic regression
prior that were used to train the meta-learned inference (MI) model and (d) synthetic category learning tasks with nonlinear decision
boundary derived using the Bayesian neural network prior that were used to train prior-�tted networks (PFN) model.
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` 

(a) Real-world classification tasks versus LLM-generated category learning tasks

(b) Real-world classification tasks versus synthetically generated linear category learning tasks (M

(c) Real-world classification tasks versus synthetically generated nonlinear category learning tasks (PFN)

Figure 8. Comparing the ecological validity of different category learning tasks: Histogram of normalized input features (�rst column).
Histogram of Pearson’s correlation coef�cients computed between pairs of features (second column). Histogram of Gini coef�cients
computed over the logistic regression weights (third column). Linearity of the category learning task (fourth column). These four statistics
were (a) ecologically valid category learning tasks generated from CLAUDE-V2, (b) synthetic category learning tasks derived using the
Bayesian logistic regression prior that were used to train the meta-learned inference (MI) model, and (c) synthetic category learning
tasks with nonlinear decision boundary derived using the Bayesian neural network prior that were used to train prior-�tted networks
(PFN) model were overlaid on the same statistics computed on 28 different real-world binary classi�cation tasks from the OpenML-CC18
benchmarking suite.
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D. Cognitive models

In this section, we will provide details regarding the �ve cognitive models we used for model comparison.

Rational model of categorization (RMC): The RMC is a Bayesian model of human category learning (Anderson,
1991a). In this paper, we used a meta-learned version of the model, which was obtained using the following data-generating
distribution described in Badham et al. (2017). Model architecture and training followed the protocol used for ERMI, MI,
and PFN. We set the free parameters based on an earlier study (Nosofsky et al., 1994a) to the following values: c = 0.318,
sP = 0.488, and sL = 0.046. Note that we did not account for these parameters in our model comparisons, which slightly
overestimates the ability of the RMC to explain human behavior.

Prototype-based model (PM): There are several versions of the prototype model (Medin & Schaffer, 1978; Smith &
Minda, 1998). Here, we use the version from Smith & Minda (1998). The prototype model assigns a category to an observed
stimulus based on the similarity to the category prototypes. The raw distance between the stimulus and a prototype, qk, for
category k is computed as a weighted sum of absolute differences across n feature dimensions with weights, wj ∈ [0, 1], for
the features contained to sum to 1 as shown in Equation 4.

dx,qk
=

n∑

j=1

wj |xj − qk,j | , (4)

Note that prototypes themselves can either be learned or provided during model de�nition. Here, we learn the prototypes
for the two categories {q1, q2}. Therefore, qk,j ∈ [0, 1.] ∀j = {1, 2, ...n} are themselves also parameters. Distance is then
converted to psychological similarity between prototypes and stimuli using:

ηx,qk
= e−c·dx,qk (5)

where c is a sensitivity parameter that can shrink or amplify discriminability in psychological space. The probability of the
stimulus being assigned to category 1 is then computed using:

P (k = 1 | x) =
ηx,q1

ηx,q1 + ηx,q2

(6)

Furthermore, the �nal model predicted likelihood is a mixture between the predicted probability from the model and a
random guess, with guessing parameter ε controlling the mixture probabilities:

p(k = 1 | x) = (1− ε)P (k = 1 | x) + ε ·K−1 (7)

where K indicates number of categories.

Generalized context model (GCM): We used the GCM developed by Nosofsky (1986). The GCM categorizes an
observed stimulus to a category by comparing the sum of its similarity to all previously seen exemplars in each category,
{C1, C2}. The raw distance and similarity between observed stimulus and exemplars were computed based on Equations
4 and 5 respectively. The probability of assigning a stimulus to category k = 1 is then computed based on the summed
category similarities in the following way:

P (k = 1 | x) =

∑
y∈C1

ηx,y∑
y∈C1

ηx,y +
∑
y∈C2

ηx,y
(8)

The �nal model predicted category probabilities is again a mixture between the predicted probability from the model and a
random guess as mentioned in Equation 7.

Rule (Rule): The rule model implemented in this work assigns a category based on one of the two rules, whichever
explains the participant data better. The �rst rule is based on the values taken by stimulus features along one dimension, and
the second is based on the application of the conjunctive rule on pairs of features � whether a given pair of stimulus features
take on the same value. The �nal model predicted category probabilities is again a mixture between the category prediction
from the model and a random guess as mentioned in Equation 7.
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Rule plus exception model (Rulex): We use the same implementation as the Rule model but provide exceptions as inputs
to the model. For Devraj et al. (2021) task, we provide [1, 1, 1, 1, 0, 1] as the exception stimulus for category 1, and for
category 2, it was set to [0, 0, 0, 1, 0, 0]. For Badham et al. (2017) task, we provide [1, 1, 1] and [0, 0, 0] as exceptions for
TYPE-2 task. The �nal model predicted category probabilities is again a mixture between the category prediction from the
model and a random guess as mentioned in Equation 7. In future work, we plan to implement a more detailed version of
rule-plus-exception model from (Nosofsky et al., 1994b) where the model learns the exceptions along with the rule.

CLAUDE-V2: We used CLAUDE-V2 as a cognitive model of human category learning. To do that, we prompted CLAUDE-
V2 by paraphrasing the instructions given to participants, see Appendix G and H for task-speci�c prompts. In essence, the
model was instructed via the prompt that it would be presented with stimuli belonging to two categories and would receive
feedback regarding the correct category following each stimulus. It was instructed to learn a rule based on stimulus features
to assign the stimulus to the correct category with increasing experience. As the Claude API only returns the CLAUDE-V2
output token and not its probability, the model’s prediction was coded as a binary variable, π(k = 1 | xt;x1:t−1, y1:t−1).
The �nal model predicted category probabilities is again a mixture between the category prediction from the model and a
random guess as mentioned in Equation 9.

p(k = 1 | xt) = (1− ε)π(k = 1 | xt;x1:t−1, y1:t−1) + ε ·K−1 (9)

E. Fitting models to human data

In this section, we explain the �tting procedure used to �t the parameters of the models to human data. The model parameters
were �t to the data using maximum likelihood estimation. We explain the implementation details for the different model
classes below. The full list of �tted parameters for each model is shown in Table 4.

MI, PFN, RMC and ERMI: We �t an inverse temperature term β within the sigmoid function, which squashes the output
from the �nal layer of the transformer to be within [0, 1], to each participant. Note that this term is set to one during the
meta-learning phase to derive an optimal model and is �tted only during the evaluation phase with the rest of the model
weights being frozen. We use the differential evolution optimizer available in the SciPy optimization library (Virtanen et al.,
2020) for �tting.

GCM and PM: Both models predict the probability of picking a category in a trial-by-trial fashion conditioned on all
preceding stimulus-target pairs. We �t their parameters to human choices that minimize the negative log-likelihood of
human choices under the model prediction. To do so, we used the MINIMIZE module available in SciPy’s optimization
library. As mentioned in Section D, the weights for the features were bounded to be within [0, 1] and sum to 1, the sensitivity
term bounded to be within [0, 20]. The prototype model requires learning the prototypical stimulus for each category (same
dimensionality as the input stimulus, with the feature values bounded to be within [0, 1]). Both models learning a guessing
parameter ε, which was bounded to be within [0, 1].

Rule and Rulex: We used the same procedure as above except that we learn the stimulus dimension vi on which the rule
is applied.

CLAUDE-V2: We used the same procedure as above except that only the guessing parameter, ε, is learned.

F. Bayesian model comparison

In this section, we provide details regarding the Bayesian model comparison procedure used to compare the �ts of different
models to the behavioral data. We �rst performed maximum likelihood estimation to �t model parameters θm. We then
computed the Bayesian information criterion (BIC) for model m for a given participant as follows:

BICm = −2 ·max
θm

T∑

t=1

log pθm
(ŷt | x1:t, y1:t−1) + |θm| log(T ) (10)

where |θm| is the number of parameters estimated for model m, T is the number of trials in the task and ŷt is the category
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Table 4. Fitted parameters in each model where β is the inverse temperature term, wi indicates the weights for the stimulus feature
dimension i, n is the number of stimulus feature dimensions, c is the sensitivity term, ε is noise term in an epsilon greedy policy, q1 and
q2 are the values for the prototypes for d stimulus features, and vi are the stimulus dimension on which the rule is applied.

MODEL PARAMETERS

ERMI, MI, PFN, RMC β
GCM c, ε, wi ∀ i ∈ {1, 2, . . . , n}
PM c, ε, wi, q1,i, q2,i ∀ i ∈ {1, 2, . . . , n}
RULE v1, v2, ε
RULEX v1, v2, ε
CLAUDE-V2 ε

choice made by the participant in trial t. BIC penalizes the model based on its complexity and can be used as a measure for
comparing goodness-of-�t when models differ in terms of their number of parameters.

We reported two metrics in the paper: posterior model frequency (in the main text) and exceedance probability. To compute
them, we used a Python implementation of the Variational Bayesian Analysis (VBA) toolbox (Daunizeau et al., 2014). The
toolbox requires us to provide log-evidences for each model and participant, which we approximate using −0.5 · BICm. For
further details about this model comparison procedure, see Rigoux et al. (2014).

G. ERMI shows human-like difficulty effects

G.1. Experiment details for Shepard et al. (1961) and Nosofsky et al. (1994a)

In their replication of the Shepard et al. (1961) study, Nosofsky et al. (1994a) conducted the study on 120 participants.
The authors used geometric stimuli that varied in shape (squares or triangles), interior line type (solid or dotted), and size
(large or small). Every participant completed two problems, therefore, each problem was performed by 40 participants.
The participants were informed that the rules for each problem were independent. Following the methodology of Shepard
et al. (1961), the learning process involved classifying stimuli into two categories and receiving feedback. This process was
repeated over several blocks (containing up to 16 trials) with randomized stimulus order in each block. Learning in the
task was measured until participants achieved a no-error streak in four consecutive sub-blocks of eight trials or reached a
maximum of 400 trials. For more details, please refer to Nosofsky et al. (1994a).

In tasks belonging to TYPE 1, stimuli were assigned to a category depending on the values they take along one of the
three dimensions, whereas in TYPE 2 tasks, stimuli were assigned to a category by applying the exclusive-or rule along
two relevant dimensions. Category assignment in tasks belonging to TYPE 3, TYPE 4, and TYPE 5 used a unidimensional
rule-plus-exception structure with some stimuli grouped in the central region and some in the periphery. Lastly, TYPE 6
tasks require considering feature values along all dimensions. For the illustration of category structures for the six types,
please refer to Figure 1 in (Nosofsky et al., 1994a).

In Badham et al. (2017), the authors replicated the Shepard et al. (1961) study on 96 adults aged between 18 to 87 years.
They used eight geometric shapes varying in size (large or small), shape (square or triangle), and color (black or white) in
the experiment with the stimuli shown on a mid-gray background. The order of stimuli and their category assignment were
randomized. They only considered the �rst four types from the Shepard et al. (1961) study but unlike their study, participants
performed all four types. Participants performed each task type for a total of six blocks with each block containing 16 trials
(resulting in a total of 96 trials) or until they reached a criterion of perfect performance in two consecutive blocks. For more
details, please refer to Badham et al. (2017).

G.2. Simulations:

To run simulations of the Shepard et al. (1961) study on ERMI, MI, and PFN model, the geometric stimuli used in the
experiment as mentioned above are converted into binary coded vectors taking values along the three stimulus feature
dimensions. The value assignment for a stimulus feature was randomized in every run, the order of presentation of the
stimulus was also randomized, and the number of presentations of a stimulus per block was matched to the original study. In
each run, the model was evaluated on a task of one particular type.
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(a) (b) (c) (d)

Figure 9. Supplementary figure accompanying Figure 2: (a-c) Average error probabilities for each task TYPE in each block of 16 trials
for (a) humans, (b) RMC, and (c) PFN. (d) The exceedance probability of participants’ choices in the Badham et al. (2017) study for eight
computational models. Human data in (a) was reproduced from Table 1 in Nosofsky et al. (1994a). RMC and PFN were simulated on
TYPE 1-6 tasks for 50 runs with the inverse temperature that resulted in the lowest mean-squared error compared to humans, which was
β = 0.9 for ERMI, and β = 0.9 for MI.

Table 5. Mean performance of humans and models for each rule type in replication of Shepard et al. (1961) study over 15 blocks. Human
data was taken from Table 1 in Nosofsky et al. (1994a). Details of model simulations can be found in Appendix G.

Model Rule MSE

TYPE 1 TYPE 2 TYPE 3 TYPE 4 TYPE 5 TYPE 6
Humans .0201 .0565 .1015 .1120 .1212 .2048 .0000

ERMI .0586 .0891 .0855 .0826 .0888 .1172 .0287
MI .0686 .4089 .2404 .1431 .2880 .4201 .2627

PFN .0170 .3405 .1533 .0226 .2371 .3975 .1736
RMC .1329 .2215 .1903 .1718 .2132 .3364 .1003

G.3. Additional observations and results

Why are TYPE 2 and TYPE 6 hard? We think that this could be because TYPE 2 tasks involve applying the exclusive-or
rule along two relevant dimensions (and ignoring one of the dimensions altogether), while TYPE 6 tasks require memorizing
feature values taken by stimuli along all dimensions, making it hard for models to learn.

Learning curves of RMC and PFN are not as similar to humans as ERMI: MSE between learning curves of humans
and RMC and PFN was 0.10 and 0.17 respectively. They are larger than that of ERMI which was 0.03.

ERMI learns the task faster than people: We transform the block variable t using an exponential kernel as follows:

y = ae−b∗t + c (11)

where a is the amplitude, b is the decay coef�cient term, and c is the offset term, and then regressed the transformed variable
onto the error rate for both ERMI and humans. We found that the �tted decay coef�cient for ERMI (1.24) is larger than for
humans (0.44).

Baseline models fit the data adequately: Baseline models particularly the GCM (177.35±4.70) and PM (201.19±3.38)
model did �t the data quite well in terms of log-likelihoods compared to ERMI (200.82± 4.56). However, the number of
parameters being �t to human data is quite large in these models (refer to Table 4). Therefore, they are heavily penalized
and have higher BIC values than ERMI.

G.4. CLAUDE-V2 as a cognitive model of human category learning

Simulations: To run simulations of the Badham et al. (2017) study on CLAUDE-V2, we queried it using the prompt shown
in Appendix G.4. The geometric stimuli used in the experiment are described in textual format. The order of stimulus
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presentation was randomized, and the number of stimulus presentations per block was matched to the original study. We ran
96 simulation runs for each of the six rules.

Prompt for Badham et al. 2017 study

In this experiment, you will be shown examples of geometric objects. Each object has three different features: size,
color, and shape. Your job is to learn a rule based on the object features that allows you to tell whether each example
belongs in the {A} or {B} category. As you are shown each example, you will be asked to make a category judgment
and then you will receive feedback. At �rst you will have to guess, but you will gain experience as you go along. Try
your best to gain mastery of the {A} and {B} categories.

- In trial 1, you picked category {A} for Big Black Square and category {A} was correct.
- In trial 2, you picked category {A} for Small Black Triangle and category {B} was correct

Human: What category would a Small Black Triangle belong to? (Give the answer in the form �Category 〈your
answer〉�).
Assistant: Category

(a) (b) (c)

Figure 10. Unlike ERMI, CLAUDE-V2 does not show human-like learning difficulties: (a-c) Average error probabilities for each task
TYPE in each block of 16 trials for (a) humans, (b) ERMI, and (c) LLM. Human data in (a) was reproduced from Table 1 in Nosofsky et al.
(1994a). ERMI was simulated on TYPE 1-6 tasks for 50 runs with the inverse temperature set to β = 0.4. CLAUDE-V2 was simulated for
94 runs each on TYPE 1-6 tasks with temperature term set to 0.

Table 6. Mean performance of humans and models for each rule type in the Badham et al. (2017) study. Details of model simulations can
be found in Appendix G.

Model Rule MSE

TYPE 1 TYPE 2 TYPE 3 TYPE 4 TYPE 5 TYPE 6
Human .0460 .1267 .2157 .2307 .2297 .3003 .0000
ERMI .0912 .1374 .1317 .1248 .1361 .1798 .0538
LLM .0206 .0521 .0404 .0368 .0482 .0752 .1771

MI .0959 .4337 .2655 .1657 .3175 .4387 .1795
PFN .0402 .3908 .1887 .0527 .2722 .4237 .1541

RMC .1593 .2744 .2314 .2164 .2576 .3845 .0564
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H. ERMI becomes more exemplar-based

H.1. Experiment details for Smith & Minda (1998) and Devraj et al. (2021)

Smith & Minda (1998) conducted their study on 32 participants, using 14 six-dimensional stimuli, with each stimulus
mapping to a six-letter nonsensical word such as gafuzi, ka�tdo, nivety, wysero, etc. � see Appendix A of Smith &
Minda (1998) for all words. Each stimulus can be represented by a six-digit binary string, where each digit and position
corresponds to a speci�c letter. For example, if the stimulus ’gafuzi’ corresponds to the binary code ’000000’, then ’gyfuzi’
corresponds to ’010000’, and so on. The stimuli were assigned to categories such that stimulus ’000000’ corresponds to
category 1 and stimulus ’11111’ corresponds to category 2. We only considered the non-linearly separable (NLS) category
structure from Experiment 2 in this work. According to this, a category contained �ve stimuli with �ve features in common
with the prototype, and one stimulus with �ve features in common with the opposing prototype. Therefore, category 1
contained seven stimuli as follows: [000000, 100000, 010000, 001000, 000010, 000001, 111101]. The remaining seven
stimuli belonged to category 2 [111111, 011111, 101111, 110111, 111011, 111110, 000100]. Participants had unlimited
time to make their choice on each trial. After making their choice, they were told whether it was a correct decision or not.
Participants completed a total of 560 trials, or 10 blocks (called trial segments by the authors but we call them blocks to be
consistent with other experiments) of 56 trials each, in which they saw each stimulus four times.

Devraj et al. (2021) replicated the task as mentioned above and collected data from 60 participants. Participants were
recruited from the 18-23 age range and English-speaking population using Proli�c. Their study involved 11 blocks instead
of 10 and as a result, they had 616 trials.

H.2. Model-based analysis:

The 616 choices made by participants and meta-learning models were divided into 11 blocks of 56 trials each. We obtained
the choices from the models � ERMI, MI, and PFN � by simulating them on the task for a total of 50 runs using the βs
�tted to participants in the Devraj et al. (2021) study. We then �t prototype- and exemplar-based models onto the choices of
humans and models to see if they are better explained by prototype or exemplar-based strategy. To �t their parameters, we
minimize the sum of squared errors (SSE) between observed and predicted probabilities for each participant for a given
block following the original study’s approach:

SSE =

14∑

t=1

(p(k = 1|xt)− p̂1,xt)
2 (12)

where p(k = 1|xt), from Equation 7, is the predicted probability from the model � either GCM or PM � that stimulus xt
belongs to category 1 based on an entire trial segment (56 trials) of data, and p̂1,xt

is the proportion of trials in the trial
segment (out of those in which stimulus xt was seen) in which the participant or model categorized stimulus xt to category
1. We used SciPy’s Sequential Least Squares Programming (SLSQP) method in the SciPy’s optimization module to obtain
the best �tting parameter for the two models as in (Devraj et al., 2021). We then compared the SSE computed using the
best-�tting parameters between the two models as shown in Figure 3(a).

H.3. Additional observations and results

ERMI is better explained by the exemplar-based model with learning: We �t a linear mixed-effects model to measure
this effect quantitatively. We predict the average error term from the GCM and PM model using blocks and model
as predictors and test the interaction between blocks and model. Blocks (1-10) were mean-centered and the exemplar
model (GCM) was coded as −1 and the prototype-based model (PM) was coded as 1. We report the coef�cient β̂ for the
interaction term in the main paper. We found that ERMI (β̂ = −0.01± 0.004; z = −2.54, p < 0.01) is better explained
by the exemplar-based model with learning whereas choices from MI are explained equally well by exemplar-based and
prototype-based learning (β̂ = −0.002± 0.005; z = −0.47, p = 0.63) as shown in Figure 3

Prototype model cannot learn exceptions: Given that the category structure is non-linearly separable (containing
exceptions), a prototype model cannot explain the data fully even if provided the true category choices as it tends to
miscategorize the exception stimulus from which category. The exemplar-based model (GCM) model, however, has no such
issues and can �t the true choices perfectly.
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(b)(a) (c) (d)

Figure 11. Supplementary material accompanying Figure 3:(a-c) The average error of exemplar- and prototype-based models �tted to
(a) human choices, (b) simulated choices from ERMI, and (c) simulated choices from PFN for each block of 56 trials. (d) The exceedance
probability of participants’ choices in the Devraj et al. (2021) study for seven computational models. Human data in (a) was reproduced
from Smith & Minda (1998). ERMI and MI were simulated using inverse temperature values �tted to participants’ choices in Devraj et al.
(2021). The mean of the �tted inverse temperature and its standard error were 0.09± 0.01 for ERMI and 0.14± 0.01 for MI, respectively.
The shaded region shows the standard error of the mean.

MI and PFN models find it hard to learn exceptions: A better �t of the prototype model to the MI and PFN in the latter
half of the experiment (as shown in Figure 3 and 11) suggests that, as observed in Shepard’s task, they are not able to learn
exceptions like the prototype model as mentioned before.

H.4. CLAUDE-V2 as a cognitive model of human category learning

Simulations: To run simulations of the Smith & Minda (1998) study on CLAUDE-V2, we queried it using the prompt
shown in Appendix H.4. The nonsense stimuli used in the experiment are provided in text. The order of presentation of the
stimulus was also randomized, and the number of stimulus presentations in a block was matched to the original study. We
ran the model for a total of 120 simulation runs.

Prompt for Devraj et al. 2022 study

In this experiment, you will be shown examples of nonsense word stimuli. Look carefully at each word and decide if it
belongs to group {U} or group {M}. Respond with {U} if you think it is a group {U} word and {M} if you think it is a
group {M} word. You will recieve feedback about the correct group after each of your response. At �rst, the task will
seem quite dif�cult, but with time and practice, you should be able to answer correctly.

- In trial 1, you picked group {M} for wafuzi and group {U} was correct.
- In trial 2, you picked group {M} for gyfuzi and group {U} was correct.

Human: What group would the word gyfuzi belong to? (Give the answer in the form �Group 〈your answer〉�).
Assistant: Group

I. ERMI shows human-like generalization

I.1. Experiment details for Johansen & Palmeri (2002)

Johansen & Palmeri (2002) conducted their study with 198 participants (out of which 68 were excluded for further analysis)
using four-dimensional stimuli with each dimension taking one of two possible values. The stimuli were �computer-generated
drawings of rockets that varied along four binary-valued dimensions: The shape of the wing (triangular or rectangular), tail
(jagged or boxed), nose (staircase or half-circle), and porthole (circular or star)� (Johansen & Palmeri, 2002). The category
structure used in the study was similar to the ones used in classical studies such as Medin & Schaffer (1978); Nosofsky et al.
(1994b) and is ill-de�ned in that no single feature along a dimension can be used to perfectly classify stimuli. Rather, the
categories have a family resemblance structure in that category A stimuli tend to have a value of 0 along each dimension,
and category B stimuli tend to have a value of 1 along each dimension. In this case, category 1 contained �ve stimuli as
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(b)(a) (c)

Figure 12. CLAUDE-V2 performs purely exemplar-based category learning: (a-c) The average error of exemplar- and prototype-based
models �tted to (a) human choices, (b) simulated choices from ERMI, and (c) simulated choices from CLAUDE-V2 for each block of 56
trials. Human data in (a) was reproduced from Smith & Minda (1998). ERMI was simulated using inverse temperature values �tted to
participants’ choices in Devraj et al. (2021). The mean of the �tted inverse temperature and its standard error for ERMI was 0.09± 0.01.
CLAUDE-V2 was queried using the prompt shown in Appendix H.4 with the temperature term set to 0 for 120 runs. The shaded region
shows the standard error of the mean.

follows: [0001, 0101, 0100, 0010, 1000]. The remaining four stimuli belonged to category 2 [0011, 1001, 1110, 1111]. The
stimulus presentation order was randomized within each block. Participants had unlimited time to make their choice on each
trial. After making their choice, they were told whether or not it was a correct choice. Participants completed a total of 288
training trials, or 32 blocks of 9 trials each, in which they saw each stimulus once. However, in addition to the training
block, participants had to perform a transfer block after 2, 4, 8, 16, 24, and 32 blocks of training. In a transfer block, all 16
possible stimuli are shown without any corrective feedback.

I.2. Simulations

We simulated ERMI, MI, and PFN on the Johansen & Palmeri (2002) study for different betas values, from zero to one in
steps of 0.1, for a total of 544 runs. The models interacted with each of the nine training stimuli 32 times with the ordering
of the stimuli shuf�ed between runs. Predictions for the transfer stimuli were derived by concatenating them � one at a time
� at the end of 32 training blocks in every run. By doing so, we were able to derive the model’s prediction for each unseen
stimulus around 77 times. In Figure 4 and 13, we reported average choice probabilities for the models using the β-term that
minimized the pair-wise Euclidean distance between the human and model’s choice probabilities.

J. Benchmarking on OpenML-CC18

Table 7 contains the full set of results for all tasks and models.

K. Software and Data

We have made the data and code available under the following link: https://github.com/akjagadish/ermi
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(a) (b) (c) (d)

 T1: [1 0 1 1] 
T2: [1 0 1 0]
T3: [0 1 1 1]
T4: [1 1 0 1]
T5: [1 1 0 0]
T6: [0 1 1 0]
T7: [0 0 0 0]

Figure 13. Supplementary material accompanying Figure 4: (a-c) Average categorization probabilities of transfer stimuli T1-T7 for (a)
humans (b) ERMI (c) PFN. (d) The encoding scheme used for the seven transfer stimuli is provided for reference. Human data in (a) was
reproduced from Johansen & Palmeri (2002). ERMI and MI were simulated on the same experiment for 77 runs, with inverse temperature
settings that resulted in the lowest mean-squared error compared to humans, which was β = 0.9 for ERMI, and β =0.1 for PFN.

Table 7. Detailed performance metrics of different models on OpenML-CC18 benchmarking suite.
Abbreviations: Software defect prediction (SDP) and Service-Center (SC)

DATA SET LOG. REG. SVM XGBOOST TABPFN ERMI

KR-VS-KP 0.8257 0.8514 0.7986 0.8664 0.8450
CREDIT-G 0.6421 0.6357 0.6350 0.6036 0.6150
DIABETES 0.6771 0.7079 0.6786 0.6886 0.6950
SPAMBASE 0.5407 0.7664 0.7536 0.7993 0.7757
TIC-TAC-TOE 0.5536 0.5950 0.6071 0.5914 0.6071
ELECTRICITY 0.5543 0.6007 0.7036 0.6871 0.6436
PC4-SDP 0.7136 0.7521 0.7886 0.7707 0.7714
PC3-SDP 0.6514 0.7264 0.7357 0.7279 0.7107
KC2-SDP 0.5893 0.7314 0.7257 0.7257 0.7257
KC1-SDP 0.6271 0.6707 0.6743 0.6679 0.6521
PC1-SDP 0.5336 0.5964 0.6514 0.6064 0.6493
WDBC 0.9121 0.9207 0.9014 0.9221 0.9093
PHONEME 0.5793 0.7314 0.6979 0.6921 0.7200
QSAR-BIODEG 0.5779 0.7014 0.6850 0.6921 0.7064
ILPD 0.5493 0.6386 0.6229 0.6121 0.6286
OZONE-LEVEL-8HR 0.6614 0.6907 0.6707 0.6471 0.6950
BANKNOTE-AUTHENTICATION 0.7721 0.9229 0.8457 0.9657 0.9379
BLOOD-TRANSFUTION-SC 0.4714 0.5493 0.5879 0.5671 0.6186
PHISHING WEBSITES 0.7929 0.8071 0.8157 0.8157 0.8129
BANK-MARKETING 0.5829 0.5614 0.7386 0.7350 0.7171
WILT 0.5171 0.5736 0.6393 0.6371 0.6507
NUMERAI28.6 0.4857 0.4779 0.5029 0.4779 0.4986
CHURN 0.6321 0.7271 0.6800 0.7186 0.7329

MEAN ACC. 62.80± 0.66 69.29± 0.62 70.17%± 0.52 70.51%± 0.63 70.95%± 0.54

MEAN RANK 4.52± 0.21 2.76± 0.26 2.61± 0.30 2.85± 0.27 2.26 ± 0.22
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ABSTRACT

Human cognition is profoundly shaped by the environments in which it unfolds. Yet, it remains an open question whether
learning and decision making can be explained as a principled adaptation to the statistical structure of real-world tasks. We
introduce ecologically rational analysis, a computational framework that uni�es the normative foundations of rational analysis
with ecological grounding. Leveraging large language models to generate ecologically valid cognitive tasks at scale, and using
meta-learning to derive rational models optimized for these environments, we develop a new class of learning algorithms:
Ecologically Rational Meta-learned Inference (ERMI). ERMI internalizes the statistical regularities of naturalistic problem spaces
and adapts �exibly to novel situations, without requiring hand-crafted heuristics or explicit parameter updates. We show that
ERMI captures human behavior across 15 experiments spanning function learning, category learning, and decision making,
outperforming several established cognitive models in trial-by-trial prediction. Our results suggest that much of human cognition
may re�ect adaptive alignment to the ecological structure of the problems we encounter in everyday life.

Significance Statement
Humans are remarkably adaptive, making good decisions in complex, uncertain environments. But where do these abilities
come from and how can we model them? This work introduces a new approach that combines insights from psychology and
machine learning to explain human cognition as an adaptation to ecological environments. By using large language models
to generate realistic problems and training neural networks to solve them, we show that simple general-purpose systems can
mirror how people learn, categorize, and decide. Our results suggest that much of human learning and decision making may be
explained by attunement to the structure of the world around us.

Introduction
It is a truth universally acknowledged that a mind in search of a decision is in�uenced by its environment. Charles Darwin1

showed that species are adapted to their environmental niche to survive. Egon Brunswik2 proposed that people carefully
interpret the signals in their surroundings to make judicious decisions. Herbert Simon3 emphasized that human behavior is the
result of the interplay between limited cognitive resources and the structure of the environment. Gerd Gigerenzer4 furthered
this notion by introducing the concept of ecological rationality, proposing that minds adapt to their environments by relying on
simple context-speci�c strategies. Yet it remains unclear how attuned human learning and decision making are to the statistical
structure of ecologically valid environments.

Two prominent frameworks have sought to address this question through computational modeling: rational analysis5 and
ecological rationality6. While rational analysis seeks optimal strategies within formal models of the environment, ecological
rationality emphasizes heuristics tuned to the structure of real-world tasks. Although rational analysis offers a principled way to
derive an adaptive strategy, it requires de�ning a formal model of the environment. This requirement limits its applicability to
relatively simple environments. Ecological rationality, on the contrary, offers a �exible way to model real-world behavior, but it
relies on the researcher to hand-design suitable heuristics. This reliance makes it challenging to extend the framework to new
domains where effective heuristics have yet to be discerned.
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Results
In what follows, we describe ERMI and demonstrate how it can be used to model human learning and decision making across
diverse cognitive domains; see Figure 1 for an overview.

The core idea behind ERMI is that adaptive behavior re�ects the internalization of ecological priors. To capture these
priors, ERMI uses LLMs as generative engines to construct ecologically valid tasks (see scalable generation of cognitive tasks
from LLMs in Methods). This generation process involves two stages: �rst, the LLM proposes plausible task features (e.g.,
predicting weight from calories consumed); second, it generates corresponding input-target pairs for the given task features
(e.g., speci�c calorie and weight values)10. Importantly, the generated targets correspond to ground truth values and not human
predictions. By querying LLMs, we synthesize a rich and diverse set of cognitive tasks that approximate the distribution of
problems found in natural settings.

ERMI then uses meta-learning16�18 to derive computational models adapted to the LLM-generated tasks (see Methods). The
resulting models implement approximately Bayes-optimal policies that adapt in-context � modifying internal activations rather
than parameters � to the structure of encountered problems12, 13. This approach allows us to systematically test whether optimal
alignment with ecological statistics is suf�cient to account for hallmark patterns of human learning and decision making.

In a series of experiments, we demonstrate how ERMI captures human behavior across three core domains of cognition:
function learning, category learning, and decision making. For each domain, we show that it replicates core behavioral
signatures and provides better trial-by-trial predictions of human choices compared to established cognitive models.

Function learning
Psychologists have been interested in understanding how people learn the functions underlying the association between an
input and a target since the 1960s19. Much of these studies have focused on mapping a single-dimensional input to a response,
called single-cue function learning20, 21, which is also the focus of this work.

In these tasks, participants observe input-output pairs, typically receiving feedback on the true response after each prediction.
The underlying function is unknown and must be inferred through trial and error. Once trained, participants are tested on
previously unobserved inputs within the range of their prior experience (interpolation) or outside that range (extrapolation).
Previous work has revealed several hallmark �ndings: people interpolate more accurately than they extrapolate, sometimes
performing as well on novel interpolated inputs as on the training set itself22; and they exhibit systematic biases when
generalizing, favoring linear functions with positive slopes and minimal offsets21, 23, 24.

ERMI provides a framework for probing the origins of these behavioral patterns. Following the procedure outlined
previously, we �rst construct a dataset of about 10.000 one-dimensional function learning tasks designed to re�ect the diversity
of functional relationships found in natural environments (see Figure 2C for examples). We analyze the statistical properties
of the LLM-generated tasks and compare the tasks with real-world regression problems25. We found that the generated
functions comprised approximately 75% linear, 12% exponential, 7% quadratic, and 6% periodic relationships (see Figure 2A),
a distribution that mirrors both environmental regularities and human dif�culty rankings in function learning26. A model-based
analysis of linear �ts revealed a pronounced bias toward positive slopes with near-zero offsets (see Figure 2B), consistent with
known human biases in extrapolation27, 28.

Then, we asked to what extent ERMI can replicate the characteristic patterns of human function learning? Drawing
on prior work26, we focused on �ve well-established �ndings in function learning: (i) linearly increasing functions are
learned more readily than decreasing functions30�32; (ii) linearly increasing functions are also learned faster than nonlinearly
increasing functions22, 33; (iii) monotonic functions are learned more effectively than non-monotonic ones19, 30, 33; (iv) cyclic
functions are more challenging than non-cyclic functions33; and (v) generalization is more accurate in interpolation than in
extrapolation19, 22, 34.

To test whether ERMI reproduces these patterns, we sampled functions from each class and assessed the model’s learning
dynamics. We measured learning speed and accuracy using the rate of change and mean-squared error (MSE) across trials
(see Methods for details). Strikingly, ERMI mirrored human behavior across all �ve phenomena: (i) it learned positive
linear functions (MMSE=0.5260, SEM=0.0043, t=-70.1587, p<0.001) better than negative linear functions (MMSE=0.9339,
SEM=0.0039); (ii) it grasps linear functions with positive slopes more rapidly, reaching minimum MSE in fewer trials
(Mtrial=13.29, SEM=0.051) compared those with negative slopes (Mtrial=14.22, SEM=0.048; t=-13.38, p<0.01); (iii) it
mastered monotonic functions (MMSE=0.8895, SEM=0.0028, t=-145.5417, p<0.01) more accurately than non-monotonic ones
(MMSE=1.5255, SEM=0.0032); (iv) it learned non-cyclic functions (MMSE=1.0423, SEM=0.0025, t=-89.6918, p<0.01) more
readily than cyclic ones (MMSE=1.5508, SEM=0.0054, t=-89.6918, p<0.01); and (v) it achieved better prediction performance
during interpolation (MSE=0.0017;27) than during extrapolation (MSE=0.0022); see Figure 2D-E.

A well-established �nding in the function learning literature is that humans tend to underestimate functional relationships
during extrapolation, particularly for linear functions, with a characteristic bias toward zero offset27. To assess whether
ERMI exhibits a similar pattern, we conditioned the model on input-target pairs sampled from a linear function, following the
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Figure 2. Function learning: A Proportions of different function types in real-world datasets25 and LLM-generated datasets.
B Parameters for slope and offset for linear functions �tted to both datasets. C Example functions sampled from the
LLM-generated datasets. D Mean-squared error (MSE) of ERMI when simulated on �ve function types, namely,
positively-sloped linear, negatively-sloped linear, exponential, quadratic, and periodic functions (mean over all runs and trials).
E MSE of ERMI for the �ve function types mentioned above unrolled over trials (mean over all runs). F Simulations of ERMI
on linear function from27 along with human predictions extracted from the original plot (gray lines mark interpolation range
between 30 to 70 and extrapolation region between 0 to 30 and between 70 to 100). G MSE during interpolation (Experiment 2
of original study) and extrapolation (Experiment 4) for ERMI and Meta-learned inference (MI) with hand crafted prior when
simulated on tasks from29. H Representative example for interpolation. I Representative example for extrapolation.
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procedure of Kwantes and Neal27 (see human studies in SI for additional details), and simulated its predictions for input values
outside the training range. We compared ERMI’s responses to human data in both interpolation and extrapolation regimes.
For human responses, we drew on data from Experiment 2 of Kwantes and Neal27, in which participants directly estimated
numerical values for a given input � an evaluation method that closely parallels our procedure for ERMI. We found that, like
humans, ERMI systematically underestimated responses in the extrapolation range, with a stronger bias in the lower region
(MSE=0.0043; 0-30 on the x-axis, which is marked using grey lines in the Figure 2F) than in the upper region (MSE=0.0003;
70-100 on the x-axis). It showed a bias towards zero offset comparable to that observed in human participants (see Figure 2F).
In addition, ERMI’s predictions agreed better (MSE=0.0002) with human responses than a meta-learned (MI; MSE=0.00054)
with hand-crafted prior used by Lucas and colleagues35; see Methods for details.

Beyond qualitative signatures, a critical test of any model is whether it can capture the �ne-grained structure of human
behavior at the trial level. To this end, we evaluated ERMI on the function estimation task introduced by Little and colleagues29.
In this task, participants viewed 24 scatter plots, each depicting data from a different �ctional scienti�c experiment, and were
asked to draw what they believed to be the true underlying causal function. The scatter plots were generated from linear,
quadratic, or cubic polynomial functions with added Gaussian noise. Crucially, the scatter plots were presented in two distinct
formats. In the zoomed-in condition, data points �lled the entire plotting area, enabling assessment of interpolation. In the
zoomed-out condition, data points were centrally located and occupied only 40% of the plot area, encouraging participants to
extrapolate beyond the range of the observed data; see human studies in the SI for additional details.

We conditioned ERMI on the same training data shown to participants and generated predictions for the identical input
values. To quantify model �t, we computed the MSE between ERMI’s predictions and human responses across all test inputs.
As shown in Figure 2G, ERMI provided a closer �t to human judgments than MI in both interpolation and extrapolation
conditions. Speci�cally, ERMI achieved a lower MSE (MMSE=0.0171, SEM=0.0014, t = -9.9944, p < 0.01) compared to MI
(MMSE=0.0256, SEM=0.0020) during interpolation, and likewise outperformed MI during extrapolation (ERMI: MMSE=0.0223,
SEM=0.0018; MI: MMSE=0.0424, SEM=0.0034, t = -13.1479, p < 0.01). For illustrative examples, Figure 2H-I shows ERMI’s
predictions, alongside those of MI, for interpolation and extrapolation condition from a representative participant; see Figure S2
in the SI for additional examples. Together, these �ndings suggest that a rational model attuned to the statistics of ecologically
valid function learning problems is suf�cient to capture much of human function learning.

Category learning
To examine whether these �ndings generalize, we turned to a second domain that has been widely studied in cognitive
psychology, namely category learning36. In a typical category learning task, participants are presented with inputs sequentially
and must assign each one to a set of known categories. After each trial, they receive feedback that indicates whether their
classi�cation was correct. The underlying rule that governs category membership � referred to as the category structure � is
hidden from participants and must be inferred through trial and error. During the test phase, participants classify both previously
seen (training) and novel (transfer) input without receiving feedback. This design allows for simultaneous assessment of
learning performance on familiar examples and generalization to new instances.

It has been observed that humans �nd learning certain category structures more dif�cult than others37. Furthermore, the
categorization strategy they use changes during the course of the experiment from an exemplar-based strategy to a prototype-
based strategy38. In addition, the way they generalize to unseen inputs is systematic, following a rule-plus-exception-based
model39.

To investigate the role of ecological adaptation in explaining these �ndings, we again turn to ecologically rational analysis.
Following a previously established procedure, we generated about 10.000 category learning problems and inspected their
underlying statistics. Like in function learning, we found that LLM-generated category learning problems capture key statistical
properties of real-world classi�cation datasets14. Speci�cally, we observe that (i) the generated category learning problems are
noisy, yet classi�able, like real-world classi�cation problems (Figure 3A); (ii) they contain inputs whose features exhibit a
full range of correlations, from non-existent or low values to nearly complete correlation, as in real-world tasks (Figure 3B);
(iii) only a few feature dimensions within each task substantially contribute to classi�cation, indicating sparsity in the feature
space commonplace in real-world tasks (Figure 3B; larger Gini coef�cient values indicate higher sparsity); and (iv) the category
structure observed in the generated classi�cation problems is predominantly linear akin to real-world tasks (Figure 3B; higher
values indicate more linearity). These �ndings con�rm the ecological validity of LLM-generated category learning tasks.

Moving to the next step, we derived ERMI by meta-learning on these category learning problems and evaluated how well it
can capture various aspects of human category learning. To explain human learning dif�culties during category learning using
ERMI, we consider the study by Shepard et al.37. In this study, the authors considered six different category structures (labeled
TYPE 1 to TYPE 6). In TYPE 1 problems, all items in a category share one particular feature value (e.g., they are all black),
TYPE 2 problems are de�ned by a combination of two feature values (i.e., XOR problems), TYPE 3-5 problems combine a
rule with exceptions, and TYPE 6 problems require the memorization of individual items as rules and the similarity to other
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Figure 3. Category learning:A Mean task performance of a logistic regression model over trials for real-world classi�cation
tasks14 in orange and LLM-generated tasks in blue. B Density plot of Pearson’s correlation coef�cients between feature
dimensions. C Gini coef�cients over logistic regression weights, which provides a measure of sparsity (high values indicates
greater sparsity). D Posterior probability measuring the linearity of category learning tasks. E�G Average error probabilities
for each task TYPE across 16-trial blocks for E humans (in gray), F ERMI (in blue), and G MI (in orange). Human data in E
reproduced from Table 1 in40. ERMI and MI were simulated on TYPE 1�6 tasks for 50 runs using the inverse temperature (β )
that minimized mean-squared error with respect to human data: β = 0.4 for ERMI and β = 0.9 for MI. H�J Average error of
exemplar- and prototype-based models �tted to H human choices, I simulated choices from ERMI, and J simulated choices
from MI across 56-trial blocks. Human data in H reproduced from38. ERMI and MI were simulated using inverse temperature
values �tted to participants’ choices in41; ERMI (Mβ =0.09, SEM=0.01) and MI (Mβ =0.17, SEM=0.02). Shaded regions
indicate standard error of the mean. K Average categorization probabilities of transfer inputs T1�T7 for humans (gray), ERMI
(blue), and MI (orange). Human data reproduced from39. ERMI and MI were simulated on the same experiment over 77 runs
using the best-�tting inverse temperatures: β = 0.9 for ERMI and β = 0.1 for MI. L Posterior model frequency of participants’
choices in42 across seven computational models. M Posterior model frequency of participants’ choices in41 across six
computational models.
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items is not informative; see human studies in the SI for details. The task dif�culty of the six problem types increases from
1 (Mp(Error) = 0.0201) to 6 (Mp(Error) = 0.2048), as shown in Figure 3E. The error rates for TYPE 2-5 problems fall between
those of TYPE 1 and TYPE 6; see Table S3 in SI for details. ERMI � when simulated on tasks from the Shepard et al. study37 �
displayed learning curves that are dif�culty dependent and follow the same ordering as people’s; see Figure 3F. Quantitatively,
ERMI (MSE = 0.03) captured human learning dif�culties better than meta-learned inference with a hand-crafted prior (MI;
MSE = 0.26); see Methods for details.

We then investigated whether ERMI also captures human trial-by-trial choices during category learning by considering
a replication of the original Shepard’s study37 by Badham et al.42; see human studies in the SI for details. We performed
a Bayesian model comparison between ERMI and �ve other computational models, which included the rational model of
categorization (RMC;43), a prototype model (PM;44), an exemplar model (generalized context model (GCM);45), a rule-based
model (Rule;34 and a meta-learned inference model with Bayesian logistic regression prior (MI) and Bayesian neural network
prior (PFN;46); see Methods for details on the baseline models, as well as the model �tting and comparison procedure. We
found that in terms of the posterior model frequency (PMF), which measures how often a model offers the best explanation in
the population, ERMI explains human choices more frequently (MPMF=0.43, SEM=0.05) compared to the other models, with
the RMC coming in close second (MPMF=0.41, SEM=0.05); see Figure 3L.

After that, we tested whether ERMI shows a similar shift in its categorization strategy as humans38. In this study, participants
classi�ed 14 six-dimensional inputs into two categories. These categories were assigned based on a nonlinear decision rule; see
human studies in the SI for details. The authors then �tted a prototype and an exemplar model to the observed behavior and
found that the prototype model better explained the people in the early blocks but in the later blocks, their choices aligned more
closely with the exemplar model, as shown in Figure 3H. When simulated on tasks from the same study, we found ERMI’s
strategy to be indistinguishable between prototype-based and exemplar-based in the beginning of the experiment, but with
experience, it became increasingly more exemplar-based as observed in humans (see Figure 3I). In contrast, MI does not display
such a transition in strategy, as shown in Figure 3J. Furthermore, we compared ERMI with other competing models in the
prediction of human choices at the trial level, for which we used human data from a replication of the original study by Devraj
et al.41. As shown in Figure 3M ERMI (MPMF=0.32, SEM=0.06) predicted human choices the most frequently, followed by the
GCM (MPMF=0.24, SEM=0.05) and the rule-based model (MPMF=0.20, SEM=0.05).

Finally, we examined whether ERMI displays the same generalization patterns as people when they observe inputs not part
of the training phase39. In the training phase of this study, participants performed binary classi�cation of nine four-dimensional
inputs. Subsequently, in the test phase, they were probed on seven transfer inputs (labeled T1-T7; see Methods for their
encodings) for which they did not receive any feedback; see human studies in the SI for details. The latter was intended to
examine how they would generalize the learned category structure to unseen inputs; see Method for details. Figure 3K shows
the proportion of responses in which the participants assigned category A to the seven transfer inputs (in gray). It can be seen
that participants assigned the transfer inputs T5, T6, and T7 mainly to category A and the inputs T1, T2, T3, and T4 mainly to
category B. ERMI � when evaluated on the same task � generalizes to unseen inputs in a human-like way by classifying the
inputs T1, T3, and T4 more often as category B and the inputs T5, T6, and T7 more often as category A; see Figure 3I (in blue).
The only deviation from human-like generalization is input T2. Although ERMI classi�ed it as category A at the chance level,
the participants predominantly assigned it to B. We speculate that this is because T2 resembles the category prototype along
two only dimensions, while other inputs categorized as B matched along three dimensions. Yet again, MI did not show the
same pattern as in humans, both qualitatively (Figure 3K; in orange) and quantitatively, with the Euclidean distance between
the choice probabilities of humans and ERMI (0.29) being lower than between humans and MI (0.67).

These results indicate that in addition to capturing human function learning, ERMI also captures human category learning.

Decision making
The question of how people decide between multiple options and how they improve on it with experience has been extensively
studied in economics47, psychology4, and neuroscience48. Does ERMI also extend to this domain?

For our analyses, we considered the paired comparison task49. Participants in this task decide between two options, each of
which is characterized by different feature values. The feature values are associated with a value on an unobserved criterion
and participants have to learn which option has the higher criterion. We consider a sequential variant where participants take
decisions one at a time with feedback provided on which option had a higher criterion value after each trial.

The strategies people use to make decisions in a paired comparison task are widely contested. While economists have taken
a rational perspective that suggests that people weigh the different cues appropriately while making decisions47, 50, proponents
of ecological rationality have argued that people are incapable of such reasoning due to their cognitive constraints51, 52. Instead,
they have proposed the view that people rely on simple heuristics, which are short-cut strategies that produce competitive
performance despite using only parts of the available information53. Recent work49 has shown that people adopt different
decision-making heuristics depending on the structure of paired comparison tasks54. When participants knew the importance of
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A B C

Figure 4. Decision making: A Mean Gini coef�cients computed over weights produced ERMI and MI on the tenth trial of the
paired comparison tasks sampled from the generative model used in the Binz and colleagues49 for three conditions: ranking,
direction and unknown. B Posterior model frequency of participants’ choices from experiment 3b of Binz et al. study49, which
uses four attributes for each option. C Posterior model frequency of participants’ choices from experiment 3a of Binz et al.
study49, which uses two attributes for each option.

attributes to the criterion but not the direction of their correlation with it (ranking condition), they used a one-reason decision
strategy. When the direction was known but not the ranking (direction condition), they relied on an equal weighting strategy.
Finally, when neither ranking nor direction was known (unknown condition), they used a weighted combination of attributes to
guide their choices.

To further examine how data distributional properties in�uence heuristic choice, we adapted the previously described
procedure to generate three sets of problems, each containing approximately 7.000 tasks, re�ecting one of three conditions:
ranking, direction, and unknown. This was done using three condition-speci�c prompts specifying: (i) that attributes be
rank-ordered by importance to the target; (ii) that attributes correlate positively with the target; or (iii) no additional information
to allow free-form generation. We then veri�ed that the generated tasks matched their intended conditions: tasks in the ranking
condition showed more rank-ordered feature weights than those in the unknown condition, and tasks in the direction condition
had features more strongly (positively) correlated with the target (see Figure S7 in the SI). After that, we constructed paired
comparison trials by randomly sampling two options from each dataset and pitting them against each other. We then derived an
ERMI model by meta-learning on LLM-generated tasks for each condition.

The resulting ERMI models were �rst simulated on decision making problems from Binz and colleagues49. To examine
the strategy being implemented by ERMI, we computed the Gini coef�cient over attribute weights produced by ERMI (see
Methods for details). Higher values for the Gini coef�cient indicate more sparse weights, which corresponds to a one-reason
decision making strategy, lower values correspond to equally weighted attributes, and values in between correspond to a
weighted-additive strategy. As shown in Figure 4A, we found that ERMI uses the same heuristics that people use in the
respective condition. That is, ERMI trained on decision making problems from the ranking condition implements a one-reason
decision making strategy (MGini = 0.3399, SEM = 0.0631), in the direction condition it uses an equal weighting strategy (MGini
= 0.0743, SEM = 0.0138), and in the unknown condition it relies on a weighted combination of attributes (MGini = 0.1794,
SEM = 0.0333). These results are also consistent with the strategies used by meta-learned inference (MI) with a hand-crafted
prior for each condition; see Methods for details.

In addition to the simulation study, we evaluated whether ERMI explains human decision making better than competing
models by conducting a model comparison on human data from Binz et al.49. We considered human data from two experiments,
one with options containing two attributes and the other with four, in which participants performed decision-making tasks
without receiving any side information (see human studies in SI for details). Compared to other baseline models � namely,
single-cue decision making (SC), equal-weighted strategy (EW), feedforward neural network (NN), and MI � ERMI accounts
for human responses most frequently in both the two-attribute experiment (MPMF=0.7299, SEM=0.0888) and the four-attribute
experiment (MPMF=0.6284, SEM=0.0897). These results suggest that ERMI converges to the same decision making strategies
that people have been shown to use, with the particular strategy shaped by the statistical structure of decision-making problems.

Discussion
In the late 1990s, Gerd Gigerenzer and his colleagues conducted what, in hindsight, stands as one of psychology’s most
endearingly simple yet profoundly revealing studies. They asked participants whether they recognized the names of various
cities or companies�and found that when people chose the company they recognized between two options, their choices
reliably predicted which company had higher stock returns. This surprisingly effective strategy, dubbed the recognition heuristic,
is a lexicographic decision rule similar to the ones we modeled that stops at the �rst discriminating cue�in this case, recognition.
But how could such a seemingly naive rule succeed in complex contexts like �nancial forecasting? Gigerenzer proposed that
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the frequency with which people encounter names in everyday life �on television, in conversations, or in headlines� contains
statistical signals informative for decision making55, a hypothesis he substantiated by meticulously counting company name
occurrences in major newspapers.

Yet this insight raised a far-reaching question: could one ever scale ecological rationality beyond a single heuristic to
explain the full complexity of human learning and decision making? After all, manually tallying newspaper mentions might
work for isolated cues, but becomes hopelessly unwieldy when faced with the rich environments people face daily. How could
one map the statistical �ngerprints of vast environments across countless domains of cognition?

In recent years, an unexpected answer may have emerged: large language models. Indeed, it has been argued, by Alison
Gopnik and colleagues56, that LLMs, trained on the sprawling archive of human culture, can be seen as �cultural technologies,�
artifacts that distill the collective knowledge of societies. Where earlier researchers scraped headlines to estimate how often
a name appeared in people’s environments, LLMs now embed billions of such frequencies and co-occurrences, capturing
statistical regularities on a scale previously unimaginable. This extraordinary capacity opens, for the �rst time, an opportunity
to massively scale up ecological rationality. We can use LLMs to generate ecologically grounded tasks that re�ect the natural
statistics of human environments and test whether human learning and decision-making align with ideal inference under such
ecological priors.

In the current work, we introduced ecologically rational analysis, a framework that leverages meta-learning and LLMs to do
exactly that, i.e. to extend the logic of ecological rationality beyond individual heuristics and into the broader structure of human
cognition. In particular, we developed a new class of models�called ERMI�that allowed us to investigate whether human
learning and decision making approximate �ideal statistical inference under the structure of natural tasks and environments�57.
Across 15 experiments spanning three core domains of human cognition, we found that ERMI can account for a substantial
amount of variance in human behavior. Not only did ERMI capture key behavioral signatures in each domain, but it also
provided superior trial-level prediction of human choices relative to established cognitive models. Taken together, these �ndings
demonstrate that rational adaptation to ecologically valid task statistics is suf�cient to account for much of human cognition.

A key strength of ERMI lies in its ability to derive priors and distill them into computational models without extensive hand-
engineering. In contrast, traditional rational analysis requires researchers to manually specify the underlying data-generating
distribution. For example, in the rational model of function learning, Lucas et al.35 assumed a linearity-based prior but
acknowledged uncertainty about its alignment with naturalistic environments, noting that �it is not realistic to directly measure
the statistical structure of the environment, that is, what functions are truly more or less common�35. ERMI circumvents this
issue by using LLMs to directly generate tasks with ecological statistics. Alternatively, ecological rationality often relies on
researchers to manually construct heuristics that are �applicable to speci�c decision tasks and in particular domains�different
tools for different tasks�58. By leveraging meta-learning to automatically derive computational models adapted to these
ecological statistics, ERMI eliminates the need for hand-designing task-speci�c heuristics prevalent in ecological rationality
framework.

Yet one may ask: Why not directly use an LLM to model human behavior, instead of meta-learning on LLM-generated
tasks? We evaluated LLMs as direct behavioral models and found that ERMI consistently outperformed them in explaining
human data (see Figure S5 in the SI), highlighting that LLMs do not capture human behavior out-of-the-box. Furthermore,
even a strong alignment of LLMs with human behavior would not clarify why they are good models, given that they are trained
on vast and opaque datasets that span human conversations, code, and various cultural artifacts that are dif�cult to analyze.
ERMI, on the other hand, leverages LLMs solely as generative sources for ecological tasks used in meta-learning, allowing
us to test a speci�c hypothesis about human cognition. Of course, what features of the environment are required to explain
behavior in a particular domain still needs to be determined statistically, which re-introduces a degree of manual analysis that
ERMI does not yet fully automate. In that sense, while ERMI reduces the burden of handcrafting heuristics and priors, it does
not eliminate the need for scienti�c judgment in feature selection and interpretation. However, this remaining bottleneck also
presents a new opportunity: by systematically varying environmental features across LLM-generated tasks and analyzing their
impact on model �t and human behavior, we can begin to reverse-engineer the ecological ingredients that most shape cognition.

Future work should determine which additional components are required to account for human behavior beyond ecological
rationality. ERMI offers a �exible foundation for integrating such components. First, we can incorporate participant-speci�c
information into the data generation process, followed by meta-learning on these tailored datasets. This approach would enable
personalized ERMI models that capture individual differences, particularly those shaped by environmental and demographic
factors unique to each participant. Second, while computational models derived via ERMI currently emphasize adaptation
to the environment, they largely ignore the role of cognitive constraints. Incorporating limits on computational complexity
�such as attention, working memory, or representational capacity� could help explain additional variance in human behavior,
especially in cases where people systematically deviate from ideal inference49, 59, 60. Notably, such constraints can either be
explicitly modeled within the meta-learning process or may already be implicitly embedded in the training data itself, given
that these data are generated by humans who are inherently resource-bounded. Third, ERMI could serve as a starting point for
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�ne-tuning on human choice data, following recent approaches61�63. This would allow for principled estimation of residual
variance in behavior not yet captured by ERMI and help identify the cognitive mechanisms needed to close that gap.

Humans excel at learning and decision making in complex and uncertain environments. Our �ndings suggest that these
cognitive abilities emerge largely through attunement to ecological structures. By harnessing ecologically rational analysis,
combining psychology and machine learning, we demonstrate how general-purpose models, trained in realistic ecological tasks,
can mimic much of human behavior. Looking ahead, we speculate that scaling up this approach to open-ended, embodied
environments64, which require processing high-dimensional visual information and executing complex control sequences, holds
promise for expanding ecologically rational analysis. By leveraging multimodal foundation models to generate personalized,
ecologically valid tasks and meta-learning for distilling those priors into adaptive computational models, we can systematically
quantify how much of human behavior can be explained as an adaptation to previously encountered task structures and
environments. If successful, this would signi�cantly broaden the explanatory power of cognitive models, offering nuanced
insights into the ecological roots of human cognition.

Methods
In this section, we �rst describe how we generate cognitive tasks at a scale that is suf�cient to train in-context learning models
from scratch and how we verify their ecological validity. Following this, we discuss how to derive in-context learning models
via meta-learning and present other domain-speci�c cognitive models used as baselines. We then describe (a) how we simulate
behavior from different models on these experiments, and (b) how we �t and compare these models to human data.

Scalable generation of cognitive tasks from LLMs
Generating cognitive tasks from an LLM entailed a two-stage process. In the �rst stage, we query an LLM to synthesize the
names for input features and targets. For instance, an example input feature in function learning could be CALORIE INTAKE
whose corresponding target is WEIGHT. In the second stage, the LLM is queried again but this time to generate numerical
values for a given input feature and target pair generated from the �rst stage. That is, the LLM is tasked to generate different
values for [CALORIE INTAKE, WEIGHT], for instance, [2300, 152.0] or [1850,143.0].

Below, we provide the prompts used in the two stages for the function learning domain; see SI for prompts for other
domains. We used the following prompt to synthesize names for input features and targets for function learning:

Synthesize input feature name and its target

I am a psychologist who wants to run a function learning experiment. In a function learning experiment, a real-world
feature is mapped to its corresponding target, with both feature and target taking on continuous values.

Please generate names for features and its corresponding target for 250 different function learning experiments:

� feature name, target name

Next, we prompted the LLM to generate values for a function learning task generated from the �rst stage:

Generate values for a given function learning task

I am a psychologist who wants to run a function learning experiment. For a function learning experiment, I need a
list of features with their corresponding target. The feature in this case is calorie intake. The features take on only
numerical values and must be continuous. The target, weight, should be predictable from the feature values and must
also take on continuous values.

Please generate a list of 20 feature-target pairs sequentially using the following template for each row:

� feature value, target value

We generated a dataset containing around 10000 different function learning tasks with each task consisting of 20 data
points from CLAUDE-V265. The temperature parameter was set to one to induce diversity, and all other parameters were set
to their default values. We chose CLAUDE as it can process up to 100.000 tokens, is instruction-tuned, cost-effective, and
performed well out of the box on most of our preliminary analyses; see SI for information about the other LLMs we considered.

To use and analyze the generated cognitive tasks, we parse all necessary quantities from the output text from the LLMs
using regular expressions and stored them in numerical format in comma-separated-value (csv) �les. These stored csv �les

10/17

2.5 Meta-learning ecological priors from large language models captures human learning and decision making 179



are the datasets we use for further analysis. We expand on the parsing expressions, data-processing steps, and also provide a
qualitative analysis of synthesized input feature and target names (see Figures S1, S3, S4, and S6) in the SI.

Verifying the ecological validity of LLM-generated cognitive tasks
To test the ecological validity of the generated cognitive tasks, we resort to two approaches. We either compare certain key
statistics between LLM-generated tasks and a real world baseline, whenever we have access to a reasonable dataset, or com-
pare it to real world statistics expected or predicted by prior work. We will discuss these tests for each domain individually below.

Function learning.
We compared the data distributional properties of the LLM-generated function learning problems with 60 real-world

regression tasks curated by Lichtenberg and colleagues25. We downsampled all tasks in the dataset to a single input dimension
by applying univariate feature selection using the F-statistic for regression, as implemented in SCIKIT-LEARN66, and included
only tasks without missing values and with at least one valid input dimension in our analysis. Note that each dataset was split
into separate tasks of 25 datapoints each, yielding a collection of regression problems with �xed size for analysis.

For both real and LLM-generated function learning tasks, we estimated the relative frequency of different function classes
within the dataset. We did this by �rst �tting models of different function classes to each LLM-generated task and then,
assigning the function class with the best �tting model to the given task.

Speci�cally, we considered models from four well-studied function families, namely, linear, exponential, quadratic, and
sinusoidal, from the literature26; see SI for their exact model instantiations. The parameters of these models, φ , were �t to data
from the task to minimize the sum of squared errors (SSE) using the curve �t function from the SCIPY optimization library67.
We then computed the Bayesian Information Criterion (BIC) for the �tted models from each function class, compared them
against each other, and assigned the label of the function class that won the model comparison to a given task. Assuming �y(φ)
and y correspond to predicted target from the �tted model with parameters φ and true target, respectively, BIC computation
entailed the following steps:

SSE = min
φ

N

∑
i=1

(yi− �yi(φ))2

BIC = N · ln(SSE)+ |φ | · ln(N)

(1)

where |φ | is number of parameters in a given model parameters, and N is number of data points per task. This SSE-based
approximation of the BIC assumes that model errors are Gaussian with constant variance, under which the negative log-
likelihood is proportional to the sum of squared errors.

We obtained the proportion of different function classes by computing a histogram over the assigned class labels for all
tasks in a given dataset. Furthermore, we assessed whether the �tted slope term of the linear model were predominantly positive
and whether the �tted offset term, from the same model, was close to zero.

Category learning. We compared the data distributional properties of the LLM-generated category learning tasks with a
real-world classi�cation benchmark68. For this, we used the OpenML-CC18 benchmarking suite, a curated collection of
real-world classi�cation tasks14. We downsampled all tasks in the OpenML-CC18 benchmark to four feature dimensions by
applying univariate feature selection using the ANOVA F-test implemented in SCIKIT-LEARN66 and included only binary
classi�cation tasks without any missing features in our analysis � amounting to 28 tasks.

We analyzed these collections of tasks in terms of their learning curves, input feature correlations, sparsity of predictive
features, and linearity of the category structure. We obtained the learning curves by �tting a logistic regression model on a
trial-by-trial fashion. For input correlations, we computed Pearson’s correlation coef�cient between every pair of features in the
task. To get an estimate for task sparsity, we �tted a logistic regression model on the full data for each task and analyzed the
sparsity of the resulting regression weights w ∈ Rd using the Gini coef�cient G:

G(w) =

d

∑
i=1

d

∑
j=1
|wi−w j|

2d
d

∑
i=1

wi

(2)

For determining the linearity of the category structure, we �tted a logistic regression model and a logistic regression with
second-order polynomial features on the full data D from each task. We then computed the BIC for both models and used them
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to approximate the posterior probability that the linear model offers a better explanation of the data (assuming a uniform prior
over models), see Equation 3.

p(M = linear|D)≈ exp(−0.5 ·BIClinear)

∑m∈{linear, polynomial} exp(−0.5 ·BICm)
(3)

Decision making. We examined the distribution of input feature correlation, sparsity in predictive features, rank ordering
of feature importance, and directionality of the features for the three LLM-generated decision making datasets belonging
to ranking, direction, and unknown condition; see SI for details about their generation. For baseline, we considered the
LLM-generated dataset in the unknown condition, as it allows contrasting dataset from the rank and direction condition with
one that lacks explicit manipulation. See SI for data-distributional properties of LLM-generated decision making tasks.

For measuring correlation between input features, we compute pair-wise Pearson’s correlation coef�cient, following the
same procedure we used in the domain of category learning; see Figure S7 (�rst column) in the SI for visualization.

To measure sparsity of task features, we followed the same procedure as in the category learning task but instead of a
logistic regression model, we �tted a linear regression model that predicts the continuous valued targets from the task features;
see Figure S7 (second column) in the SI for visualization.

For examining the rank ordering of feature importance, we �t a linear regression model, predicting the target from the input
features. We then identi�ed the feature with the highest absolute regression coef�cient for each task and performed histogram
over these positions to assess how often each feature was most predictive. If the intended manipulation was successful, we
expect that the �rst feature should most frequently have the largest coef�cient, followed by the second, and so on, re�ecting a
consistent ordering of feature relevance; see Figure S7 (third column) in the SI for visualization.

We assessed the directionality of each feature by examining the sign of the �tted regression coef�cients from linear models
as described above. If all coef�cients are positive, it suggests that the intended manipulation was successful; see Figure S7
(fourth column) in the SI for visualization.

Ecologically Rational Meta-learned Inference
Having generated and tested the ecological validity of LLM-generated cognitive tasks, we then trained transformer-based
models on those tasks to derive explicit in-context learning models adapted to the ecological task distribution. For this, we
let a transformer-based model15 auto-regressively predict a target, yt which can either be a discrete category or a continuous
response, for a given input, xt , conditioned on all preceding input-target pairs, (x1:t−1,y1:t−1). After the model predicts targets
for all inputs in the sequence, the parameters of model, θ , is updated based on the following objective:

` = ∑
t
− log pθ (yt | x1:t ,y1:t−1) (4)

where pθ de�nes the output probabilities produced by the model.
The model is then trained until convergence, such that post convergence it can perform in-context learning. That is, the

model can learn to predict the correct target for a new input based on previously seen input-target pairs � provided in context.
Critically, in-context learning is implemented by the model purely via its internal activations, without any additional weight
updates after training. Previous work has demonstrated that this form of explicit in-context learning algorithms approximates
the Bayes-optimal learning algorithm on the distribution of tasks p(x1:T ,y1:T ) encountered during training12. This key result
enables us to make links between in-context learning displayed by our models and rational analysis69.

The base neural network in our in-context learning models was the transformer-based decoder architecture15 with a causal
attention mask, as done previously10, 18, 70. The network settings were chosen based on a hyper-parameter search and were
different for each domain (see SI for details), but all models irrespective of domain used positional encoding based on sine and
cosine functions of different frequencies15. For training, a batch of tasks is sampled from p(x1:T ,y1:T ) in each episode and the
model predicts the target for the given input conditioned on all preceding input-target pairs. After which, model parameters are
updated based on the objective mentioned in Equation 4 using a schedule free optimizer71 with the learning rate set to 3e−4.
We provide additional details about the model architecture and training procedure in the SI.

Baseline models
We chose several domain-speci�c cognitive models and compared them with ERMI; see SI for full details. For function learning,
we compared against a meta-learned inference (MI) model trained on functions drawn from a hand-crafted prior distribution
over kernels. Following Lucas et al.35, the prior probabilities for positive linear, negative linear, quadratic, and radial basis
kernels were set proportional to 8, 1, 0.1, and 0.01, respectively.

We considered six models for the domain of category learning, namely, the rational model of categorization (RMC;43); a
meta-learned inference (MI) model trained on synthetically generated problems with linear decision boundary; a meta-learned
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inference model trained on synthetically generated tasks with non-linear decision boundary (PFN;72); the generalized context
model (GCM;45), a prototype model (PM;44), and a rule-based learning model (Rule;34).

Four models were considered for the decision making task. First, a meta-learned inference model trained on synthetic
decision making problems sampled from the true generative model used in the experiment (MI;49). Second, a single-cue
decision maker (SC;49). Third, equal weighting decision maker (EW;49). Fourth, a feedforward neural network (NN;49).

Model simulations
In this section, we provide details of how model simulations were performed for the different experiments reported in this study.

Function learning
Learning dif�culty and speed. To generate the learning dif�culty curves shown in Figure 2C-D, we �rst sampled functions,
y, from linear positive, linear negative, exponential, quadratic, and periodic families, for different values of input, x, ranging
between 0 and 1. For the linear functions, we used the functional form y = mx + c, where we sampled slope and intercept
terms from uniform distribution between -1 and 1. For the exponential functions, we used y = a∗ ebx+c + d, where the terms
were all sampled from uniform distribution between -1 and 1. Quadratic functions used the following parameterization:
y = w2 + c, with values for parameters sampled from uniform distribution between -1 and 1. We used the functional form:
y = w∗ sin(2πx−φ)+ c for periodic function with amplitude, frequency, phase and offset sampled from uniform distribution
between -1 and 1. All values were chosen such that �nal values are in the range between -1 to 1. We obtained the targets for
each input value auto-regressively, conditioned on previous inputs and targets. We run this simulations 100,000 times for both
ERMI and MI, and report the mean over trials for both models.
Interpolation and Extrapolation. We considered the same exact linear functions with �xed offset as used in the original Kwantes
et al.27 study. We only additionally normalized the input and target to be between -1 and 1, such that it matches the range of
inputs taken by ERMI during training. We extracted ERMI’s and MI’s predictions auto-regressively, conditioning on previously
observed input-target values.

Category learning
Learning dif�culty. To run simulations of the Shepard study37 on ERMI and MI, the geometric inputs used in the original study
were converted into binary coded vectors taking values along the three input feature dimensions. The value assignment for
a input feature was randomized in every run, the order of presentation of the input was also randomized, and the number of
presentations of a input per block was matched to the original study.
Learning strategy. The 616 choices made by ERMI and MI were divided into 11 blocks of 56 trials each. The choices were
obtained from the model by simulating them on a numerically abstracted version of the task, similar to the learning dif�culty
mentioned above. The simulations were run for a total of 50 runs using the softmax temperature term �tted to participants
in the Devraj et al. 202141 study. We then �t prototype-model (PM) and exemplar-based model (GCM) onto the choices of
humans and models to see if they are better explained by prototype or exemplar-based strategy. To �t their parameters, we
minimize the sum of squared errors (SSE) between observed and predicted probabilities for each participant for a given block
following the original study’s approach:

SSE =
14

∑
t=1

(p(yt = 1|xt)− �p1,xt )
2 (5)

where p(y = 1|xt) is the predicted probability from the model � either GCM or PM � that input xt belongs to category 1 based
on an entire trial segment (56 trials) of data, and �p1,xt is the proportion of trials in the trial segment (out of those in which input
xt was seen) in which the participant or model categorized input xt to category 1. We used SciPy’s Sequential Least Squares
Programming (SLSQP) method to obtain the best �tting parameter for the two models as in the original study41. We then
compared the SSE computed using the best-�tting parameters between the two models as shown in Figure 3.
Generalization. We simulated ERMI and MI on the Johansen et al. study39 for inverse temperature values, from zero to one in
steps of 0.1, for a total of 544 runs. The models interacted with each of the nine training inputs 32 times, with the ordering of
the inputs shuf�ed between runs. Predictions for the transfer inputs were derived by concatenating them � one at a time � at
the end of 32 training blocks in every run. By doing so, we were able to derive the model’s prediction for each unseen input
around 77 times. In Figure 3, we reported average choice probabilities for the models using the inverse temperature value that
minimized the pair-wise Euclidean distance between the human and model’s choice probabilities.

Decision making
We evaluated ERMI and MI model on paired comparison tasks following the same generative model used as the original study49.
ERMI and MI took values for the four attributes for both options along with the correct target from the previous trial as input at
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each step. They then predicted one of the two option on the current step. The simulation was performed for the same number of
trials and blocks as in the original study.

Model fitting and comparison
Parameters for models considered in this work were �t to the data using maximum likelihood estimation. The exact model
parameters �tted for each model and their implementation details are discussed in the SI.

After �tting the models, we performed a Bayesian model comparison, with goodness-of-�t to human choices measured
based on posterior model frequency73. The posterior model frequency measures how often a given model offers the best
explanation in the population. We computed it using a Python implementation of the Variational Bayesian Analysis (VBA)
toolbox74; see SI for additional details.

Data, code and usage of GenAI tools
Data, code, and analysis scripts are available at akjagadish/meta-learning-ecological-priors-from-llms Parts of the text were
re�ned with the help of generative AI tools, such as ChatGPT and Writefull, which provided suggestions for rewording,
paraphrasing, and restructuring. All outputs were carefully reviewed, and edited before usage.
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Function Learning
LLM-generated tasks
The exact prompts and data generation pipeline for function learning are discussed in the Methods section of the main text.

Parsing synthesized task features and labels: We queried CLAUDE-V2 to generate feature names in the format: FEATURE
DIMENSION 1, FEATURE DIMENSION 2, ...; see Methods in the main text for exact prompts. To extract these, we used a series
of regex patterns, such as
([A-Za-z&]+),([A-Za-z&]+) and its higher-arity extensions, designed to capture up to �ve comma-separated alphanu-
meric feature names (including symbols like �&�). These patterns allowed us to reliably extract structured feature descriptions
across tasks. The parsed feature names were stored in a dataframe for subsequent task construction and evaluation.

Qualitative analysis of synthesized task features and labels: We show the counts for the top-50 most frequently occurring
names for (a) inputs and (b) targets in Figure S1. We found that LLM tends to produce input-target pairs belonging to everyday
topics such as education (practice time versus skill), health (calories burned versus weight change), agriculture (rainfall versus
crop yield), etc.

Parsing generated task data points: CLAUDE-V2 was prompted to generate datapoints in the format: - FEATURE VALUE 1,
FEATURE VALUE 2, ..., FEATURE VALUE N, TARGET VALUE; see Methods in the main text for exact prompts. To extract
numerical values from these responses, we constructed regex expressions of the form ([\d.]+), repeated for each feature
dimension, followed by ([\d.]+) for the target value. This pattern reliably captured sequences of decimal numbers across
varying dimensionalities. The extracted values were stored in a dataframe, serving as a structured dataset for training and
evaluating meta-learned function approximators.

Data processing: We �lter out all tasks containing more than 20 data points to ensure consistent task lengths and evaluation
settings. We randomly shuf�ed the trial order within each task. We resampled the trials with replacement to match the
target task duration, enabling evaluation on experiments with longer trial horizons without performance degradation. All
feature dimensions were independently normalized to lie within [−scale,scale] using a Min-Max normalization scheme, where
scale ∈ [0.1,0.5] was �xed or randomly sampled. LLM-generated tasks can sometimes be of varying lengths, and in the case
that the task length was shorter, they were padded with zeros to match the longest task in the batch. The maximum steps or
number of trials for the experiment we considered was 25 trials. The batch size was �xed to 64 unless otherwise speci�ed.

Models fit to LLM-generated data: We considered models from four well-studied function families, namely, linear, exponen-
tial, quadratic, and sinusoidal, as mentioned in the Methods. For the linear function, we chose the instantiation y = a∗ x +b,
with initial parameters set to 1 and 0 for the slope and offset terms, respectively. For quadratic, we chose y = a∗ x2 + c, with
initial parameters for slope and offset set to 1 and 0 respectively. We chose y = a∗ exp(b∗ x)+d for the exponential family,
with initial parameters for a set to the mean difference between the maximum and minimum of the target values, b set to 1,
and offset term set to the minimum of the target values. We chose y = a∗ sin(b∗ x)+d for the sinusoidal family with initial
parameters a set to the mean difference between the maximum and minimum of the target values, b set to 2∗π , and offset
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A B

Figure S1. Frequency of input and target labels in CLAUDE-V2 synthesized function learning tasks: Counts for the
top-50 most frequently occurring (a) input and (b) target labels computed over 9991 LLM-generated function learning tasks.
These distributions con�rm that the LLM-generated tasks capture real-world functional relationships.

term set to the mean of the target values. We �t the parameters of these models to LLM-generated functions using the curve �t
function from the SCIPY optimization library1.

Human studies
Kwantes and Neal 20062. In this study, 14 participants had to learn to predict values along the y-axis for different values on
the x-axis, with samples drawn from a linear function y = 2.2x + 30. Before test phase, they were trained on 20 samples on the
x-axis drawn such that their values on the y-axis were always in the range between 30 and 70. The samples were �xed but their
order used for training was randomized per participant and session. In each trial, participants made their prediction by entering
their estimate as numbers and locking in their answer by clicking on a button labeled �submit your answer". After locking
in, feedback was provided regarding their performance (in terms of accuracy score out of 100). Once training was complete,
participants were shown 45 samples in the range from 0 to 100 and asked to enter their estimates. The presentation of the 45
samples were blocked into three sets of 15: low (0-30), medium (30-70), and high (70-100) range. The order in which the
blocks were presented and the order of samples within them was randomized for each participant.

Little et al. 20243. This study was conducted on 177 participants. The particular experiment we consider, called function
estimate test, was included as part of larger paper-based questionnaire. In this experiment, participants were presented 24
scatter plots, each depicting data from a different �ctional scienti�c experiment, on a piece of paper, with two 7.5 cm by 7.5 cm
graphs in each page with 4 cm gap between them. They were then instructed to draw the true underlying causal function for the
data points in the graph. The data points could be presented in either large (zoomed in version), where the data points covered
the entire �gure, or small (zoomed out version), where it covered 40 percent of the total area, scale. The relative position of the
points in the small- and large-scale sets was kept identical. Three functions were used to generate data for the scatter plots,
namely, linear, quadratic, or cubic polynomial functions. A small amount of Gaussian noise was added as jitter in all graphs.
The data points and the drawn functions used for model �tting were extracted from scans of the physical document using a
software program called Data Thief4. After extraction, the data was down-sampled to include 40 evenly spaced data points
in the range of the x-axis and with all points scaled to be between -1 and 1. We used the data from the following GitHub
repository.
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Hand-crafted tasks
Functional priors from rational model of function learning5 used for training MI model: We generate 10,000 synthetic
regression tasks for function learning using a mixture of kernels adapted from the study by Lucas et al.5. Each task involved a
one-dimensional input sampled from a uniform grid of 20 points in the interval [−1,1]. The target output was computed by
sampling a kernel type from a hand-crafted prior: favoring positive linear (probability 0.8), followed by negative linear (0.1),
quadratic (0.01), and radial basis (0.001) functions and applying the corresponding transformation to the input. Parameters
for each kernel (e.g. weights, intercepts, distances) were drawn from a gamma distribution with shape 1.001 and scale 1.0. A
small amount of Gaussian noise was added to the target. All inputs and targets were dynamically scaled to lie in [−scale,scale],
where the scale is sampled from a uniform distribution in the range [0.1,0.5] in each training batch.

Model architecture, and training
Each trial in a function learning task consisted of an input vector concatenated with the previous target value, and these
were embedded into a 64-dimensional space. Positional encoding was applied using sine and cosine functions of varying
frequencies, following Vaswani et al.6. A causal attention mask ensured that predictions at each time step were conditioned
only on past inputs and targets. These masked sequences were processed using a Transformer decoder composed of six layers,
with 64-dimensional embeddings, eight attention heads, and 256 hidden units in the feedforward layers. The decoder outputs
were passed through two independent linear projections to produce the mean and standard deviation of a normal distribution.
The negative log-likelihood (NLL) was computed over all targets in a given batch, and minimizing it served as a loss function
for training the network parameters. The model parameters were updated using the SCHEDULEFREE optimizer7 with a baseline
learning rate of 3×10−4. Each model was trained for 250.000 episodes, with periodic evaluation on held-out tasks to monitor
generalization performance.

Model fitting and comparison
We did not �t any model parameters to human data in both ERMI and MI. We computed the response from these models by
querying it on new inputs while being conditioned on the input-target pairs participant observed before drawing the functions.
For model comparison, we report the mean-squared error between the participant’s actual response, sampled from the functions
they drew through the data points displayed to them, and model predicted target for the same input.

Additional results

A Interpolation B Extrapolation

Figure S2. Predictions derived from ERMI and MI for function families used in the Little et al. study3 for both
interpolation (zoomed in; A) and extrapolation (zoomed out; B) condition. The function families considered were linear (top
row), quadratic (middle row) and cubic polynomial (bottom row); see Human studies section in Methods for details.
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Category Learning
LLM-generated tasks
Prompts: We used the following prompt to synthesize feature names and category labels for the category learning task.

Synthesize feature names and category labels

I am a psychologist who wants to run a category learning experiment. In a category learning experiment, there are
many different three-dimensional stimuli, each of which belongs to one of two possible real-world categories.

Please generate names for three stimulus feature dimensions and two corresponding categories for 250 different
category learning experiments:

In the second stage, we prompted the LLM to generate data points for the synthesized features and the category label.
Below is the prompt, for a category learning where the synthesized input features were sodium, fat, and protein, and categories
are healthy or unhealthy:

Generate category learning tasks

I am a psychologist who wants to run a category learning experiment. For a category learning experiment, I need a
list of stimuli and their category labels. Each stimulus is characterized by three distinct features: sodium, fat, and
protein. These features can take only numerical values. The category label can take the values healthy or unhealthy
and should be predictable from the feature values of the stimulus.

Please generate a list of 100 stimuli with their feature values and their corresponding category labels using the
following template for each row:

� feature value 1, feature value 2, feature value 3,
category label

Parsing synthesized task features and labels: We prompted CLAUDE-V2 to generate task features and labels in the format:
FEATURE DIMENSION 1, FEATURE DIMENSION 2, ..., FEATURE DIMENSION N, CATEGORY LABEL 1, CATEGORY LABEL 2.
We extracted relevant entries using the regex pattern \d+.(.+?)\n, which captures text following a numbered bullet point
up to the �rst newline. The resulting string was split at the commas to separate feature names from category labels. All parsed
information was stored in a dataframe for downstream use.

Qualitative analysis of synthesized task features and labels: We show the counts for the top-50 most frequently occurring
input feature names in Figure S3 and category names in Figure S4 for the 23421, 20690, and 13693 category learning tasks
generated with three (a), four (b) and six-dimensional input features, respectively. When it comes to input feature names,
we found that the LLM tends to produce features belonging to topics such as musicality (like rhythm, melody, lyrics, tempo,
vocals), food (like aroma, texture, crust, diet, protein), etc. With regard to category names, there were also many related to
music (for example, classical, pop, jazz, rock), but also vehicles (like trucks, SUVs, sedans), technology (laptops, desktops,
iPads), etc.

Parsing generated task data points: To generate data points for each task, we queried CLAUDE-V2 using the format: -
FEATURE VALUE 1, FEATURE VALUE 2, ..., FEATURE VALUE N, CATEGORY LABEL. The model reliably followed this format.
To parse the resulting output, we used a suite of regex patterns designed to handle diverse data formats, including numeric
values (with or without decimals), alphanumeric labels, hyphens, and various delimiters. Table S1 lists all the regex patterns
employed. These enabled us to successfully parse 95% of the generated tasks. The parsed values were stored in a dataframe,
forming an of�ine task repository to train the ecologically rational meta-learned inference model.

Data pre-processing: We �lter out all tasks with more than two unique category labels and then binarize the category labels,
which are originally strings, to make them consistent across tasks. The assignment of category labels, that is either ‘0’ or ‘1’,
within a category learning task was randomized during batch creation. This ensures that there can be no unintended correlations
between the inputs seen during training and the labels (across all training data each input vector is assigned half of the time to
label ‘0’ and half of the time to label ‘1’). We also normalized each feature independently using a min-max normalization
scheme such that values taken by any feature lie always between zero and one. Both the task features and data points were
shuf�ed while generating tasks. Note that the tasks generated by LLMs are typically of different lengths. Whenever the sampled
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(b)(a) (c)

Figure S3. Frequency of input feature names in CLAUDE-V2 synthesized category learning tasks: Counts for the top-50
most frequently occurring input features in the 23421, 20690, and 13693 category learning tasks generated for three (a), four
(b), and six-dimensional features respectively. These distributions con�rm that the LLM-generated real-world features relevant
for category learning.

(b)(a) (c)

Figure S4. Frequency of different category names in CLAUDE-V2 synthesized category learning tasks: Counts for the
top-50 most frequently occurring category names in the 23421, 20690, and 13693 category learning tasks generated for three
(a), four (b), and six-dimensional features respectively. These distributions con�rm that the LLM-generated category names
prevalent in the real-world.

tasks are of variable lengths, they are padded with zeros to match the length of the longest task sample within the batch. We
additionally also sampled LLM-generated data points with replacement to match the length of the experimental task used in the
Devraj et al. 20218 and Johansen et al. 20029 studies. We resorted to this strategy as the LLM-generated tasks had a maximum
of about 200 data points per task and by resampling, we can evaluate the model on experiments with larger horizons without any
drop in performance. The batch size was set to 64 for three- and four-dimensional inputs and to 32 for six-dimensional inputs
and it operated under a maximum steps regime of 400, 300, and 650 for three, four, and six-dimensional tasks respectively.

Human studies
Nosofsky et al. 199410. In their replication of the Shepard et al. 196111 study, Nosofsky and colleagues conducted the study
on 120 participants. The authors used geometric inputs that varied in shape (squares or triangles), interior line type (solid or
dotted), and size (large or small). In total, 40 participants performed each of the six category structures, considered in Shepard et
al. 196111. The participants were informed that the rules for each problem were independent. Following the same methodology
as Shepard et al., the learning process involved classifying inputs into two categories and receiving feedback. This process was
repeated over several blocks (containing up to 16 trials) with randomized input order in each block. Learning in the task was
measured until participants achieved a no-error streak in four consecutive sub-blocks of eight trials or reached a maximum of
400 trials. In tasks belonging to TYPE 1, inputs were assigned to a category depending on the values they take along one of
the three dimensions, whereas in TYPE 2 tasks, inputs were assigned to a category by applying the exclusive-or rule along
two relevant dimensions. Category assignment in tasks belonging to TYPE 3, TYPE 4, and TYPE 5 used a unidimensional
rule-plus-exception structure with some inputs grouped in the central region and some in the periphery. Lastly, TYPE 6 tasks
required considering feature values along all dimensions, and they require the memorization of every item and its associated
category to solve them correctly. For the illustration of category structures for the six types, please refer to Figure 1 in Nosofsky
et al. study10.
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Table S1. Regular expression patterns used for parsing the data points generated for category learning tasks by CLAUDE-V2

INDEX REGULAR EXPRESSION

1 ([\d.]+),([\d.]+),([\d.]+),([\w]+)
2 ([\w\-]+),([\w\-]+),([\w\-]+),([\w]+)
3 ([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+)
4 ([^,]+),([^,]+),([^,]+),([^,]+)
5 ([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+)
6 (?:.*?:)?([^,-]+),([^,-]+),([^,-]+),([^,-]+)
7 ([^,-]+),([^,-]+),([^,-]+),([^,-]+)
8 r’^(\d+):([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\w]+)’
9 r’^(\d+):([\w\-]+),([\w\-]+),([\w\-]+),([\w\-]+),([\w]+)’
10 r’^(\d+):([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+),([-\w\d,.]+)’
11 r’^(\d+):([^,]+),([^,]+),([^,]+),([^,]+),([^,]+)’
12 r’^(\d+):([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+)’
13 r’^(\d+):(?:.*?:)?([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+)’
14 r’^(\d+):([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+)’
15 ^(\d+):([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\d.]+),([\w]+)
16 ^(\d+):([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w-]+),([\w]+)
17 (\d+):([^,]+),([^,]+),([^,]+),([^,]+),([^,]+),([^,]+),([^,]+)
18 (\d+):([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+),([^,\n]+)
19 (\d+):(?:.*?:)?([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+)
20 (\d+):([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+),([^,-]+)

Badham et al. 201712. In this study, the authors partially replicated the original Shepard et al. 196111 study by running
it on 96 adults aged between 18 to 87 years. As inputs, they used eight geometric shapes varying in size (large or small),
shape (square or triangle), and color (black or white) shown on a mid-gray background. The order of inputs and their category
assignment were randomized. Unlike the original study, the authors only considered the �rst four types of category structures
but with the advantage that all participants performed all four types. Participants performed each task type for a total of
six blocks with each block containing 16 trials (resulting in a total of 96 trials) or until they reached a criterion of perfect
performance in two consecutive blocks.

Smith et al. 199813. The study was run on 32 participants, where each participant was presented 14 different six-dimensional
inputs, with each input mapping to a six-letter nonsensical word such as gafuzi, ka�tdo, nivety, wysero, etc (see Appendix
A of13 for all words). For modeling, we represented each input as a six-digit binary string, where each digit and position
corresponds to a speci�c letter. For instance, assuming the input ‘gafuzi’ corresponds to the binary code ‘000000’, ‘gyfuzi’
corresponds to ‘010000’, and so on. The inputs were assigned to categories such that input ‘000000’ corresponds to category 1
and input ‘11111’ corresponds to category 2. In this work, we only considered data from the non-linearly separable (NLS)
category structure from Experiment 2. In this category structure, each category consisted of six inputs with �ve features in
common with the prototype, and one input with �ve features in common with the opposing prototype. For instance, if category
1 contained seven inputs as follows: [000000, 100000, 010000, 001000, 000010, 000001, 111101]. The remaining seven inputs
belonged to category 2 [111111, 011111, 101111, 110111, 111011, 111110, 000100]. Participants had to categorize a input
into one of these two categories and had unlimited time to make their choices. After making their choice, they were told if
it was a correct decision or not. Participants completed a total of 560 trials over 10 blocks of 56 trials each. In each block,
participants saw each input four times.

Devraj et al. 20218. Devraj and colleagues replicated a study of Smith et al. 199813 and collected data from 60 participants.
Participants were recruited from the 18-23 age range and English-speaking population using Proli�c. Their study involved 11
blocks and had 616 trials in total. We used the data from the following GitHub repository.

Johansen et al. 20029. Johansen and colleagues conducted their categorization study on 130 participants in which they
presented four-dimensional inputs with each dimension taking binary values. Each of the inputs was a computer-generated
drawing of a rocket that varied along four binary-valued dimensions: The shape of the wing (triangular or rectangular), tail

6/17

192 2 Publications



(jagged or boxed), nose (staircase or half-circle), and porthole (circular or star)9. The authors used the same category structure
as those used in previous studies14, 15. This category structure is ill-de�ned in that no single feature along a dimension can be
used to perfectly classify inputs. Instead, the categories have a family resemblance structure in that category 1 inputs tend to
have a value of 0 along each dimension, and category 2 inputs tend to have a value of 1 along each dimension. More concretely,
they assigned they �ve inputs [0001, 0101, 0100, 0010, 1000] to category 1 and the remaining four inputs [0011, 1001, 1110,
1111] to category 2. The inputs were presented serially with their order randomized within each block. Participants had
unlimited time to make their choice and were informed whether or not it was a correct choice after each choice. Participants
completed a total of 288 training trials, or 32 blocks of 9 trials each, in which they saw each input once. In addition to the
training block, participants had to perform a transfer block after 2, 4, 8, 16, 24, and 32 blocks of training. In a transfer block,
the eight training inputs along with eight other unseen transfer inputs were shown without corrective feedback. The encoding
for transfer inputs, labeled T1 to T7, were (in order): [1011, 1010, 0111, 1101, 1100, 0110, 0000]. It is the category assigned in
the transfer block, which is of major interest in this work.

Hand-crafted tasks
Bayesian logistic regression prior used for training MI model: We generated 10.000 synthetic binary classi�cation tasks
with a linear decision boundary using a Bayesian logistic regression model. To do this, we sample the input features from a
normal distribution with zero mean and unit variance for a given number of data points and input dimensions. We then applied
a linear transformation, followed by a sigmoid function, and rounded the result to determine the binary class for the given input.
The parameters of the linear transformation are sampled from a normal distribution with zero mean and unit variance. The
maximum number of data points within a task was set to 400, 650, or 300 for category learning tasks with three-, four-, and
six-dimensional inputs, respectively. These values were chosen according to the length of the experiments on which these
models were evaluated.

Bayesian neural network prior used for training prior-fitted network (PFN) model: We generated 10.000 synthetic
binary classi�cation tasks using a version of the Bayesian neural network (BNN) developed by Müller et al.16. We used
normally-distributed i.i.d. input features for a given number of data points and input dimensions. We then passed the input
through a BNN with two layers with tanh non-linearity and hidden dimensionality of 64. The network weights and biases were
sampled from a normal distribution with a mean of zero and a standard deviation of 0.1 and subjected to an additional sparsity
constraint (i.e., 20 percent of randomly chosen network weights and biases set to zero). The maximum number of data points
was once again set to 400, 650, or 300 for category learning tasks with three-, four-, and six-dimensional inputs, respectively.
The model output is passed through a sigmoid function to generate probability estimates, which are then rounded to determine
the class for the given input.

Model architecture, and training
The task features, which contain values for the different input features and the target from the previous trial, were mapped
to a 64-dimensional embedding space and positional encoded using sine and cosine functions of different frequencies as in
Vaswani et al.6. Then a causal attention mask was generated for the inputs so that the model makes conditional predictions on
all preceding data points. The inputs along the attention mask are then passed to the transformer decoder model, which has six
layers, a model dimension of 64, 256 hidden units in the feed-forward network, and eight attention heads. The output of the
transformer was then passed through a linear readout and sigmoid function to generate probability estimates for category 1. In
practice, inference for all time steps is performed in parallel by passing a causal attention mask to the transformer decoder
module in PYTORCH17. We used binary cross-entropy (BCE) loss for a given batch of inputs and updated the model parameters
using the ADAM optimizer18 with a learning rate of 10−4. We trained all our models for a total of 500.000 episodes.

Baseline models
Apart from models derived by meta-learning on hand-crafted priors, we considered four other cognitive models as baselines in
the domain of category learning, as detailed below.

Rational model of categorization (RMC): The RMC is a Bayesian model of human category learning developed by Anderson
et al.19. To derive this model, we simulated data from underlying generative model, such that it followed the data-generating
distribution described in Badham et al.12, and meta-learned on the generated data, similar to meta-learning on hand-crafted
priors. The architecture and training of the model followed the protocol used for ERMI, MI and PFN. We set the free parameters
for the RMC based on an earlier study10 to the following values: c = 0.318, sP = 0.488, and sL = 0.046. However, we did
not account for these parameters in our model comparisons, which could explain why the predictive performance RMC is
overestimated.

7/17

2.5 Meta-learning ecological priors from large language models captures human learning and decision making 193



Prototype-based model (PM): Over the years, many different versions of the prototype model have been produced13, 14. We
used the version from Smith et al.13. This model assigns a category to an observed stimulus based on the similarity distance to
the prototype from each category. Speci�cally, the similarity distance between the stimulus and a prototype, qk, for category k
is calculated as a weighted sum of absolute differences in the dimensions of the features n, with w j ∈ [0,1] corresponding to the
weights per feature. The weights are normalized to sum up to 1 as shown in Equation 1.

dx,qk =
n

∑
j=1

w j
∣∣x j−qk, j

∣∣ , (1)

The prototypes themselves can be learned or directly speci�ed during model de�nition. In our case, we assume the prototypes
for the two categories {q1,q2} as a learnable parameter and learn them during the model �tting procedure. That is, qk, j ∈
[0,1.] ∀ j = {1,2, ...n} are assumed to be learnable model parameters. The similarity distance between prototypes and stimuli is
converted into a psychological space using:

ηx,qk = e−c·dx,qk (2)

where c is a sensitivity parameter that can shrink or amplify discriminability in a psychological space. The probability of the
stimulus being assigned to the category k = 1 was then calculated using the following.

P(k = 1 | x) =
ηx,q1

ηx,q1 +ηx,q2

(3)

Furthermore, the predicted likelihood of the �nal model is a mixture between the predicted probability of the model and a
random guess, with the guessing parameter ε controlling the mixture probabilities.

p(k = 1 | x) = (1− ε)P(k = 1 | x)+ ε ·K−1 (4)

where K indicates the number of categories.

Generalized context model (GCM): GCM is an exemplar-based model of human category learning developed by Nosofsky et
al.20. The GCM assigns an observed stimulus to a category by comparing the sum of its similarity scores to all previously seen
exemplars in each category, {C1,C2}. The raw distance between the observed stimulus and the exemplars and the similarity
score were calculated based on Equations 1 and 2, respectively. The posterior probability of category membership k = 1 is
calculated on the basis of normalized similarity scores as follows.

P(k = 1 | x) =
∑y∈C1 ηx,y

∑y∈C1 ηx,y +∑y∈C2 ηx,y
(5)

The �nal likelihood of category membership is computed as a mixture between the estimate of posterior probability and a
random guessing model as mentioned in Equation 4.

Rule: The rule model considered as the baseline in this work assigns a stimulus to a category based on one of the two rules,
whichever better explains the choices of the participants. The �rst rule is based on the values taken by stimulus features along
one dimension, and the second is based on the application of the conjunctive rule on pairs of features, whether a given pair of
stimulus features takes on the same value. The �nal category membership is determined by a mixture between the predicted
posterior class probabilities of the model and a random guess, as discussed in Equation 4.

Model fitting
The parameters of all models in the domain of category learning were �t to human data using maximum likelihood estimation.
We explain the exact implementation details for the different model classes in the following. The complete list of the parameters
�tted for each model is shown in Table S2.

MI, PFN, RMC and ERMI: For models derived using meta-learning, we �tted the inverse temperature term β within the
sigmoid function, which squashes the output from the �nal layer of the transformer to be within [0,1], to each participant. This
term was set to a value of 1 during meta-learning to allow us to derive a Bayes-optimal model and was only �tted during the
evaluation phase (bounded to be within [0,10]), with the rest of the model weights frozen. For parameter �tting, we used the
differential evolution optimizer available in the SCIPY optimization library1.
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GCM and PM: We �t the three parameters common to GCM and PM, namely feature weights, sensitivity, and the random
guessing parameter, with feature weights bounded to lie within the range [0,1] and summing to 1; sensitivity term bounded to
lie within the [0,20] range; and the guessing parameter bounded to be within [0,1]. The prototype model also required learning
the prototypical stimulus for each category, which is of the same dimensionality as the input stimulus, with the feature values
bounded within [0,1]. For parameter �tting, we used the MINIMIZE module available in the SCIPY optimization library.

Rule: We used the same procedure as above except that we learn the stimulus dimension vi on which the rule is applied.

CLAUDE-V2: We used the same procedure as above except that only the guessing parameter, ε , is learned.

Table S2. This table provides the complete list of model parameters that were �t to human data in the domain of category
learning, where β is the inverse temperature term, wi indicates the weights for the stimulus feature dimension i, n is the number
of stimulus feature dimensions, c is the sensitivity term, ε is noise term in an epsilon greedy policy, q1 and q2 are the values for
the prototypes for d stimulus features, and vi are the stimulus dimension on which the rule is applied.

MODEL PARAMETERS

ERMI, MI, PFN, RMC β
GCM c,ε,wi ∀ i ∈ {1,2, . . . ,n}
PM c,ε,wi,q1,i,q2,i ∀ i ∈ {1,2, . . . ,n}
RULE v1,v2,ε
CLAUDE-V2 ε

Bayesian model comparison
After �tting the model parameters to human data using maximum likelihood estimation, we computed the Bayesian information
criterion (BIC), which penalizes model �tting performance based on its complexity, for models m for a given participant as
follows:

BICm =−2 ·max
θm

T

∑
t=1

log pθm ( �yt | x1:t ,y1:t−1)+ |θm| log(T ) (6)

where |θm| is the number of parameters estimated for the model m, T is the number of trials in the task and �yt is the choice
made by the participant in a given trial t.

Once computed, we compared the goodness-of-�t between models using posterior model frequency, which measures how
often a given model offers the best explanation in the population. For computing it, we used a Python implementation of the
Variational Bayesian Analysis (VBA) toolbox21. The toolbox required providing log-evidences for each model and participant
pair, which we approximate using −0.5 ·BICm; see Rigoux et al. study22 for details about this model comparison procedure.

Table S3. Mean performance of humans and models for each rule type in replication of11 study over 15 blocks. Human data
was taken from Table 1 in10.

Model Rule MSE

Type 1 Type 2 Type 3 Type 4 Type 5 Type 6
Humans .0201 .0565 .1015 .1120 .1212 .2048 .0000

ERMI .0586 .0891 .0855 .0826 .0888 .1172 .0287
MI .0686 .4089 .2404 .1431 .2880 .4201 .2627

PFN .0170 .3405 .1533 .0226 .2371 .3975 .1736
RMC .1329 .2215 .1903 .1718 .2132 .3364 .1003

CLAUDE-V2 as a cognitive model of human category learning
To simulate the study by Badham et al.12 using CLAUDE-V2, we queried the model with the prompt shown below. Geometric
stimuli from the original experiment were described in text format. The order of presentation of the stimulus was randomized
and the number of presentations per block was compared to the original study. As the Claude API returns only sampled tokens,
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not log-probabilities, we coded predictions as binary outcomes, π(k = 1 | xt ;x1:t−1,y1:t−1). The �nal model predicted category
probabilities is again a mixture between the category prediction from the model and a random guess as mentioned in Equation
7. We conducted 96 simulation runs for each of the six categorization rules.

p(k = 1 | xt) = (1− ε)π(k = 1 | xt ;x1:t−1,y1:t−1)+ ε ·K−1 (7)

Prompt for Badham et al. 2017 study

In this experiment, you will be shown examples of geometric objects. Each object has three different features: size, color,
and shape. Your job is to learn a rule based on the object features that allows you to tell whether each example belongs in
the {A} or {B} category. As you are shown each example, you will be asked to make a category judgment and then you
will receive feedback. At �rst you will have to guess, but you will gain experience as you go along. Try your best to gain
mastery of the {A} and {B} categories.

- In trial 1, you picked category {A} for Big Black Square and category {A} was correct.
- In trial 2, you picked category {A} for Small Black Triangle and category {B} was correct

Human: What category would a Small Black Triangle belong to? (Give the answer in the form �Category 〈your answer〉").
Assistant: Category

(a) (b) (c)

Figure S5. Unlike ERMI, CLAUDE-V2 does not show human-like learning dif�culties: (a-c) Average error probabilities
for each task type in each block of 16 trials for (a) humans, (b) ERMI, and (c) LLM. Human data in (a) was reproduced from
Table 1 in Nosofsky et al.10 study. ERMI was simulated on type 1-6 tasks for 50 runs with the inverse temperature set to
β = 0.4. CLAUDE-V2 was simulated for 94 runs each on type 1-6 tasks with temperature term set to 0.
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Decision Making

LLM-generated tasks

Prompts: In the following, we provide the prompts used in the two stages of decision making learning domain. We used the
following prompt to synthesize the names of stimulus features and targets, similar to function learning, separately for each of
the three conditions, ranking, direction, and unknown.

Synthesize stimulus feature name and its target for ranking condition

I am a psychologist who wants to run a function learning experiment. In a function learning experiment, a real-world
feature is mapped to its corresponding target, with both feature and target taking on continuous values.

Please generate names for features and its corresponding target for 250 different function learning experiments.
Additionally, order the feature names according to how well they predict the target:

� feature name, target name

Synthesize stimulus feature name and its target for direction condition

I am a psychologist who wants to run a function learning experiment. In a function learning experiment, a real-world
feature is mapped to its corresponding target, with both feature and target taking on continuous values.

Please generate names for features and its corresponding target for 250 different function learning experiments.
Additionally, the features should be such that higher feature values lead to higher target values:

� feature name, target name

Synthesize stimulus feature name and its target for unknown condition

I am a psychologist who wants to run a function learning experiment. In a function learning experiment, a real-world
feature is mapped to its corresponding target, with both feature and target taking on continuous values.

Please generate names for features and its corresponding target for 250 different function learning experiments:

� feature name, target name

Next, we prompted the LLM to generate values for tasks generated from stage 1:

Generate values for ranking condition

I am a psychologist who wants to run a function learning experiment. For a function learning experiment, I need a
list of features with their corresponding target. The features in this case are feature1, feature2, feature3, and feature4.
These features take on only numerical values and must be continuous. The target, <target>, should be predictable
from the feature values and must also have continuous values. Note that the features are listed according to how well
each of them can predict the target. The �rst feature is most useful for predicting the target, the second feature is the
second most useful, etc.
Please generate a list of <num-data> feature-target pairs sequentially using the following template for each row: -
feature value 1, feature value 2, feature value 3, feature value 4, target value
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Generate values for direction condition

I am a psychologist who wants to run a function learning experiment. For a function learning experiment, I need a
list of features with their corresponding target. The features in this case are feature1, feature2, feature3, and feature4.
These features take on only numerical values and must be continuous. The target, <target>, should be predictable
from the feature values and must also have continuous values. Note that the values taken by the features should be
such that higher feature values lead to higher target values.
Please generate a list of <num-data> feature-target pairs sequentially using the following template for each row: -
feature value 1, feature value 2, feature value 3, feature value 4, target value

Generate values for unknown condition

I am a psychologist who wants to run a function learning experiment. For a function learning experiment, I need a
list of features with their corresponding target. The features in this case are feature1, feature2, feature3, and feature4.
These features take on only numerical values and must be continuous. The target, <target>, should be predictable
from the feature values and must also have continuous values.
Please generate a list of <num-data> feature-target pairs sequentially using the following template for each row: -
feature value 1, feature value 2, feature value 3, feature value 4, target value

Parsing and pre-processing: The parsing expressions used and the data preprocessing steps are the same as in the function
learning domain.

Qualitative analysis of synthesized input features and labels: We show the counts for the top-50 most frequently occurring
names for (a) input features and (b) targets in Figure S6. We found that the LLM tends to produce input-target pairs that are
relevant to everyday life such as supply-demand in�uence on productivity, diet-genetics in�uence on weight change, cloud
cover-humidity on crop yield, study time-intelligence quotient on test score, etc.

A B

Figure S6. Frequency of input and target labels in CLAUDE-V2 synthesized decision making tasks: Counts for the
top-50 most frequently occurring (a) two-dimensional input feature names and (b) target names computed over 9254
LLM-generated decision learning tasks belonging to the unknown condition. These distributions con�rm that the
LLM-generates real-world functional relationships that are useful for everyday decision making.
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Data-distributional properties of LLM-generated tasks: We generate three datasets of decision-making tasks, one for each
of (A) unknown, (B) ranking, and (C) direction, following the prompts described above. To examine their properties and verify
if the manipulation was successful, we computed four key statistics: input correlations, sparsity in predictive features, ranking
of feature importance, and directionality of features with respect to the target, and compared them across datasets. Speci�cally,
we contrasted the ranking and direction conditions with the unknown condition, which served as a baseline. We found that the
�rst feature was more often the most important feature in terms of predictive power (see the caption of Figure S7 for details
on the calculation) in the ranking condition (51.76%) than in the unknown condition (43.75%). Likewise, the proportion of
features positively correlated with the target was higher in the direction condition (92.46%) than in the unknown condition
(79%).

Input correlation Sparsity Feature ranking Direction of features

A Unknown condition 

B Ranking condition

C Direction condition

Figure S7. Data-distributional properties of LLM-generated decision making tasks for (A) unknown, (B) ranking and (C)
direction condition. Histogram of Pearson correlation coef�cients between all distinct pairs of normalized input features (�rst
column). Histogram of Gini coef�cients computed on the absolute ordinary least squares (OLS) weights when regressing the
normalized target on all normalized inputs with an intercept (second column; higher values indicate sparser weights).
Histogram of the index of the input feature with the largest absolute per-feature OLS weight, where each per-feature model
regresses the target on a single feature with an intercept (third column; feature ranking). Histogram of the sign of per-feature
OLS weights from those single-feature-with-intercept regressions (fourth column; direction).

Human studies
Binz et al. 202223. This study was conducted on 27 participants in total, with each participant performing 30 different paired
comparison tasks. Tasks were generated by �rst sampling feature weights from a standard normal distribution. Feature vectors
for each option were then drawn from a multivariate normal distribution with zero mean and �xed covariance. Finally, the
binary choice outcome was determined by sampling from a Bernoulli distribution, where the success probability was given by a
probit regression over the difference in feature values (see Equation 2 in the main paper). The feature weights were kept the
same within a task, which consisted of 10 trials, but were resampled between tasks. All participants performed the same set of
paired comparison tasks but presented in randomized order. In Experiment 3a, participants observed two features per option,
whereas in Experiment 3b they observed four features per option. In neither of these two experiments, information about the
ranking of the features and their directions were provided. The experiment itself was framed as an alien sports competition
on an unknown planet. Participants observed two or four numerical attributes for two aliens, depending on the experiment

13/17

2.5 Meta-learning ecological priors from large language models captures human learning and decision making 199



they were part of. They indicated their choice by pressing a button corresponding to the alien they believed would most likely
win. This cover story was used so that the meaning of the feature attributes remained abstract for each participant. Participants
were not told about the underlying feature weights, and they had to learn them through trial and error, using the feedback
about correct choice provided after each trial. All participants in the experiment performed a short tutorial and went through a
comprehension check, which ensured clear understanding of the experimental protocol before data-collection.

Hand-crafted tasks
Synthetic paired-comparison tasks used for training MI: We generated three synthetic datasets of paired-comparison
problems (between 7000-9000 tasks per set) under ranking, direction and unknown conditions. For each task, a weight
vector w ∈ Rd was sampled from a standard normal distribution. In the direction condition, weights were constrained to be
non-negative by taking absolute values; in the ranking condition, feature importance was rank-ordered by sorting weights
by magnitude; and in the unknown condition, weights were left unconstrained. To generate options, the feature vectors were
sampled from a zero-mean multivariate normal distribution with covariance Σ = Ldiag(θ)L>, where L was drawn from an LKJ
(Lewandowski�Kurowicka�Joe distribution; η = 2) prior and θ = 1. The LKJ distribution is a �exible prior over correlation
matrices that allows control over the strength of correlations while ensuring positive de�niteness. Each trial presented a pair
of options xa,xb ∼N (0,Σ), with the comparison input de�ned as x = xa− xb. We randomly determine which option has the
highest criterion by sampling from a Bernoulli distribution as follows: y∼ Bernoulli

(
Φ(w>x/σ)

)
with σ = 0.1. Each task

contained a maximum of 10 trials, which corresponded to the length of the experiment in which this model was evaluated.

Model architecture, and training
The input vector for a given trial in a decision making task was the difference between the input features for the two options,
computed for each dimension independently, and the correct target option from the previous trial. The number of features in the
decision making task was either two or four dimensions and the total number of observations in a given task was 20. These
inputs were embedded into a 64-dimensional space, with positional encoding applied using sine and cosine functions of varying
frequencies, following Vaswani et al.6. A causal attention mask ensured that predictions at each time step were conditioned
only on all previous inputs. These masked sequences were processed using a Transformer decoder composed of six layers,
with 64-dimensional embeddings, eight attention heads, and 256 hidden units in the feedforward layers. The decoder outputs
were passed through a linear projection to produce weights for the different feature dimensions. The likelihood of a target
option is then calculated by �rst projecting the output through a linear layer, multiplying it element-wise with the current input
features, summing across dimensions, and passing the result through a sigmoid to obtain a Bernoulli probability. Training was
performed using the negative log-likelihood (NLL) loss over all input observations in a batch. The model parameters were
updated as mentioned before using the SCHEDULEFREE optimizer7 with a baseline learning rate of 3×10−4. Each model was
trained for 100000 episodes, with periodic evaluation on held-out tasks to monitor generalization performance.

Baseline models
Apart from the MI model derived by meta-learning on tasks generated with hand-crafted priors, we considered three other
cognitive models as baselines in the domain of decision making, as detailed below.

Single-cue decision maker (SC): In Equation 8, we demonstrate formally how the heuristic of single-cue decision making
makes a decision given the input feature. Note that x∗ indicates that the model only takes into account a single feature, which in
this case was the most predictive feature. This means that only one parameter is �tted to human choices.

p(yt = 1 | xt ,θm,m = SC) = Φ
(

θm · x∗t√
2σ

)
(8)

where Φ is the cumulative distribution function of a standard normal distribution, θm is the weight of the selected feature,
and σ is the noise standard deviation.

Equal weighting decision maker (EW): We considered a probabilistic version of the equal weighting model, as shown in
Equation 9. When w > 0, this model probabilistically selects the option with the larger sum of features. In contrast, when
w < 0, it selects the option with the smaller sum of features. Once again, only one parameter is �tted to the human data.

p(yt = 1 | xt ,θm,m = SC) = Φ

(
θm ·∑d

i=1 xt,i√
2σ

)
(9)

where Φ is the cumulative distribution function of a standard normal distribution, θm is the feature weight, and σ is the
noise standard deviation.
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Feedforward neural network (NN): We used a feedforward neural network from the Binz et al.23 study as an additional
baseline model. This model predicts the target given the difference between the input features of the two options and the
previous target as input. The network consisted of a single hidden layer with 128 units followed by two linear transformations
projected to the mean and (log) standard deviation of a normal distribution. The neural network parameters were trained by
gradient descent on the negative log-likelihoods of the target. During model �tting, the learning rate parameter and the inverse
temperature term were �t to human choices; see Appendix F in Binz et al.23 for implementation details.

Model fitting and comparison
For �tting the model parameters, we performed the maximum likelihood estimation using Bayesian optimization24, following
the procedure used by Binz and colleagues.23. A complete list of model parameters that are �tted to human choices can be
found in Table S4. Upon �tting, we followed the same exact steps as described above for category learning for Bayesian model
comparison. That is, we used a VBA tool box, where we provide −0.5 ·BICm as an approximation of log-evidence for each
model and participant; see Rigoux et al. study22 for details.

Table S4. This table provides the complete list of model parameters that were �t to human data in the domain of category
learning, where β is the inverse temperature term, θ indicates the weights for the stimulus feature dimension, and α is learning
rate.

MODEL PARAMETERS

ERMI, MI β
SC θ
EQ θ
NN α,β

Alternative LLMs
During the early stages of this work, we also considered two other LLMs: Llama-225 and GPT-426, which were among the
best performing models at the time. However, the non-instruction-tuned Llama-2 (the only version available at the time) could
not consistently produce the 100+ data points required for each category learning task. Its outputs were also dif�cult to parse,
as they frequently failed to follow the speci�ed format. More recently, with Llama-3.1 (70B)27, we were able to generate
decision-making datasets whose quality matched those produced by CLAUDE-V2.

Preliminary analysis with GPT-4 revealed that it often sampled input features from a uniform distribution, relying on its
internal coding module. It also tended to generate only simple heuristic rules, such as requiring the sum of two features to
exceed the third, or the mean of two features to be greater than another, for assigning an input to its category. Furthermore,
statistical analysis on a small GPT-4 generated dataset showed that its task statistics closely resembled those of category
learning tasks with hand-crafted priors (speci�cally Bayesian logistic regression prior). Due to this lack of diversity in the
generated task statistics, we decided to use CLAUDE-V2 over GPT-4.
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