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Abstract

Neural networks often excel when their inputs closely match the data on which they were trained,
yet they frequently fail when inputs differ even slightly from their training data. This issue,
known as distribution shift, remains a significant challenge when deploying machine learning
models in practical applications such as medical imaging and autonomous driving. Traditional
methods to address distribution shift typically involve additional training or data collection,
which may not always be feasible for models already deployed. This thesis explores alternative

strategies aimed at enhancing the robustness of already trained models to distribution shifts.

The first part of this work introduces a benchmark specifically designed to evaluate test-
time adaptation (TTA) methods under prolonged and varied distribution shifts. Using this
benchmark, we demonstrate that while existing TTA techniques initially improve performance,
they often lead to performance degradation with extended adaptation. We also propose a simple
baseline method capable of consistently outperforming other tested methods, maintaining high

performance even throughout prolonged adaptation.

Building on these insights, the second part analyzes the underlying mechanisms of entropy-
based loss functions commonly employed in TTA. We show that entropy minimization initially
clusters embeddings of similar images together, thus increasing accuracy. However, continued
entropy minimization eventually drives input image embeddings further away from training
embeddings, thereby reducing accuracy. Leveraging this insight, we propose Weighted Flips
(WF), a novel method capable of predicting model accuracy on arbitrary image sets without the

need for labeled data.

The final part of this work extends the principles of TTA to language models (LMs), focusing
on the task of literature recommendation. We propose a benchmark that evaluates LMs in

their ability to infer academic papers when given a short description that references them. Our



benchmark demonstrates that LMs are unable to effectively perform this task. Therefore, we
propose a simple agent that allows LMs to search for and read relevant papers, significantly

improving their performance.
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Kurzfassung

Neuronale Netze erzielen oft hervorragende Ergebnisse, wenn ihre Eingaben den Daten dhneln,
auf denen sie trainiert wurden. Sie versagen jedoch hiufig, sobald sich die Eingaben auch nur
geringfiigig von ihren Trainingsdaten unterscheiden. Dieses Problem, bekannt als Distribution
Shift (Verteilungsshift), stellt weiterhin eine groB3e Herausforderung dar, wenn maschinelle
Lernmodelle in praktischen Anwendungen wie der medizinischen Bildgebung oder dem au-
tonomen Fahren eingesetzt werden. Traditionelle Ansitze zur Bewdltigung des Distribution
Shifts umfassen typischerweise zusitzliches Training oder die Sammlung neuer Daten, was
jedoch nicht immer fiir bereits eingesetzte Modelle praktikabel ist. Diese Arbeit untersucht daher
alternative Strategien, um die Robustheit bereits trainierter Modelle gegeniiber Distribution

Shifts zu verbessern.

Im ersten Teil dieser Arbeit wird ein Benchmark vorgestellt, der speziell zur Bewertung von
Testzeit-Adaptionsmethoden (TTA) bei langanhaltenden und vielfiltigen Distribution Shifts
entwickelt wurde. Mithilfe dieses Benchmarks zeigen wir, dass bestehende TTA-Techniken
zwar zundchst die Leistung verbessern, jedoch bei linger anhaltender Adaptation oft zu einem
Leistungsabfall fiihren. Zusitzlich schlagen wir eine einfache Basismethode vor, die durchgingig
bessere Ergebnisse als die anderen getesteten Methoden erzielt und ihre Leistung selbst bei

langerer Adaptation aufrechterhilt.

Aufbauend auf diesen Erkenntnissen analysiert der zweite Teil die zugrundeliegenden Mecha-
nismen entropiebasierter Verlustfunktionen, die hdufig in TTA verwendet werden. Wir zeigen,
dass die Minimierung der Entropie zunidchst dazu fiihrt, dass Einbettungen @hnlicher Bilder
niher zusammenriicken, was die Genauigkeit erhoht. Allerdings fiihrt eine fortgesetzte Entro-
pieminimierung dazu, dass sich die Einbettungen der Eingabebilder von den urspriinglichen

Trainingseinbettungen entfernen, was letztlich die Genauigkeit verringert. Basierend auf dieser
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Erkenntnis schlagen wir Weighted Flips (WF) vor, eine neuartige Methode, die in der Lage ist,
die Modellgenauigkeit auf beliebigen Bildsétzen vorherzusagen, ohne dafiir gelabelte Daten zu
bendtigen.

Im abschlieBenden Teil dieser Arbeit werden die Prinzipien der TTA auf Sprachmodelle (LMs)
ausgeweitet, mit einem Fokus auf die Aufgabe der Literatur-Empfehlung. Wir schlagen einen
Benchmark vor, der bewertet, wie gut LMs in der Lage sind, akademische Arbeiten basierend auf
kurzen beschreibenden Zitaten zu erkennen. Unser Benchmark zeigt, dass LMs diese Aufgabe
nicht effektiv bewiltigen konnen. Daher prisentieren wir einen einfachen Agenten, der es LMs

ermoglicht, relevante Arbeiten zu suchen und zu lesen, was ihre Leistung erheblich verbessert.
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CHAPTER 1

Introduction

1.1 The Rise of Deep Learning

“The ability to adapt is critical to success.”

GARRY KASPAROV

How Life Imitates Chess

The early 2010s saw a major change in Arti cial Intelligence (Al), mainly driven by the
widespread use and fast development of deep learning techniques ee&@luf2015); Schmid-
huber (2015); Goodfellowet al. (2016). Notably, in speci ¢ cases, these models achieved or
even surpassed human-level abilities on tough image recognition benchmarks, with ImageNet
being a key example Krizhevslkat al. (2012a); Russakovskat al. (2015); Heet al. (2016).

This wave of success was not limited to image-related problems; signi cant progress was

also reported in areas like natural language processing Detvdih(2019), speech recognition
Hintonet al. (2012); Graveet al. (2013), and mastering complex strategy games Sévat.
(2016, 2017). Driven by these advances and the growing availability of computing power and
large datasets Dergg al. (2009), deep learning systems rapidly began to move from controlled
research labs into practical, real-world uses. Ambitious deployments were extensively explored
in high-stakes areas, such as medical image analysis for diagnostic help &isaeya017);
Litiens et al. (2017) and the creation of autonomous driving technology Bojatsi. (2016);
Grigorescuet al. (2020).

However, along with this impressive technological progress, a critical and widespread problem

emerged: a fundamental lack of robustness when these complex models were used outside



their training data distributions or in changing and unpredictable real-world situations Szegedy
et al. (2013); Kohet al. (2021). This “brittleness” showed that even if models could get high
accuracy on test data similar to their training data, their performance could drop signi cantly, and
often without warning, when they encountered new inputs or small changes in the environment
Hendrycks and Dietterich (2019b).

Early evidence for this weakness was seen in studies looking at the effect of dataset bias,
which showed that models trained on speci ¢ data distributions often did not generalize well
to other, even closely related, distributions Torralba and Efros (2011); Reah{2019). The
discovery and later detailed study of adversarial examples gave an even clearer example of this
weakness: carefully made changes to inputs, often too small for humans to see, were shown to
consistently cause top classi ers to make wrong predictions with high con dence Goodfellow

et al. (2014); Madryet al. (2017); Carlini and Wagner (2017).

Figure 1.1: Image classi ers trained on ImageN&2)((left) often struggle to correctly classify
noisy images, like those sourced from ImageNet-C (8ght) .

The underlying reasons for this brittleness are complex, but a leading idea focuses on “shortcut
learning” Geirhoet al. (2020). This theory suggests that deep learning models, because of
how they are trained on limited datasets, often learn to use misleading connections or shallow
features that predict the right answer in the training data, but which do not represent a true

or reliable understanding of the task Lapuschédral. (2019); llyaset al. (2019). Instead of



learning the intended concepts, models may rely on unwanted biases or aws present in the data

Beeryet al.(2018); Stock and Cisse (2018).

This challenge makes the concept of robustness a central focus of Al research. Robustness,
in this context, refers to the ability of an Al system to keep working correctly and performing
well when faced with various out-of-distribution inputs, common corruptions, perturbations, or
other differences from the ideal conditions of its training Biggi@l. (2013); Hendrycks and
Dietterich (2019b). Achieving such robustness is not just an academic goal but an essential need

for the safe and reliable use of Al.

The consequences of this lack of robustness are especially serious in areas where system
failures can have severe results. For example, in autonomous driving, not being able to reliably
see the environment under different weather conditions, lighting changes, or with sensor noise
can lead to disastrous outcomes Dai and Van Gool (2018); Michetedis(2019); Volket al.
(2019). Similarly, in medical diagnosis, models that do not generalize well across different
patient groups, imaging machines, or hospitals might give wrong assessments, potentially
negatively affecting patient care Zeehal. (2018); AlBadawyet al. (2018); Wient al. (2019);
Castroet al. (2020). Furthermore, a lack of robustness can make existing societal biases larger
if models perform differently between demographic groups, highlighting the ethical need to
develop more robust Al systems Buolamwini and Gebru (2018); Meletaddi (2021); Barocas
et al.(2023).

1.2 Why Al Fails Unexpectedly

The impressive performance of deep learning models, as noted in the previous section, is
typically observed when training and testing data are drawn independently and identically
distributed (IID) from the same underlying data generating process Vapnik (1991). However,
this 1ID assumption frequently breaks down in real-world deployment scenarios, leading to a
phenomenon broadly termed “distribution shift” Sugiyaetal. (2007). This shift occurs when

the statistical properties of the data encountered by the model at test time differ signi cantly

from the data it was trained on, and it stands as a primary reason for the observed fragility of



many contemporary Al systems Torralba and Efros (2011); Retchit (2019).

One common and well-studied form of distribution shift is covariate shift, where the distri-
bution of input feature®(x) changes between training and deployment, while the conditional
distribution of labels given inputB(yjx) remains the same Shimodaira (2000). In computer
vision, this can manifest as changes in lighting conditions Dai and Van Gool (2018), weather
patterns Michaelist al. (2019), camera sensor characteristics Hendrycks and Dietterich (2019b),
or object pose or scale variations Alcarhal. (2019). Models trained without explicit consider-
ation for these variations often experience a substantial drop in performance when encountering

such shifted inputs Hendryclet al. (2020Db).

Beyond simple input feature changes, models can also suffer from concept shift, where
the relationship between inputs and outdtgx) itself changes over time or across contexts
Gamaet al. (2014); Webkbet al. (2016). While less commonly addressed in standard image
classi cation benchmarks, this is a critical concern in dynamic environments. More directly
relevant to many image-based tasks is domain shift or source shift, where training data comes
from one or more “source” domains (e.g., images from one hospital or one set of cameras)
and the model is expected to perform on a “target” domain with different underlying data
characteristics (e.g., images from a new hospital or a different geographical locatiorgtzegch

(2018); AlBadawyet al. (2018).

The vulnerability of deep neural networks to these shifts is increasingly attributed to their
tendency to engage in “shortcut learning” Geirledsl. (2020). Instead of learning the robust,
causally relevant features that de ne a concept, models often exploit simpler, super cial, or spu-
rious correlations present in the training data that are predictive of the labels within that speci ¢
dataset but do not generalize to new distributions Arjovesksl. (2019); llyaset al. (2019).

These shortcuts are often easier for the model to learn during the optimization process, given the
high dimensionality of the input space and the nature of typical loss functions Neystatbur

(2017).

Numerous examples of such shortcut learning have been documented in the literature. For
instance, models have been shown to heavily rely on texture statistics rather than object shape,

leading to misclassi cations when presented with objects having atypical textures Gelirdlos



(2019a). Other studies have found models learning to classify objects based on their typical
backgrounds or co-occurring objects rather than the primary object itself Bealy(2018);

Xiao et al.(2020). The “tench and ngers” example, where models identify a sh by recognizing
human ngers holding it (& common occurrence in ImageNet tench images), is another example
of a spurious correlation being exploited Brendel and Bethge (2019). These shortcuts, while
effective on IID test data, fail catastrophically under distribution shifts where these spurious

cues are absent or misleading.

The very process of training deep neural networks, typically via Empirical Risk Minimization
(ERM) using stochastic gradient descent, can inadvertently encourage the discovery of these
shortcuts Vapnik (1991); Bottou and Bousquet (2007). ERM aims to minimize the average
loss on the training data, and if a simple, non-robust feature offers a strong signal for this
minimization, the model is likely to latch onto it, irrespective of its generalizability Sagawah
(2019). The high capacity of deep networks allows them to t even complex, noisy patterns
presentin the training data, potentially leading to memorization of dataset-speci c idiosyncrasies

rather than abstraction of generalizable knowledge Zledrd) (2017).

Consequently, simply collecting more training data, while often bene cial, cannot ensure
robustness if the new data still carries the same biases or fails to capture the full range of real-
world variations Torralba and Efros (2011). Similarly, while training-time data augmentation
techniques (e.g., random crops, color jittering, or more advanced methods like AutoAugment
Cubuket al. (2019)) can improve robustness to certain anticipated variations Shorten and
Khoshgoftaar (2019); Hendryclet al. (2021a), they are limited by the designer's ability to
foresee all relevant shifts and may not prepare the model for entirely unexpected changes.
Furthermore, augmentations need to be carefully chosen as some can even harm generalization if
they introduce unrealistic artifacts Geirhetsal. (2019a). This highlights the need for strategies

that can address robustness beyond the standard training paradigm.



1.3 Towards Reliable Al: Adaptation and Evaluation

Given the pervasive challenges of distribution shift and the inherent limitations of models
trained solely via ERM, it has become increasingly clear that static, pre-trained models are often
insuf cient for robust real-world deployment Hendrycksal. (2020b); Kohet al. (2021). The
dynamic nature of many operational environments necessitates Al systems that possess some
capability to adjust or acclimate to new, unforeseen conditions encountered after their initial
training phase Gamet al. (2014). This recognition has spurred research into various paradigms
for developing more adaptive and resilient machine learning systems.

Broadly, the long-term vision for addressing these challenges includes concepts like online
learning, where models continuously update their parameters as new data arrivetsaHoi
(2021), and continual or lifelong learning, where models aim to learn new tasks or adapt to new
data distributions sequentially without catastrophically forgetting previously acquired knowledge
Parisiet al.(2019); De Langet al.(2021). While these represent ambitious and crucial research
directions, they often require signi cant architectural changes, complex memory management
strategies, or access to labeled data streams, which may not always be feasible, particularly for
widely deployed, large-scale pre-trained models.

A more pragmatic and increasingly explored approach, especially for leveraging the power of
existing state-of-the-art pre-trained classi ers, is Test-Time Adaptation (TTAx$ah(2020b);
Wanget al. (2020b). TTA methods aim to adapt a given pre-trained model during deployment
(at test time) using only the incoming unlabeled test data itself. This is particularly appealing
because it allows for performance improvements on out-of-distribution data without the need
for retraining the entire model from scratch, accessing the original training data, or requiring
additional labeled samples for the new domain Wanhal. (2020b).

The core idea behind many TTA techniques involves updating speci ¢ parts of the model,
often just the normalization layers like Batch Normalization loffe and Szegedy (2015), based on
an unsupervised loss function computed on the current batch of test inputseiMan@020Db).

For instance, some methods re-estimate batch statistics (mean and variance) Setagider
(2020); Nadcet al. (2020), while others optimize unsupervised objectives like entropy on the

test data Grandvalet and Bengio (2004); Wahgl. (2020b). The promise is that these small,



targeted adjustments can help align the model's internal representations with the characteristics

of the new test distribution.

While TTA offers a compelling route to improved robustness without retraining, the adaptation
process itself is not without its challenges. Since adaptation typically relies on unsupervised
objectives (e.g., minimizing prediction entropy or aligning batch statistics) and unlabeled test
data, there is a risk that the model might “adapt' in ways that are not bene cial or even detrimental
in the long run. For instance, the model might over t to transient patterns in the current batch of
test data, leading to instability or error accumulation over timeétial. (2023). The very act of
modifying model parameters based on incoming data necessitates careful consideration of how
these changes compound and whether the adapted model remains reliable across diverse and

potentially non-stationary data streams.

This underscores the paramount importance of rigorous and comprehensive evaluation method-
ologies for any adaptive Al system. If models are changing their parameters at test time, standard
evaluation protocols that rely on static test sets may not fully capture their behavior or long-term
viability. It becomes crucial to assess not only the immediate performance gain on a speci c
type of shift but also the stability of the adaptation process, its susceptibility to undesirable drift,
and its behavior when faced with sequences of different shifts or even a return to the original

training distribution.

Unfortunately, many existing benchmarks for evaluating robustness to distribution shift, while
valuable for highlighting model weaknesses Hendrycks and Dietterich (2019b); Micagalis
(2019), were not primarily designed to assess the long-term dynamics of adaptive systems. They
often consist of a xed set of corruptions or domains, evaluated independently, and may not
contain enough unique images to simulate prolonged deployment where a model continuously
updates itself over many iterations without re-encountering the same data points. This limitation
makes it dif cult to con dently ascertain whether a TTA method that shows initial promise will

maintain its bene ts or eventually degrade.

Therefore, a critical step towards building truly reliable adaptive Al is the development
of new benchmarking paradigms speci cally designed to probe the long-term stability and

potential failure modes of test-time adaptation methods. Such benchmarks need to provide a



continuous stream of diverse, out-of-distribution data, allowing for repeated adaptation steps and
the observation of performance trajectories over time. Building upon these critical insights and
addressing the identi ed gaps, this thesis presents three works aimed at enhancing the reliability
of Al systems when faced with real-world distribution shifts, with a particular focus on test-time

adaptation and rigorous evaluation.

This thesis directly addresses these critical gaps by focusing on improving the robustness of
machine learning models at test time, without resorting to costly retraining or requiring additional
labeled data. Our approach is twofold: rst, by designing more realistic and challenging
benchmarks that better re ect the continuous and evolving nature of real-world data streams, we
aim to provide a more robust platform for evaluating adaptive methods. Second, by analyzing
the underlying mechanisms and failure modes of existing TTA techniques on these enhanced
benchmarks, we seek to develop novel test-time strategies that offer more stable and reliable
performance improvements, not just in computer vision but also extending these principles to

other modalities like language understanding.

1.4 Thesis Contributions

This thesis presents three works aimed at enhancing the reliability of Al systems when faced
with real-world distribution shifts, with a particular focus on test-time adaptation and rigorous
evaluation. Each contribution identi es a critical challenge in current methodologies and
proposes novel solutions, spanning both computer vision and natural language processing
domains.

The rst contribution, detailed in Chapter 2, addresses the critical need for more comprehen-
sive benchmarks to evaluate the long-term stability of (TTA) methods. We argue that existing
benchmarks often lack the scale and diversity required to simulate prolonged deployment sce-
narios. To this end, we introduce “Continuously Changing Corruptions” (CCC), a benchmark
designed with signi cantly more unigue images to facilitate the study of TTA methods over many
adaptation steps. Using CCC, we demonstrate that while many contemporary TTA methods

show initial performance gains, their ef cacy can degrade signi cantly over time, sometimes



falling below non-adapting baselines. Notably, this work reveals that a simple strategy involving
periodic resets of the model to its original pre-trained weights can outperform more complex
adaptive techniques in maintaining long-term robustness.

Building upon the insights into TTA behavior, the second contribution (Chapter 3) delves into
the underlying mechanisms of common TTA strategies, speci cally those employing entropy
minimization. We investigate why such methods initially improve performance but may subse-
quently falter. Our analysis reveals that entropy minimization in uences the clustering of image
embeddings in the model's feature space. Initially, it tends to pull testimage embeddings closer
to those of same-class training images, improving accuracy. However, continued adaptation
can cause these embeddings to drift away, causing performance degradation. Leveraging this
understanding, we propose “Weighted Flips” (WF), a novel, label-free method to estimate a
classi er's accuracy on unlabeled test data during adaptation, providing a practical tool for
monitoring and potentially mitigating TTA instability in real-world deployments.

The nal contribution, presented in Chapter 4, extends the principles of robust evaluation
and test-time enhancement to the domain of language models (LMs). We identify a signi cant
challenge in the ability of state-of-the-art LMs to accurately infer referenced academic papers
from descriptive, unambiguous citations. This is a crucial task in the domain of literature
recommendation and scholarly search. We introduce a new, challenging benchmark for this
task and propose CiteAgent, an LM-based agent augmented with the ability to perform targeted
search and retrieval of academic papers at test time. This approach demonstrates how test-time
capabilities, without requiring model retraining, can substantially improve performance on
complex reasoning and retrieval tasks in natural language processing, mirroring the test-time
adaptation philosophy applied in computer vision.

In essence, this thesis advocates for a dual approach: rst, the development of more realistic
and demanding benchmarks to truly understand model limitations, and second, the creation of
intelligent, low-overhead test-time strategies that enhance model reliability without the need for
extensive retraining or additional labeled data. Through these contributions, we aim to advance

the deployment of more dependable Al systems in complex, ever-changing environments.






CHAPTER 2

RDumb: A simple approach that questions
our progress in continual test-time

adaptation

Traditionally, neural network-based image classi ers are trained on a training set and tested
on a test set, with both sets coming from the same group of images. What happens when a
network is tested on images of animals taken on a clear day, but then tested on a set of images of
animals taken during a snowstorm? In such instances, performance has been shown to decrease
Hendrycks and Dietterich (2019b), when compared to performance on “clean”, unperturbed
images. A practical way to deal with these differences between images seen in training and
those seen at test time is by continuously updating the model at test time, to help it adjust to the

input images it receives. This is usually referred to as “Test-Time Adaptation” (TTA).

TTA can help pre-trained classi cation models adapt to their inputs at test-time, thereby
greatly improving performance while costing very little and requiring no extra training. Though
the variations of these techniques were widely explored in previous works, there were no
benchmarks that adequately and thoroughly emulate realistic settings in which a model may see

many images in a row.

In the setting explored in this chapter, a pre-trained image classi cation model updates its
weights based on its inputs, without extra data or labels. Previous work, notablyéVahg
(2020b) showed how effective this can be in practice, but how reliable is it? If TTA, though

changing a given model many times, can improve the performance of a model, could it also

11



worsen the performance?

In this chapter, we build a comprehensive benchmark, CCC, which we use to evaluate how
well continual learning methods perform in a realistic setting, when given many input images in
a row. Our benchmarks shows a failure mode of all but one TTA methods tested. Additionally,
we also propose a simple baseline method that achieves state-of-the-art performance on CCC as

well as previous benchmarks. The material in this chapter was adapted fronePae$2023).

2.1 Introduction

Biological vision is remarkably robust at adapting to continually changing environments. Imag-
ine cycling through the forest on a cloudy day and observing the world around you: You will
encounter a wide variety of animals and objects, and be able to recognize them without effort.
Even as the weather changes, rain sets in, or you start cycling faster, the human visual system
effortlessly adapts and robustly estimates the surroundings Van de Ven and Tolias (2019). Equip-
ping machine vision with similar capabilities is a long-standing and unsolved challenge, with
numerous applications in autonomous driving, medical imaging, and quality control, to name a

few.

Techniques for improving the robustness to domain shifts of ImageNet-scale Russakovsky
et al. (2015) classi cation models include pre-training of large models on diverse and/or large-
scale datasets Xiet al. (2020); Mahajaret al. (2018); Radforcet al. (2021) and robusti cation
of smaller models by speci cally designed data augmentation Hendetckds(2020b,a); Rusak
et al. (2020a). While these techniques are applied during training time, recent work Schneider
et al. (2020); Nadcet al. (2020); Wanget al. (2020b); Rusalet al. (2021); Mummadet al.
(2021); Goyakt al. (2022); Wanget al. (2022); Niuet al. (2022) explored possibilities of further
adapting models by Test-Time Adaptation (TTA). Such methods continuously update a given
pretrained model exclusively using their input data, without having access to its labels. Test-time
entropy minimization (Tent; Wanet al., 2020b) has become a foundation for state-of-the-art

TTA methods. Given an input stream of images, Tent updates a pretrained classi cation model
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Figure 2.1: Continuously Changing Corruptions show limitations of existing TTA methods. (a)
Comparison between ImageNet-Val, CIN-C and CCC. The proposed version of CCC is 10
longer than CIN-C and could naturally be extended even further without repeating images. CCC
consists of sequences of smooth transitions from one ImageNet-C noise to another one. For
each such pair, we construct a trajectory continuously interpolating from one pure noise to the
other pure noise such that baseline accuracy is kept constant. For each point along the trajectory,
we sample a batch of 1k, 2k, or 5k images from ImageNet-Val, randomly crop and ip it and
apply the noise combination. (b) Due to its short length and high variability in dif culty, CIN-C
(top) is unable to reveal the collapse of methods such as ETA and CoTTA, while CCC (middle
and bottom) can.
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by minimizing the entropy of its outputs, thereby continuously increasing the model's con dence

in its predictions for every input image.

Previous TTA work Schneideat al. (2020); Nadeet al. (2020); Wanget al. (2020b); Rusak
et al. (2021); Mummadet al. (2021); Goyalet al. (2022); Zhanget al. (2022) evaluate their
models on ImageNet-C Hendrycks and Dietterich (2019b) or smaller scale image classi cation
benchmarks LeCuat al. (2010); Krizhevskyet al. (2009). ImageNet-C consists of 75 copies of
the ImageNet validation set, wherein each copy is corrupted according to 15 different noises at
5 different severity levels. When TTA models are evaluated on ImageNet-C, they are adapted on
each noise and severity combination individually starting from their pretrained weights. Such
a one-time adaptation approach is of little relevance when it comes to deploying TTA models
in realistic scenarios. Instead, stable performance over a long run time after deployment is the

desirable goal.

TTA methods are by design readily applicable to this setting and recently the eld has started
to move towards testing TTA models in continual adaptation settings \&aalg(2022); Niu
et al. (2022); Gonget al. (2022). Strikingly, this revealed that the dominant TTA approach
Tent Wanget al. (2020b) decreases in accuracy over time, eventually being less accurate than a
non-adapting, pretrained model Wagigal. (2022); Niuet al. (2022). In this work, we refer to
any model whose classi cation accuracy falls below that of a non-adapting, pretrained model, as

having “collapsed”.

This collapsing behaviour of Tent shows that it cannot be used in continual adaptation over
long time scales without modi cations. While previous benchmarking of TTA methods already
managed to reveal the collapse of Tent, our work shows that in fact all current TTA methods

collapse sooner or latdancluding methods with explicit built-in anti-collapse strategies

Since current benchmarks have not been suf cient to detect collapse in several models, we
introduce an image classi cation benchmark designed to thoroughly evaluate TTA models for
their long-term behavior. Our benchmagontinuously Changing Corruptiof€CC), tests
models on their ability to adapt to image corruptions that are constantly changing, much like
when fog turns to rain or day turns to night. CCC allows us to easily control different factors that

could affect the ability of a given method to continuously adapt: the corruptions and their order,
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the dif culty of the images themselves, and the speed at which corruptions transition. Most
importantly, the length of our benchmark is ten times longer than that of previous benchmarks,
and more diverse by including all kinds of combinations of corruptions (see Figure 2.1a). Using
CCC, we discover that seven recently published state-of-the-art TTA methods are less accurate
than a non-adapting, pretrained model. While Tent was already shown to collapset/éhng
(2022); Niuet al. (2022); Gonget al. (2022), we show that this problem is not speci ¢ to Tent,
and that many other methods — including speci cally designed continual adaptation methods —
collapse as well.

Finally, we proposeRDumb ! as a minimalist baseline mechanism that sinfpésetshe
model to its pretrained weights at regular intervals. Previous work employs more sophisticated
methods combining entropy minimization with various regularization approaches, yet we show
that RDumb is superior on both existing benchmarks and ours (CCC). Our results call the
progress made in continual TTA so far into question, and provide a richer set of benchmarks for
realistic evaluation of future methods.

Our contributions are:

» We introduce the continual adaptation benchmark CCC. We show that previous benchmarks
are too short to meaningfully assess long-term continual adaptation behaviour, and are too

uncontrolled to assess the short-term learning dynamics.

» Using CCC, we show that the performances of all but one current TTA methods drop below a

non-adapting, pre-trained baseline when trained over long timescales.

» We propose RDumlj as a baseline and show that it outperforms all previous methods with a

minimalist resetting strategy.

1The name was inspired by GDumb Pralgtal. (2020).
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2.2 CCC: Towards In nite Testing with Continuously
Changing Corruptions

Until recently, it was common to evaluate TTA methods only on datasets on individual domain
shifts such as the corruptions of ImageNet-C (Hendrycks and Dietterich, 2019b). However,
the world is steadily changing and recently the community started moving towards continual
adaptation, i.e., evaluating methods with respect to their ability to adapt to ongoing domain
shifts (Wanget al,, 2022; Niuet al., 2022; Suret al,, 2019a).

The dominant method of evaluating continual adaptation on ImageNet scale is to concatenate
the top severity datasets of the 15 ImageNet-C corruptions into one big dataset. We refer to the
variant of this dataset introduced by Waeital. (2022) asConcatenated ImageNet{CIN-C).

CIN-C was used to demonstrate the collapse of Tent and the stability of recent TTA methods by
Wanget al. (2022); Niuet al. (2022); Gonget al. (2022).

In Figure 2.1b, we evaluate a range of TTA methods on CIN-C and notice three potential prob-
lems: Firstly, ETA Niuet al. (2022) appears to be stable and better than a non-adapting,
pretrained baseline, but is revealed to collapse when tested on CCC. Additionally, while
CoTTAWanget al. (2022) clearly goes down in performance, it is not yet clear whether it
collapses or stabilizes above or below baseline performance. Fundamentally, CIN-C turns out to
be too short to yield reliable, conclusive results. Secondly, assessing adaptation dynamics is
further obscured by the considerable variations of the baseline performance among the different
corruptions in CIN-C. This is not only a factor that affects adaptation itself (shown in Wang
et al. (2020Db); Niuet al. (2022)), it also leads to substantial uctuations in performance across
multiple runs, making it dif cult to obtain a clear and reliable assessment. Finally, CIN-C
features exclusively abrupt transitions between different corruption types. In contrast, in the real
world, domain changes may often be smooth and subtle with varying speeds: day to night, rain
to sunshine, or the accumulation of dust on a camera. Therefore, it is important to also probe
TTA methods on continual domain changes that are not tied to a speci ¢ point in time and thus

constitute a relevant test for stable continual adaptation.
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