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To whom it may concern.






ABSTRACT

Uncertainty quantification is a key pillar of trustworthy machine learning. It enables
safe reactions under unsafe inputs, like predicting only when the machine learning
model detects sufficient evidence, discarding anomalous data, or emitting warnings
when an error is likely to be inbound. This is particularly crucial in safety-critical areas
like medical image classification or self-driving cars. Despite the plethora of proposed
uncertainty quantification methods achieving increasingly higher scores on performance
benchmarks, uncertainty estimates are often shied away from in practice. Many machine
learning projects start from pretrained latent representations that come without uncertainty
estimates. Uncertainties would need to be trained by practitioners on their own, which is
notoriously difficult and resource-intense.

This thesis makes uncertainty estimates easily accessible by adding them to the latent rep-
resentation vectors of pretrained computer vision models. Besides proposing approaches
rooted in probability and decision theory, such as Monte-Carlo InfoNCE (MCInfoNCE)
and loss prediction, we delve into both theoretical and empirical questions. We show that
these unobservable uncertainties about unobservable latent representations are indeed
provably correct. We also provide an uncertainty-aware representation learning (URL)
benchmark to compare these unobservables against observable ground-truths. Finally, we
compile our findings to pretrain lightweight representation uncertainties on large-scale
computer vision models that transfer to unseen datasets in a zero-shot manner.

Our findings do not only advance the current theoretical understanding of uncertainties
over latent variables, but also facilitate the access to uncertainty quantification for future
researchers inside and outside the field. As downloadable starting points, our pretrained
representation uncertainties enable a range of novel practical tasks for straightforward
but trustworthy machine learning.






ZUSAMMENFASSUNG

Die Quantifizierung von Unsicherheiten ist ein Grundpfeiler des vertrauenswiirdigen
maschinellen Lernens. Sie ermoglicht sichere Reaktionen bei unsicheren Eingaben, wie
etwa Vorhersagen nur dann zu treffen wenn ein kiinstlich intelligentes Modell genii-
gend Anhaltspunkte findet, anomale Daten zu filtern oder Warnungen auszugeben wenn
ein Fehler wahrscheinlich ist. Dies ist besonders in sicherheitskritischen Bereichen wie
der Klassifizierung medizinischer Bilder oder bei selbstfahrenden Autos wichtig. Trotz
der Fiille an publizierten Methoden zur Quantifizierung von Unsicherheiten, die in
numerischen Vergleichen immer bessere Ergebnisse erzielen, werden Unsicherheitss-
chidtzungen in der Praxis oft gescheut. Viele Projekte des maschinellen Lernens starten mit
vortrainierten latenten Reprdsentationen, die von sich aus keine Unsicherheitsschitzungen
beinhalten. Die Unsicherheiten miissten von Anwendern selbst trainiert werden, was
jedoch als kompliziert und ressourcenintensiv angesehen wird.

In dieser Doktorarbeit werden Unsicherheitsschétzer leichter zugdnglich gemacht, in-
dem sie zu den latenten Reprdsentationsvektoren von vortrainierten Modellen fiir die
Verarbeitung von Bilddaten hinzugefiigt werden. Wir entwickeln Ansédtze aus der
Wahrscheinlichkeits- und Entscheidungstheorie, wie Monte-Carlo InfoNCE (MCInfoNCE)
und die Schéatzung von Vorhersagefehlern, und befassen uns sowohl mit mathematischen
als auch empirischen Aspekten des Problems. Wir zeigen, dass diese unbeobachtbaren
Unsicherheiten iiber unbeobachtbare latente Reprasentationen tatsdchlich beweisbar ko-
rrekt sind. Wir stellen aufierdem einen numerischen Leistungstest fiir Unsicherheiten
tiber latente Reprasentationen vor (URL), um diese unbeobachtbaren Schitzungen mit
beobachtbaren Vergleichswerten abzugleichen. Schliefilich biindeln wir unsere Ergebnisse,
um kostengiinstige Unsicherheitsschitzer fiir die latenten Reprasentationen grofier Mod-
elle des computergestiitzten Sehens vorzutrainieren, die ohne weiteres Training auf neuen
Datensédtzen funktionieren.

Unsere Ergebnisse erweitern nicht nur das aktuelle theoretische Verstdndnis von Unsicher-
heiten tiber latente Variablen, sondern erleichtern auch den Zugang zur Quantifizierung
von Unsicherheiten fiir zukiinftige Forschung innerhalb und aufierhalb des Feldes. Als
herunterladbare Ausgangspunkte ermdglichen unsere vortrainierten Reprédsentationsun-
sicherheiten eine Reihe neuartiger praktischer Anwendungen fiir unkompliziertes, aber
vertrauenswiirdiges maschinelles Lernen.
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INTRODUCTION

1.1 OFrF PENGUINS AND UNCERTAINTIES

Any human will recognize the image in as a penguin and store it accordingly in
their mental map of animals. Now consider It could show a penguin, but also a
seal, or maybe a beaver. The picture itself is uncertain, that is, it does not contain enough
information to infer what it shows. The best any human can do is to store it somewhere
in the region of aquatic animals in their mental map, flagged with a question mark.

is no exception and the problem can not be trained away, whether we deploy a
computer vision model or a human expert. Beyer et al.| (2020) show that humans disagree
about the class of 29.9% of the images in the popular ImageNet-1k benchmark (Deng
et al., 2009). This is even more pronounced when images are no high-quality photographs
from the internet but automatically taken by magnetic resonance imaging scanners or
surveillance cameras on animal farms, as studied by Schmarje et al| (2022). Even their
best real-world dataset with only four classes to choose from has a disagreement rate of
92.2%. Vision inherently is and will remain ambiguous.

Current deep encoders in computer vision also have mental maps, their embedding spaces,
where they store what they detect in images as representation vectors. But they lack the
ability to express their uncertainty: Although is much more ambiguous than
both will be pinpointed to an exact representation vector in the embedding
space. Any module that further processes these representations, for retrieving similar
images or predicting the animal species, has no more sense of the ambiguity.

This thesis adds uncertainty estimates to representation vectors. This enhancement may
seem nuanced at first glance, but it conceals an iceberg of challenges beneath the surface:
Representations are latent variables, meaning that they are not observable in the real
world and a computer vision model has to find them itself. Adding uncertainties, which
are also not observable in the real world, to such already unobservable latent variables
makes the problem even more complicated. And more still, we also have to compare these
unobservables about unobservables against some notion of observable ground-truth in the
real world to ensure their quality and good performance, which is a territory uncharted
by state-of-the-art uncertainty benchmarks. But the reward of solving these challenges is
high: Uncertainties added directly to representations will trickle down to all applications
that start off from representations, e.g., of pretrained models.

13



14 CHAPTER 1. INTRODUCTION

(a) A clear image of a penguin. (b) An ambiguous image of a penguin.

Figure 1: Images can be inherently ambiguous, making it necessary to quantify their
uncertainty. Both images are from the ImageNet-1k benchmark dataset (Deng et al., |2009).

Before diving into details, we give a teaser of our results in [Figure 2| This is the embedding
space of six dog breeds, where more uncertain representations are larger and more
transparent. The plot makes it easy to understand which images are more ambiguous and
likely to be misclassified because they reveal too few information. This enables computer
vision models to automatically treat uncertain images differently, e.g., by abstaining from
classifying them until a user inputs a more clear image, enabling a more trustworthy
deployment of machine learning models in practice (Mucsanyi et al., 2023). Notably, these
uncertainties are provided zero-shot. The model was trained on a different dataset and the
uncertainties are generalized from the large pretraining corpora we scaled our approach
to. This means that practitioners can make direct use of the findings of this thesis by
downloading our pretrained uncertainty models and running them on their data.

Let us now return to the start of our expedition, formally defining representation learning
and uncertainties in computer vision as well as our precise research questions, which cul-
minated in the development of these general-purpose representation uncertainties.

1.2 RELATED WORK

1.2.1 Pretrained Representations

We first establish notation that will reoccur throughout the thesis. Let x denote an input
from the input space X and y an output from the output space ). The task of any
machine learning model is to fit a function f : X — ) that predicts y from x. In computer
vision, these are commonly an image x and a class label y. To predict a label from an
unstructured information source like an image, modern deep learning architectures first
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Figure 2: Each point is the representation of an Oxford Pets image (Parkhi et al., 2012).

The size of each dot visualizes the uncertainty u(x) of the representation, calculated by our
approach in This makes it easier to detect images that are naturally ambiguous
(large and transparent). Figure cited from the original paper (Kirchhof et al., 2024).

extract features from the image. That is, they have an encoder componente : X — Z
and a subsequent classifier c : Z — ) with f = coe. The goal of representation learning
(Bengio et al., 2013)) is to learn a versatile encoder e such that the representations z in
the embedding spaces Z in the middle represent the content of the image in an abstract
mannet, as a high dimensional latent vector.

Since training the encoder is often the most time and data consuming part of training
a deep learning architecture, the representations are often trained in advance on large
image datasets with versatile classes to learn diverse features. Most modern computer
vision projects start off from such pretrained models. Pretrained representations enable,
e.g., to search for semantically similar images, called retrieval (Chang and Fu, 1979} Liu|
et al., 2021} Jush et al., 2023} Douze et al., |2024), or to re-use the encoder and learn new
tasks quicker by finetuning on a small dataset in a few-shot or even zero-shot manner
(Weiss et al., 2016} Goyal et al., 2023; Ramesh et al., 2021).




16 CHAPTER 1. INTRODUCTION

The key to well usable pretrained representations is that semantically similar images
should lay close to one another in the embedding space. Contrastive learning approaches
(Chopra et al, |2005; |Schroff et al., 2015; Hadsell et al., |2006; |(Chen et al., 2020; Grill et al.,
2020; [Radford et al,, |2021; Chen and He, 2021) formulate this directly as an objective
function when training the encoder. As an example, tuples of images cropped from the
same underlying image are encouraged to be close to one another (Hadsell et al., |2006)
or they are encouraged to be close to one another and far from other images (Schrott
et al., 2015). Besides these self-supervised approaches, modern pretraining approaches
also return to traditional supervised learning, where the supervision signal that tells if
two images are similar is whether they have the same class label. The key here is that the
class labels are diverse enough, such as on the ImageNet-1k dataset (Deng et al., |2009)
that comprises 1.2 million images of 1000 classes or on ImageNet-21k (Deng et al., 2009)
that comprises 14.2 million images of 21.8 thousand classes.

These advances in pretrained representations reveal important desiderata for our desired
representation uncertainties: If representation uncertainties are output along with pre-
trained representations, we need to pretrain them on similar scales. We also need to
ensure that our representation uncertainties capture uncertainties of the general image
content that the representation summarizes, not just uncertainty in terms of the (pre-)
training task. With these properties in mind, let us review the current state uncertainty
estimation approaches in computer vision.

1.2.2 Large-scale Uncertainties in Computer Vision

Uncertainty estimation adds a second task to the model. In addition to the estimate for y
it also has to output an uncertainty estimate u(x), u : X — U, sometimes in the form of a
probability U = [0,1] or more generally any scalar value with &/ C R. These uncertainty
estimates are a key prerequisite to deploy models in safety-critical areas like medical
imaging or self-driving cars (Gulshan et al., |2016; Carannante et al., 2021} Kurz et al., 2022;
Franchi et al., 2022) where we want to predict only if we are certain. Uncertainties are
also fundamental ingredients of anomaly detection (Chalapathy and Chawla, 2019) and
active learning (Settles, |2009; Nguyen et al., |2022).

First attempts to bring uncertainty into deep learning and computer vision stem from
Bayesian roots (Bernardo and Smith, 2009). A prominent example is the Laplace approxi-
mation (Mackay, 1992) that approximates a Gaussian around the network’s parameters.
This allows to sample multiple output vectors per input, which can be processed into
scalar uncertainty estimates u(x). The issue is that these approximate Bayesian approaches
are hard to scale to deep architectures, with work on scaling going on to this date (Ritter
et al., 2018; Daxberger et al., 2021} |Deng et al., |2022). Later works thus yield these samples
more directly: Deep ensembles (Lakshminarayanan et al., |2017) train multiple networks
to output multiple vectors, and Gal and Ghahramani (2016) activate random Dropout
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(Srivastava et al, 2014) at inference time to produce multiple slightly different outputs.
These approaches are scalable to arbitrarily deep architectures, but their runtime (and
memory) costs still scale linearly in the number of samples. Anyhow, they mark the
start of a trend: Reducing the computational hurdle of uncertainty estimation to enable a
widespread application in practice.

A recent step towards low-cost uncertainties is to output uncertainty estimates u(x) di-
rectly during the forward pass of the model, so called deterministic methods (Postels et al.,
2022; |[Haufsmann et al., |2020). This is implemented by adding modules to the architecture
that output specialized uncertainties u(x). These modules are trained for specialized
tasks (Mucsanyi et al, 2024). For example, to detect out-of-distribution inputs (Galil et al.,
2023a), deterministic methods estimate the data density in the model’s latent space (Lee
et al., 2018; Van Amersfoort et al, |2020; Mukhoti et al., 2023). To estimate correctness of
prediction, they predict the model’s own loss at any given sample (Yoo and Kweon, 2019;
Cui et al., |2023} Lahlou et al., |2023} [Laves et al., 2020). Such specialized approaches are also
relevant for the recent strive for decomposed or disentangled uncertainties (Wimmer et al.,
2023 Bengs et al., 2023} Gruber et al., 2023} [Valdenegro-Toro and Mori, 2022} Depeweg
et al 2018). We contribute to these disentanglement efforts in

So how could one build a specialized uncertainty estimate for representations? One strain
of research are probabilistic embeddings (Oh et al., 2019; Collier et al., 2023} |Kim et al.,
2023; Nakamura et al) 2023). They add an auxiliary output head that estimates a variance
parameter for each representation, resulting in a distribution over all possible latents that
an input could show. While probabilistic embeddings have shown increased performance
(Karpukhin et al., 2022) and qualitatively sensible outputs (Oh et al., 2019} Scott et al.,
2019), their theoretical underpinning and evaluation metrics are still in their infancy. We

contribute to these efforts in to

The last gap to bridge uncertainty estimates with pretrained representations is their
transferability. Initial works (Guo et al., 2017) but also current large-scale undertakings
(Dehghani et al., 2023) often consider calibration only on the dataset the model was
trained on. The largest distribution shifts that uncertainties are evaluated on are corrupted
versions of the train dataset (Ovadia et al., 2019; [Iran et al., 2022). At a certain level of
corruption, let alone on new datasets with new classes, images are commonly considered
out-of-distribution, so that the evaluation protocol is just to achieve high uncertainties
on these samples compared to in-distribution ones (Park et al., 2023; Galil et al., 2023a}
Postels et al |2022; Ovadia et al., 2019). This is a reasonable goal, but we want to take
the generalization of uncertainty estimators one step further. Similar to representation
learning, we want uncertainties to work within completely new datasets, where uncer-
tainties should not be generally high but differ between the unseen samples. Also similar
to representation learning, this requires novel benchmarking metrics, see and
large-scale pretrained models developed along these metrics, see
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1.3 RESEARCH QUESTIONS

The main goal of this thesis is to provide uncertainty estimates along with representa-
tion vectors, merging the current enhancements in representation learning with those
in uncertainty estimation. As we have outlined before, this is intended to make uncer-
tainties transferable to new datasets and tasks and thus easier to use. To this end, we
need to develop new approaches, gain a theoretical understanding about representation
uncertainties and how to benchmark them, and finally scale our findings to match current
pretrained representation models. We take on these challenges one by one in the following
chapters, guided by the following research questions (RQs).

RQ1. Which methods can provide uncertainties about representations?
RQ2. What do these uncertainties reflect theoretically or in the real-world?
RQ3. How to quantify how good an uncertainty about a representation is?

RQ4. Can we scale the uncertainties to large models and large pretraining corpora?

1.4 CONTRIBUTIONS AND OUTLINE

We answer these questions in four chapters, each resembling one paper. We summarize
their main findings and contributions to the scientific community below.

takes on RQ1, providing first methods that add uncertainties to representations
in a subfield of representation learning, deep metric learning. In particular, we utilize
the probabilistic embeddings framework where we predict a mean and a variance for
each representation. We expand these works by implementing distribution-to-distribution
distance functions and generalizing previous distributions to more flexible covariance
structures. These enhancements make deep metric learning probabilistic and we find
that they increase the performance. We take a first look at RQ2 to analyze why the
uncertainties lead to higher performance.

provides deeper theoretical insights into RQ2. We derive a theoretical framework
to define representation uncertainties formally and to investigate in which sense they
are correct. We find that they can be seen as the posteriors of a lossy image-generating
process, generalizing previous theoretical results of nonlinear independent component
analysis (Zimmermann et al,, 2021 Reizinger et al., 2022). We also provide a new method
to learn representation uncertainties in self-supervised, adding to RQ1. We verify that its
representation uncertainties are indeed correct in the theoretical sense and, in the practical
sense of RQ3, correlated with human uncertainties.

provides the community with the first benchmark to measure correctness of
representation uncertainties at scale and under distribution shifts, answering RQ3. This
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allows representation learning researchers to enhance their benchmarking code with
metrics for uncertainties in four lines of code. We verify our benchmark with comparisons
to the human and other real-world uncertainties studied in the previous chapter to
broaden our understanding of RQ2. We reimplement both of our approaches from RQ1
and add multiple ones from literature. We scale them all to ImageNet-1k and use a
pretraining-like train and test framework, paving the way for RQ4.

uses this benchmark to develop pretrained representation uncertainties at the
scale of ImageNet-21k and large Vision Transformer, aiming for RQg4. This compiles the
findings of all previous chapters and research questions into one downloadable model
for future researchers. In the process, we fix a gradient conflict that deteriorated the
performance of deterministic uncertainty approaches in the literature. We also study the
behaviour of our uncertainties and find that they provide aleatoric uncertainties devoid
from epistemic uncertainties, contributing to RQ2 and to the recent efforts in uncertainty
disentanglement (Wimmer et al., 2023; [Mucsanyi et al., |2024).

Finally, in [Chapter 6| we outline the applications that representation uncertainties enable
and discuss how our findings shape future directions in uncertainty quantification.

1.5 LIST OF PUBLICATIONS

1.5.1 Publications Relevant to this Thesis

This thesis comprises four main publications that I have published as first author in the
last three years. All papers are summarized and discussed in their corresponding chapters
in the main text, and appended to the thesis in their full form.

Michael Kirchhof, Karsten Roth, Zeynep Akata, and Enkelejda Kasneci.
A non-isotropic probabilistic take on proxy-based deep metric learning.
European Conference on Computer Vision (ECCV), 2022.

Michael Kirchhof, Enkelejda Kasneci, and Seong Joon Oh. Probabilistic
contrastive learning recovers the correct aleatoric uncertainty of ambiguous
inputs. International Conference on Machine Learning (ICML), 2023.

Michael Kirchhof, Balint Mucsanyi, Seong Joon Oh, and Enkelejda Kasneci.
URL: A representation learning benchmark for transferable uncertainty
estimates. Neural Information Processing Systems Track on Datasets and Bench-
marks (NeurIPS D&B), 2023.

Michael Kirchhof, Mark Collier, Seong Joon Oh, and Enkelejda Kasneci.
Pretrained visual uncertainties. arXiv preprint arXiv:2402.16569, 2024.
Under submission.
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1.5.2 Further Publications

Besides these main works, I have been involved in three major side projects during my
time as a Ph.D. student, all centered around representations and uncertainty.

Tobias Leemann, Michael Kirchhof, Yao Rong, Enkelejda Kasneci, and
Gjergji Kasneci. When are post-hoc conceptual explanations identifiable?
Uncertainty in Artificial Intelligence (UAI), 2023.

Balint Mucsanyi, Michael Kirchhof, Elisa Nguyen, Alexander Rubin-
stein, and Seong Joon Oh. Trustworthy machine learning. arXiv preprint
arXiv:2310.08215, 2023.

Bélint Mucsanyi, Michael Kirchhof, and Seong Joon Oh. Benchmarking
uncertainty disentanglement: Specialized uncertainties for specialized
tasks. arXiv preprint arXiv:2402.19460, 2024. Under submission.



PROBABILISTIC REPRESENTATION LEARNING

Michael Kirchhof, Karsten Roth, Zeynep Akata, and Enkelejda Kasneci. A non-isotropic
probabilistic take on proxy-based deep metric learning. European Conference on Computer
Vision (ECCV), 2022.

2.1 PROLOGUE

"That probabilistic approach seems to work, I'm right now at 66% Recall@1 on CUB.", 1
wrote to Karsten Roth, at that time a Ph.D. student specializing in representation learning.
I had just sent him an initial implementation of what happens if we change vector
representations to distributional or probabilistic ones. What had happened was that it
outperformed most baselines in his recent benchmark. He responded within seconds, with
a scientist’s mixture of excitation and caution, "I'd have time for a meeting later today?
Let’s just double check the code.". The code was fine and by evening we had set up our
collaboration. In combining our strenghts, we expanded the initial idea mathematically
and gained more evidence empirically. We presented the results at a computer vision
conference, ECCV, that would have impacts on the next chapters of this dissertation.

2.2 MOTIVATION

We develop our uncertainties for representations from classical representation learning.
The goal here is to encode images into vectors, such that images of, e.g., the same
class, have similar vector representations. This is a mandatory property for retrieval
systems (Sohn, 2016; Brattoli et al., 2020; Douze et al., 2024). One sub-field of this is deep
metric learning (Roth et al., 2020). It investigates which distance function between the
representations one should use to train the encoder. We find that simple ones like cosine
distance do not account for uncertainties in the images, despite the field having argued
that this was an intended feature to ensure all images were treated the same (Ranjan
et al., |2017). We, along with concurrent works (Scott et al., |2021), question this and argue
that uncertainties are informative features that support the training. In this chapter, we
represent images as distributions over possible latents instead of single vectors, so called
probabilistic embeddings. We show how to calculate distances between them, and how
much and why this improves deep metric learning.

21



22 CHAPTER 2. PROBABILISTIC REPRESENTATION LEARNING

(a) von Mises Fisher (VMF) (b) non-isotropic von Mises-Fisher (nivMF)

Figure 3: Densities of a vVMF and a non-isotropic vMF distributions on a three-dimensional
unit-sphere. Purple is a low and yellow a high density. Figure adapted from the original
paper (Kirchhof et al., 2022).

2.3 METHODS

The goal of deep metric learning is to learn representations e(x) for each image such that
similar images are placed close to one another and dissimilar ones far from another in a
model’s representation space Z. Similarity is usually defined as belonging to the same
class or being two crops from the same image. These representations are learned by loss
functions that measure the distance between representations and push similar ones closer
to one another and dissimilar ones away from each other. To reduce the noise in this
process, ProxyNCA and ProxyNCA++ (Movshovitz-Attias et al., 2017; Teh et al., |2020)
propose to use proxies for each class, so that each image is pushed closer to the proxy of
its class. The contrastive loss function is

exp (s (i p*) /1) /
vexe (s (i pe) /1)

where p* is the true proxy (i.e., class) of x, t > 0 is a temperature, and p.,,c =1,...,C, are
all C possible classes. In practice, the representations e(x) are often normalized to unit
length, so the representation space Z is a unit sphere and the similarity function s is a
cosine similarity.

(2.1)

Lncas+ = log

Our key idea is to allow uncertainties about what an image represents, e.g., if it is blurry
or an information-losing crop. For this, we represent images as distributions {(x) over all
possible latents, so called probabilistic embeddings. In particular, we use von Mises-Fisher
(vMF) distributions (Fisher, 1953; Mardia and Jupp) [2009) over the unit-sphere Z, as
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Figure 4: Probabilistic embeddings (green) lead to better retrieval performance than
deterministic ones (blue). Bars show the standard deviation across five seeds. Figure
adapted from the original paper (Kirchhof et al., 2022).

shown in For proxies, we develop non-isotropic von Mises-Fisher (nivMF)
distributions p. They allow class distributions to have non-unit covariances. To measure
the distribution-to-distribution similarity between probabilistic embeddings and proxies,
we use the expected likelihood kernel (ELK, [Jebara and Kondor) |2003). These changes
result in the uncertainty-aware contrastive loss function

exp(s(5(x),0")/)
£ exp(s(3(x),p0) /1)

Lpivmr = log (2.2)

We implement this by using auxiliary learnable variables for the proxy means and
covariances. For the probabilistic embeddings of images, we use the typical (normalized)

representations Hggﬁ as the mean value of the {(x) distribution. The concentration

(inverse variance) parameter is set to the pre-normalization representation norms, i.e.,
lle(x)]|, following [Li et al(2021). This utilizes that the representation norm is empirically
related to certainty, namely how many class characteristic features can be detected in an
image. We dicuss this further in the main paper.

2.4 CORE RESULTS

2.4.1 Probabilistic Embeddings Improve Retrieval Performance

The primary objective of deep metric learning is to learn a well-structured embedding
space. Representations of similar images should be close to one another, enabling retrieval.
This is measured via the Recall@1: If we compute mean representations for each image
in the test dataset, how often is the nearest neighbor of each representation in the same
class? This percentage is computed on the dataset the model was trained on, but on a
withheld set of classes. This induces a small domain shift to ensure the representations
generalize beyond the training classes.
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shows that training probabilistic embeddings with Li,mr leads to a higher
Recall@1 than the vector representations of Lnca++ on two representation learning bench-
mark datasets, CUB-200 (Wah et al., 2011) and CARS-196 (Krause et al., 2013). As a step
in-between, Ly\r uses VMF distributions for both images and classes, showing that both
enhancements, probabilistic embeddings and non-isotropy, increase retrieval performance.
The main paper presents similar advantages when adding probabilistic embeddings to
more complicated contrastive loss functions.

2.4.2 Uncertainties Re-weight the Gradients

The above experiment does not use the learned uncertainties during testing. It only
measures the Recall@1, i.e., nearest (mean) representation in terms of cosine similarity. So
training with uncertainties has helped learn better representations, but how?

In the main paper, we analyze our probabilistic loss analytically. We find that the gradient
that each image has on the representations is scaled up by its certainty. More certain
images receive a higher weight during training than uncertain images. This reduces the
impact of samples that are low-quality or potentially mislabeled. We provide more details
and comparisons to the deterministic Lnca++ in the main paper in the appendix.

2.5 DiscussioN

This work centered around RQ1, finding a method to add uncertainties to representations,
namely probabilistic embeddings. Our main finding is that uncertainties are not just an
end unto themselves, but help learn better representations. This work also contributed
fundamentals that we will see reoccurring in the next chapters, such as the non-isotropic
vMEF distribution or a corrected approximation to the vMF normalizing constant, excluded
here but detailed in the main paper. We have also touched upon RQz2, gaining a first
understanding of how uncertainties benefit representation learning.

But the main limitation is that we have evaluated the learned uncertainties only indirectly.
They helped learn representations with higher retrieval performance, but we have not
evaluated how correct the uncertainties are in and by themselves. In fact, one could
argue that they are also trained only indirectly, since they are parametrized by the
representation vector norms which other side effects during training could have influenced.
We investigate these two open points in the next chapter to verify and expand our
understanding of representation uncertainties.



PROBABILISTIC EMBEDDINGS ARE PROVABLY
CORRECT

Michael Kirchhof, Enkelejda Kasneci, and Seong Joon Oh. Probabilistic contrastive
learning recovers the correct aleatoric uncertainty of ambiguous inputs. International
Conference on Machine Learning (ICML), 2023.

3.1 PROLOGUE

"But how do you know that these variances are correct?". It was at a poster session at
ECCV where I presented the previous paper, and I had just encountered a mind-reader
(or my mind was very easy to read). This question turned out to be not just in my mind,
but to be haunting the field ever since probabilistic embeddings, or even variational
auto-encoders, were invented. In parallel, a new researcher came to Tiibingen: Seong
Joon Oh. I knew his name. "Aren’t you the author of hedged instance embeddings, the
first paper on probabilistic embeddings?", I asked. He confirmed. And he also confirmed
that he had also been looking for a mathematical answer to the upper question. We
compared our notes and so started hours-long discussions of potential proof techniques,
thought experiments, and scrutiny of potential loopholes. My coworkers may remember
me sitting in the office for days, weeks, and months on end without a laptop, only with
countless scribbled papers and a pencil. We succeeded eventually, and the chapter below
summarizes our mathematical formalization of the question, as well as its answer.

3.2 MOTIVATION

The previous chapter introduced probabilistic embeddings as a way to represent uncer-
tainties in representation spaces. And they indeed work in the sense that they improve
performance. But what is it that their variance parameters capture? Are they indeed the
correct uncertainties (and if yes, in which sense)? To establish a ground for mathematical
arguments, we first need a formal framework. We generalize the non-linear independent
component analysis framework of Zimmermann et al|(2021) to formalize data-generating
processes that lose information while generating images, where the amount of lost infor-
mation equals the uncertainty that the probabilistic embeddings have to resemble. The
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Figure 5: Images are created from unknown latent vectors by a data-generating process.
Deterministic image representations intend to rediscover this vector (top). When the
data-generating process is probabilistic (bottom) and creates ambiguous images, it loses
information about the latent vectors, so that several ones could have created the image.
Probabilistic embeddings recover this posterior, which we prove for MCInfoNCE. Figure
cited from the original paper (Kirchhof et al., 2023a)).

challenge here is that the amount of lost information is also a lost information — we only
have access to the final image without any further supervision on how uncertain it is.
Strikingly, we find a loss function called MCInfoNCE whose probabilistic embeddings
are provably correct: Their variances exactly reflect the amount of lost information, while
being learned solely from self-supervision.

3.3 METHODS

To be able to discuss any notion of correctness, let us first formalize how images are
generated. Following Zimmermann et al.| (2021), we assume that some data-generating
process turns latent vectors into images, as depicted in In mathematical terms, a
function g : Z — X maps the latent z to an image x. To add uncertainties to the process,
this mapping is not deterministic. The same latent could be mapped to different images,
blurred, cropped, or pixelated in different ways. In statistical terms, g is no more a
function with one output per input, but a likelihood P(X|Z). This likelihood is even more
complicated than the already complicated generative process g. The trick is that we are
not actually interested in the generator P(X|Z) — we are only interested in reconstructing
z from x, i.e., in its posterior P(Z|X). This posterior describes which latents z could have
generated the image x. If more information about z is lost during the generation of x and
x could match several possible z, the posterior becomes wider.
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This is what probabilistic embeddings Q(Z|X) are designed to represent. Consequently,
we can define correctness for them: Probabilistic embeddings Q(Z|X) (including their
uncertainty parameters or variances) are correct iff they are equal to the posteriors P(Z|X)
of the generative process. What is left to show is that some loss function is minimized by
probabilistic embedding estimates only if they are equal to the true posteriors.

To this end, we introduce the MCInfoNCE loss

-
oKposZ zt

Lrvcmioncg = —log B~ E  E M
z~Q(z|x) zH~Q(zt |x )ZmNQ(Zm|xm) %eKPOSZTz+ +% ; eKPOSZTza

m=1

(3.1)

The innermost part is a self-supervised InfoNCE loss (Oord et al., |2018) that trains the
representation z of an image to be closer to a positive partner z* (a crop of the same image)
than to negatives z,, (other images in the batch). This whole inner term is then evaluated
not over predicted deterministic representations z but over representations z drawn from
the predicted probabilistic embeddings, usually 4 to 16 samples. We implement the
probabilistic embeddings by vMF distributions whose variances are learned by an MLP
head. This adjustment to turn InfoNCE into the probabilistic MCInfoNCE is enough to
guarantee the above identifiability condition, as we show below.

3.4 CORE REsULTS

3.4.1 MCInfoNCE Learns the Correct Posterior

The main result of this paper is a proof that the only minimizer of LyjcmioNcE are
probabilistic embeddings Q(Z|X) that are equal to the true posteriors of the generative
process, up to a general rotation of the whole embedding space Z. This has some technical
assumptions like that the probabilistic embedding distribution must be the same family as
the true posterior, in this case vMF distributions, for otherwise it is impossible to exactly
match it. We refer to the appendix for the full statement, conditions, and proof. This proof
shows that the variances of probabilistic embeddings are not just training artifacts, but
theoretically grounded.

3.4.2 The Correctness is Robust to Violations of Assumptions

We empirically verify this proof in a controlled experiment where a generator network
with a randomly initialized posterior produces ambiguous data. We train a probabilistic
embedding encoder using MCInfoNCE and find that its probabilistic embeddings are
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indeed equal to the generator posterior. This is robust to violations of the assumptions,
like a different distribution family, a too low or too high dimensional embedding space,
or even a generator without uncertainty, in which case MCInfoNCE correctly converges
to Dirac probabilistic embeddings, that is, deterministic embeddings. We further test
the vMF loss from the previous chapter and find that it also leads to correct posteriors,
showing that several probabilistic embedding approaches learn correct uncertainties.
However, this is no trivial property, as other losses like hedged instance embeddings (HIB,
Oh et al, 2019) do not provide the correct posteriors.

3.4.3 The Learned Uncertainties are Aleatoric Uncertainties

The theoretical formulation of the data-generating process hinted at the idea that these un-
certainties are intrinsic to the image and that even the best model, the true posterior, could
not reduce them. This is known as aleatoric uncertainty (Hiillermeier and Waegeman,
2021)). To investigate this experimentally, we apply MCInfoNCE to CIFAR-10H (Peterson
et al., 2019), an image dataset with around 50 annotations per image. The entropy of
these annotations serves as a proxy for the irreducible aleatoric uncertainty. We find
that our probabilistic embeddings’” uncertainties are indeed correlated to those human
ones. Similarly, they are correlated to the amount of aleatoric uncertainty we synthetically
induce in images by cropping them, thereby losing information. This is first evidence that
we can learn the aleatoric uncertainty of images and their representations.

3.5 DiscussioN

This work focussed on RQz, understanding what our uncertainties about latents represent.
To the best of my knowledge, it is the first paper to find that uncertainties in latent spaces
are not just theoretical artifacts of variational training but have a real-world justification
and show consistent behaviour. One detail that underlines this is that the uncertainties are
trained from a randomly initialized MLP without any prior bias that could explain away
its behaviour. This is an issue in the previous chapter (and the literature it followed (Scott
et al., 2021; Ko et al., |2021} |[Ranjan et al., 2017)), where the representation vector norm
we used to parametrize the uncertainties is nowadays suspected to be a mere fragment
of cross-entropy training (Kang et al., 2023). Beyond RQ2, this chapter also added to
RQ1 by giving a new approach to learn uncertainties about latent representations, this
time self-supervised, and opened ways for RQ3 by pioneering evaluations that test the
uncertainties about unobservable latents against observable ground-truths.

One limitation is that this work is limited to vMF posteriors. An extension to different
exponential families as in |Zimmermann et al. (2021)) or even mixture densities would have
been possible because the proof’s arguments still hold: 1) MCInfoNCE is a cross-entropy
that when optimized equalizes a certain expected positivity score between the generative
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process (and its posterior embeddings) and the predicted embeddings. This proof does
not use the vMF assumption. And 2), this expected positivity can only be equal to
the generative process’s expected positivity if all embeddings match the true posteriors.
The uniqueness argument of 2) would still hold for other posterior families, except that
permutations of mixture components and other invariances in distribution parameters
could add technical corner-cases. Formalizing these corner cases would have been very
time-consuming without adding interesting proof techniques or novel understanding, so
we decided to present only the core result on vMFs.

A second limitation is the scale of the experiments. Our first experiment was necessarily a
toy experiment, because we needed full control over the data-generating process which is
unknown in real-world data. The second experiment on real-world data, however, could
have been on a larger scale. MCInfoNCE is scalable because it only adds a lightweight MLP
head and 16 Monte-Carlo samples at a late model layer with near diminishing runtime
and memory costs. The limiting factor here is that only CIFAR-10H (or datasets of similar
scale (Schmarje et al., |2022)) provide sensible ground-truths to compare our uncertainties
against. At the time of publication, the literature lacked metrics and benchmarks to
evaluate representation uncertainties, which hindered their development and scaling. This
changed with the paper we present in the next chapter.






THE URL BENCHMARK FOR REPRESENTATION
UNCERTAINTIES

Michael Kirchhof, Bdlint Mucsanyi, Seong Joon Oh, and Enkelejda Kasneci. URL:
A representation learning benchmark for transferable uncertainty estimates. Neural
Information Processing Systems Track on Datasets and Benchmarks (NeurIPS D&B), 2023.

4.1 PROLOGUE

"That’s neat, but does it scale?", inquired Enkelejda. She did not mean MCInfoNCE, for
scaling it to a larger dataset and architecture would still fit on consumer-grade GPUs.
Instead, the challenge in scaling the previous results was the evaluation protocol. What
metric could we compare the learned uncertainties against if human uncertainty ground-
truths are not available? I started forging and comparing several metrics. After weeks
of tinkering, there finally was one metric to rule them all, one metric to find the best
methods, one metric to scale them and in benchmarks develop themE] This metric, the
R-AUROC, would allow to benchmark arbitrary representation uncertainty methods on
arbitrarily large datasets — if only I could implement them by the rapidly approaching
NeurIPS deadline. I turned to Balint Mucsényi, a student visiting the lab and inter alia an
excellent code engineer, and asked "Do you want to write a NeurIPS paper?".

4.2 MOTIVATION

The previous chapters have demonstrated the promises of representation uncertainties.
But further progress can only be enabled by a large-scale benchmark. The key to such a
benchmark is a metric that quantifies the performance of representation uncertainties and
is 1) scalable, 2) easy to implement, but 3) hard enough to be of longer term utility. Human
annotations, as in the previous chapter, are not scalable as they have to be recollected for
each dataset. Interventional metrics, like checking if uncertainties increase when an image
is cropped or deteriorated, can be easily cheated by an overspecialized approach and are
already saturated. In this section, we find a metric that fulfills all above criteria, and is even

'Inspired by The Lord of the Rings, The Fellowship of the Ring, ] R.R. Tolkien, 1954, George Allen and
Unwin.
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correlated with the human annotation gold-standard. We find it by broadening the view
away from specific solutions and towards the problem that representation uncertainties
address from a decision theory perspective.

4.3 METHODS

We derive our metric, the R-AUROC, by reconsidering the problem from a decision theory
perspective. In principle, uncertainties reflect the loss we expect when making a decision.
In classification, when we give the decision "dog" with probability 80%, we quantify how
high of a 0/1 correctness loss we expect. We can evaluate our uncertainty estimate of 80%
by comparing it to the actual o/1 correctness on test data. In representation learning, our
decision is the representation vector and a popular loss is the Recall@1. The Recall@1
measures if, when we embed all test samples, each representation’s next neighbour is in
the same class. This is also a 0/1 loss. So, when we give an uncertainty estimate about our
decision, the representation, we evaluate whether it is predictive of this 0/1 correctness. To
quantify this, we use the area under the ROC curve (AUROC) that tells if the uncertainties
are predictive of the binary outcome variable. We name this the representation AUROC
(R-AUROC). The R-AUROC allows evaluating a broad range of approaches, including
ones that give a variance estimate u(x) € R instead of a probability u(x) € [0,1]. It can be
evaluated on any classification dataset without new annotations, overcoming the previous
hurdle, and can be added to existing representation learning benchmarks in four lines of
code, thereby taking the practical hurdle for the field.

The R-AUROC has another advantage inherited from representation learning: We do not
need to know the classes at train time. They are added to the Recall@1, and hence the
R-AUROC, at test time. This allows testing the representation correctness not just on seen
but also on unseen datasets. We leverage this to test the transferability of uncertainty
estimates on distribution shifts beyond previous benchmarks on robustness to corruptions
(Galil et al} 2023a; Ovadia et al., 2019). We train uncertainty estimators on ImageNet-1k
(Deng et al., 2009) and evaluate them on three zero-shot datasets using the R-AUROC.
This allow judging which approaches learn a notion of uncertainty that is transferable,
paving the way for pretrained uncertainties.

The remaining details of the benchmark protocol are specified in the appendix. The core
idea is to train eleven uncertainty estimators from the probabilistic embeddings from
and [3| to ensembles, determine their optimal hyperparameters via Bayesian
optimization on a validation set, and test them via the zero-shot R-AUROC. To ensure a fair
comparison, we reimplement all approaches as an extension of the timm (Wightman, 2019)
library. To move towards scalability, another catalyst for future pretrained uncertainties,
we use both ResNet 50 (He et al., 2016) and medium-sized Vision Transformers (ViT
Medium, Dosovitskiy et al., 2021) as model backbones. Together, this comprises the
uncertainty-aware representation learning (URL) benchmark.



4.4 CORE RESULTS 33

>
2
- - = -
g 0100 TRank Correlation = 0.80 ° ‘= Rank Correlatlgn =0.7 ‘
g * 5
S 0.075 1 S 0.8 * & °
g =
8 0.050 - = - A
5 £ . e o
o) 0.6
= 0.025 + E a * 4
s | J
: : ..’ Mgty
5 0.000 A = * A
T o 0.4 - + y
£ _0.025 - g * “‘. !’
2 = *
’ = ®* 5 |
§ —0.050 - 3 0.2 1
£ =
=) o) ®
8 —0.075 5
< * — 0.0 1 ®
1 1 1 1 1 1 1 QL: I I I I I I I
0.46 0.48 0.50 0.52 0.54 0.56 0.58 0.46 0.48 0.50 0.52 0.54 0.56 0.58
Downstream R-AUROC Downstream R-AUROC

Figure 6: Dots represent all models we train with all approaches, hyperparameters, and
backbones. Models with a higher R-AUROC reflect human uncertainties better (left) and
behave better under uncertainty inducing transforms like cropping (right). This supports
the R-AUROC empirically. Figure cited from the original paper (Kirchhof et al., 2023b).

4.4 CORE RESULTS

4.4.1  The R-AUROC Metric Correlates with Gold Standard Metrics

Before we start, we verify the integrity of our novel R-AUROC metric empirically by
comparing it to existing uncertainty evaluation metrics. First, we use the gold standard
from the previous section. That is, besides the R-AUROC, we track how well correlated
the uncertainty estimates are with human annotator disagreements on five datasets
(Schmarje et al), [2022), including the previous CIFAR-10H. shows that these two
metrics are highly correlated (rank correlation = 0.80) across all approaches, backbones,
hyperparameters, and seeds we used in the benchmark. This means that whenever a model
has a high R-AUROC, it also tends to score high on the gold standard human annotator
metric (which is unavailable in most datasets). In the plot, even their random performance
levels, 0.5 for the R-AUROC and o for rank correlation with human uncertainties, coincide.
The same holds for an interventional metric that checks how often a smaller cropped
version of an image receives a higher uncertainty estimate than its original
right). Last, the R-AUROC is also highly correlated with the widely used classification
AUROC, when the latter is available on the seen classes of the ImageNet-1k validation set
(see appendix). These experiments demonstrate that the R-AUROC judges uncertainty
estimates consistent with previous gold standards, while being simpler to compute and
available on arbitrary, even unseen, classification datasets.
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Figure 7: Methods from Chapters [2|and Bl MCInfoNCE, nivMF, and vME, give among
the best transferable uncertainties. Loss prediction also stands out, which we further
investigate in Bars indicate minimum and maximum performance across three
seeds. Figure adapted from the original paper (Kirchhof et al., 2023b).

4.4.2 Approaches from Previous Chapters are Among the Best

We now use the R-AUROC to evaluate the methods from the previous chapters, MCIn-
toNCE, nivMF, and vMF, on a large scale and compare them to contemporary methods.
shows that they are the best three approaches on ResNets and among the best
on ViTs. A second approach, loss prediction, which we imported in this paper from
regression literature (Upadhyay et al., 2023b; |Levi et al., |2022; [Laves et al., [2020; Yoo and|
2019), also shows stable performance across both models. The plot additionally
highlights that the R-AUROC is far from being saturated: As a reference, we trained a
ResNet 50 with cross-entropy loss on the downstream datasets to obtain an upper bound
on the performance. This is a loose bound since the zero-shot approaches do not know
the precise downstream classes and can not use different uncertainty estimators on each
downstream dataset, but it shows that there is room for improvements. In we
reduce this gap by using URL to develop a new state-of-the-art.
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4.4.3 Uncertainty Quantification Sometimes Degrades the Main Task

reveals another detail: MCInfoNCE is performant on ResNet 50, but not on
ViT Medium. This is not a bug in implementation, but the result of a conflict of the
intertwined representation learning and uncertainty estimation tasks. Although MCIn-
foNCE has one joint optimum, in practice the predicted (mean) representations and the
predicted uncertainties drive the backbone into different gradient directions, and here the
representatons’ gradients were orders of magnitude stronger. This conflict is not exclusive
to MCInfoNCE. In the main paper, we find that 15 of the 22 approaches have a trade-off
when optimizing for Recall@1 versus for R-AUROC. We solve this in

4.5 DISCUSSION

This paper answers RQ3 by providing a both theoretically funded and empirically well
behaving metric to evaluate representation uncertainties. We developed it with RQ4
in mind, ensuring that it can be scaled to ImageNet and beyond. We also found that
an approach originating from regression, loss prediction, achieves strong performance,
adding to the methods sought after in RQ1. It takes a less variational, more direct
approach at learning our desired representation uncertainties. This is why we further
investigate unlocking its full potential in the next chapter, with a special emphasis on the
gradient conflict we uncovered in this benchmark.






PRETRAINED REPRESENTATION
UNCERTAINTIES

Michael Kirchhof, Mark Collier, Seong Joon Oh, and Enkelejda Kasneci. Pretrained visual
uncertainties. arXiv preprint arXiv:2402.16569, 2024. Under submission.

5.1 PROLOGUE

"We need to talk!", I said, excitedly. I had just met Mark Collier at ICML. He had been
working on the same problem of scalable uncertainties, had come to the same solution,
probabilistic embeddings (Collier et al,, |2023), and, I figured, now faced the same hurdle.
He had a look at my preliminary analysis of the gradient conflicts. A 15 minutes coffee
break became a 1 hour lunch break became regular meetings with Enkelejda and Joon.
We were determined to scale our previous efforts up, while cutting away any complexity
that did not lead to measurable improvements on the URL benchmark. Ultimately, this
chapter compiles the findings on all above research questions into one downloadable
plug-and-play model.

5.2 MOTIVATION

The previous chapters have shown that our representation uncertainties are scalable
and learn transferable notions of uncertainty. The last challenge is to scale them to
large pretraining datasets, so that they can be deployed in a zero-shot plug-and-play
manner by downstream practitioners. In particular, the pretrained model’s representation
uncertainties should (i) not interfere with the main pretraining or downstream task, (ii)
generalize to zero-shot downstream datasets, (iii) flexibly adjust to any (downstream) task,
(iv) have minimal compute overhead, and (v) converge stably to ensure scalability.

The main remaining hurdles are desiderata (i) and (v) because of the gradient conflict we
discovered in As portrayed in for loss prediction, where uncertainty
estimation and representation learning are two distinct losses, the uncertainty objective
hurts the performance of the pretrained model’s main objective, transferable representa-
tions, and vice versa. This is because the gradients flowing back from both task heads
attempt to change the backbone in interfering directions. This was so far avoided by
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Figure 8: There is a conflict between the uncertainty and the classification objective
when pretraining on ImageNet-1k, deteriorating both performances. A StopGrad resolves
this conflict, enabling stable and scalable training. Figure cited from the original paper
(Kirchhof et al., |2024).

stopping early, roughly around epoch 12 in the figure. However, early stopping prohibits
training on large pretraining corpora. This chapter presents our solution to solve the
conflict, scale up the training, and, finally, provide pretrained representation uncertainties
for computer vision, as we set out to find in this thesis.

5.3 METHODS

We decide to base our model on the loss prediction method from [Chapter 4|over the equally
well performing probabilistic embeddings, which we discuss further in the discussion
below. Loss prediction stems from a decision theory perspective. The (in-)correctness of
any task is defined by its loss function. Hence, to provide uncertainty estimates u(x) € R
that predict incorrectness, we predict the (gradient-detached) loss at each input (Yoo and
Kweon, 2019). As in the previous two chapters, this uncertainty estimation is realized by
a lightweight MLP head added to a pretrained model. To a practitioner, this results in a
simple dual-output APL

embedding, uncertainty = pretrained_model (input)

A big hurdle is the gradient conflict. Although we have experimented with techniques
like PCGrad (Yu et al., 2020) to resolve it, the best performing and simplest solution is
to place a StopGrad between the uncertainty MLP head and the model backbone. This
strictly ensures the non-interference principle (i) and improves not only the main objective,

but also the uncertainty performance, as shown in

The last challenge was to train on large pretraining corpora, here ImageNet-21k (Deng
et al., 2009), with large Vision Transformer backbones under limited compute. The solution
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is also enabled by StopGrad: Since StopGrad ensures that the backbone and classifier head
are completely independent from influences of the uncertainty module, their training is
orthogonal. We first load a pretrained checkpoint for the backbone (and classifier), and
then cache the representations e(x) throughout the whole training process once (all epochs
including their random augmentations). Then we train the uncertainty head, which only
needs to load the representations as inputs and the class labels as targets from disk. This
increases the training throughput by a factor of 180x, enabling to train the uncertainty
head of a ViT-Large for seven ImageNet-21k epochs (92 million samples) in 2:26 hours on
a single Vioo GPU, as opposed to 18 days when loading images x from disk.

We report more possible methodological enhancements in the main paper, but as negative
results. None of them substantially increases the performance on the URL benchmark.
We remove them to maintain the simplest possible approach.

5.4 CORE RESULTS

5.4.1 Pretrained Visual Uncertainties Transfer Across Datasets

The performance of our enhanced pretrained uncertainties exceeds that of the previous
approaches on the URL benchmark, even when we use the smaller ImageNet-1k dataset
for pretraining. In fact, the datasets in the URL benchmark (CUB 200 Wah et al.| (2011),
SOP (Song et al., 2016), and CARS 196 (Krause et al., 2013)) are among the hardest due to
their fine-grained and thus highly specialized classification task. shows that our
pretrained uncertainties generalize to other natural image datasets, including those from
the visual task adaptation benchmark (Zhai et al., |2020). This shows that our pretrained
uncertainties behave as expected from a pretrained model, spanning the domain of the
natural images pretraining dataset.

5.4.2 Pretrained Uncertainties Represent Aleatoric Uncertainties

When providing uncertainties, it is inevitable to specify which kind of uncertainties these
are, commonly epistemic or aleatoric (Hiillermeier and Waegeman, 2021). Epistemic
denotes uncertainties about the correct choice of model parameters on unseen inputs,
which can be reduced by collecting more similar inputs. Aleatoric are uncertainties in the
data itself, e.g. a blurred or pixelated image, which are irreducible even with an expert or
a Bayes-optimal model. We hypothesize that our pretrained visual uncertainties capture
aleatoric uncertainty, without epistemic uncertainties.

We find three pieces of evidence for this in the paper. First, ImageNet images where
humans report ambiguity (Beyer et al,, |2020) receive a higher pretrained uncertainty
estimate than images where they agree on a Dirac label, similar to and
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Figure 9: Pretrained uncertainties transfer to various downstream datasets, as measured
by the R-AUROC. Bars indicate minimum and maximum performance across three seeds.
Figure cited from the original paper (Kirchhof et al., |2024).

Second, if we intervene on the images by cropping, but also by noising, blurring, or
overlaying with grey boxes, uncertainties increase with the strength of intervention. Third,
we find that uncertainty estimates on unseen datasets follow the same distribution as on
the seen pretraining dataset, indicating the absense of epistemic influences.

These findings support our hypothesis that pretrained uncertainties model aleatoric
uncertainty exclusively. This is a positive trait for a pretrained model, since it is intended
to be deployed on unseen data where generally high epistemic uncertainty could drown
out any aleatoric signal. It also provides one of the first methods that can disentangle
the two uncertainties, which has been a recent effort in the field because it enables novel
applications (Wimmer et al., 2023; Mucsanyi et al., |2024).

5.5 Discussion

This work focussed on RQ4, overcoming remaining challenges to enable scaling, benefiting
from the approaches and benchmarks we’ve built through the previous chapters and
research questions. But it also adds new understanding about which uncertainties our
representation uncertainties resemble, thereby contributing to RQ2.

We made two major design choices in developing our pretrained visual uncertainties:
Using loss prediction as a starting point, and applying StopGrad. Both have viable
alternatives, which we discuss in the following two paragraphs.

We made our decision about the approach to base pretrained uncertainties from a problem-
oriented perspective by introducing five desiderata meaningful to future practitioners.
Both loss prediction and probabilistic embeddings have shown strong empirical per-
formance in have theoretical foundations, and, with StopGrad, ensure non-
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interference, fulfilling desiderata (i), (ii), and (v). The biggest differences lie in the effort
downstream users would have to make to adjust the pretrained model to their task of
choice. In we have seen that a simple blueprint can turn deterministic losses
like InfoNCE into probabilistic ones like MCInfoNCE, maintaining their original prop-
erties and adding guarantees about the uncertainties. We are confident that this holds
for further losses, but in comparison loss prediction is guaranteed by construction to
adapt to any loss a downstream user may insert. As for compute, both methods output
a scalar uncertainty u(x) € R via an MLP head at inference time. However, at train
time, MCInfoNCE requires Monte-Carlo samples whereas loss prediction uses the already
computed loss value. This difference is small as sampling only happens in a late layer,
but practitioners may be discouraged when remembering the large computational hurdle
of sampling-based approaches like deep ensembles or MCDropout (Mucsanyi et al., 2024).
Thus, we anticipate that pretrained uncertainties based on loss prediction will be more
readily accepted outside the uncertainty quantification field.

The decision for StopGrad was based on Occam’s razor. Instead of using StopGrad to
ensure that the uncertainty training does not interfere with the backbone, we could
have first trained the backbone and classifier head and then frozen it before training
the uncertainty head. This stagewise training would have been functionally the same,
but StopGrad unloads this implementation hurdle from practitioners. Further, it enables
training both the main task head and the uncertainty head at the same time (as in [Figure §),
providing a fail-safe mechanism for future users. Second, we could have implemented a
gradient disentanglement approach like PCGrad to overcome the interferences. However,
besides not working empirically in preliminary experiments, this would complicate
training and add a dependency to be tuned. We encourage future researchers to reassess
this point when the multi-task learning community finds new, robust algorithms.






DiscussioN

Uncertainties are often thought of as probabilities over output classes or intervals of
the target variable in regression. These uncertainties are specific to each individual
task. To provide uncertatinties that are more independent of the task, we attached
uncertainties to representations. [Chapter 2| demonstrated how to achieve this by simple
adjustments to representation learning. (Chapter 3/showed that these uncertainties about
latent representations indeed have a provable notion of correctness. provided
a benchmark to quantify how practically correct different methods for representation
uncertainties are. brought these findings to a large scale and developed a
pretrained model whose representation uncertainties transfer across datasets.

Besides this transferability, representation uncertainties also enable novel applications,
which we outline below. Further, we comment on how our pretrained uncertainties are
a starting point for specialized uncertainties, in which we see fruitful ends in future of
uncertainty quantification research.

6.1 APPLICATIONS

Representation uncertainties add a new dimension to representations that opens up novel
applications. Having provided a downloadable model for representation uncertainties
in we expect future research to explore the multitude of applications that
representation uncertainties enable. We outline some applications below, some of which
we already investigated in the main papers in the appendix, whereas others are given as
inspiration for future researchers.

We start with a traditional application of uncertainties, selective prediction (El-Yaniv
et al., [2010; [Tran et al., |2022; |Galil et al, 2023b). In selective prediction, the estimated
uncertainty of each input is compared to a threshold and if the uncertainty is too high,
we refuse to predict on this input. shows that when increasing this threshold
and rejecting more of the samples that the model considers uncertain, the accuracy on
the remaining samples in fact increases. While machine learning may not be able to
handle all inputs, this allows giving automated decisions at least for certain ones at a high
accuracy. Remaining samples can, e.g., be asked to be re-taken or handed over to humans
for inspection, as proposed by [Iran et al. (2022).
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Figure 10: When the model rejects inputs where it predicts a high uncertainty, it can
achieve a high accuracy on the remainder of the data. This abstained prediction enables
deploying models in situations with a high desired accuracy. Performance of MCInfoNCE
trained on CIFAR-10. Figure cited from the original paper (Kirchhof et al., |2023a).

The paradigm of selective prediction can also be applied to retrieval. In retrieval, the
user inputs an image (or in multimodal settings, a text (Chun et al.,, 2021; [Upadhyay
et al., [2023a)) and we output matching images from our database by comparing the
representations of inputs and the database. Uncertainties can be added in two ways: We
can reject inputs that are uncertain, and we can remove images with high representation
uncertainties from our database to prevent matching them to any input. In the main
paper of we show that these enhancements decrease the retrieval error, both
on databases the model was trained on (10% reduction each) and on databases where it
gives zero-shot uncertainties (14% and 17% each). This marks low-hanging performance
improvements and paves the way for safer retrieval.

If one is hesitant to reject user queries, one can also react more softly to ambiguous
retrieval inputs. shows how we utilize the representation uncertainty, here
probabilistic embeddings over the latent space from to flexibly adjust how
many possible matches we return to the user. If an input is clear, like the car in the
top example, we return only a single sample, also a car. If the input is ambiguous,
like in the lower examples, we return multiple matches, spanning images from several
possible classes. This simple way to visualize the uncertainty is concurrently explored
by [Upadhyay et al. (2023a) and reminds of the current advances in conformal prediction
(Angelopoulos and Bates, 2022)) where one outputs the set of all possible class labels to
cover the true class with high probability. This similarity is no coincidence: Conformal
prediction builds and calibrates these sets on the basis of score functions that indicate the
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Figure 11: When a user inputs an image whose representation is uncertain, we retrieve
multiple images that may match the input. The size of the output set depends on
the ambiguity of the input. Here, it is the 95% highest density region of the input’s
probabilistic embedding, learned by MCInfoNCE on CIFAR-10. Figure adapted from the
original paper (Kirchhof et al., 2023a).

uncertainty of every possible event. Our (pretrained) representation uncertainties are such
score functions, enabling future advancements in zero-shot conformal prediction.

Another area that can benefit from our representation uncertainties is active learning.
The most recent approaches (Mindermann et al., 2022 Lahlou et al., |2023) seek samples
that are not learned yet but of high quality. In other words, samples that have a high
epistemic but low aleatoric uncertainty. To this end, they require estimators for aleatoric
uncertainty that are not influenced by epistemic uncertainty. As we have seen in[Chapter 5|
our pretrained representation uncertainties are among the first approaches to fulfill these
criteria, simplifying active learning endeavours.

A similar strain of literature is dataset curation and handling noisy training signals
Jimenez et al., [2023; [Marion et al., 2023; Sachdeva et al., 2024; Evans et al., |2024). This
challenge gained new interest with the current paradigm of using web-crawled, uncurated
data to train large models (Schuhmann et al., 2021} [Iran et al., 2022). Recent approaches
find that removing low-quality data improves performance. Pretrained representation
uncertainties capture precisely this, inputs with a generally low quality, and can be
computed on the spot even for new data, enabling future use as dataset curators.
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Last, representation uncertainties can be used in any approach that uses representations
to visualize datasets, such as clustering (van der Maaten and Hinton, 2008; [McInnes
et al} [2018). We have already seen in how uncertainties enhance these plots to
communicate uncertainties to practitioners, allowing to understand and debug datasets
for more trustworthy machine learning.

6.2 SPECIALIZED UNCERTAINTIES

Throughout the thesis, the reader may have noted an increasing abstraction of our
uncertainties. Whereas previous approaches commonly define uncertainties as, e.g.,
classification probabilities, and [3| first abstract uncertainties away from the
classification task and towards uncertainties about representations in general, independent
of the specific task. generalizes this further by going from probabilistic embed-
dings towards any uncertainty estimator that provides uncertainties about representations.
Last, we settle on a loss-based interpretation of uncertainties. If uncertainties aim to
estimate how wrong we are then the loss quantifies what wrongness precisely means in
the task the practitioner is handling. This is the paradigm that our pretrained uncertainties
use in with the intention that the pretrained uncertainties will adjust to the
practitioner’s loss once they are finetuned on downstream data.

This shows our main vision: Specializing uncertainties to individual tasks (Franchi et al.,
2022; Mucsanyi et al., |2024). This is a pragmatic generalization of the recent efforts
in uncertainty disentanglement. Here, the field is currently moving from one-fits-all
predictive uncertainty values (Gal and Ghahramani, 2016} Lakshminarayanan et al., 2017)
to disentangled aleatoric and epistemic uncertainties (Hiillermeier and Waegeman, |2021;
Valdenegro-Toro and Mori, 2022; Wimmer et al., 2023 Mucsanyi et al) 2024). One
unsolved issue in this framework is that epistemic uncertainty remains only vaguely
defined (Der Kiureghian and Ditlevsen, 2009; Jiirgens et al., 2024). We expect that a
loss-based view will move uncertainty estimation forward by making it more explicit and
more specialized to the tasks practitioners intend to solve with it.

As examples, aleatoric uncertainty in classification becomes the remaining cross-entropy
loss of the trained classifier. Epistemic uncertainty for outlier detection becomes a 0/1
loss of a binary OOD classification task. Density estimation is predicting a log likelihood
loss. If there are further tasks a practitioner wants to use uncertainties for, they do not
have to be fitted into the epistemic-aleatoric dichotomy, but can be defined as a precise
task to be optimized by the uncertainty module. This makes uncertainty estimation more
pragmatic and more explicitly optimizable since loss prediction is, in essence, just another
regression task. We anticipate that this specialization enabled by abstraction will both
simplify and unify future works on uncertainty estimation.
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6.3 CONCLUSION

This thesis brought uncertainties in computer vision to the layer of representations. This
has the advantage that they can be pretrained on a large scale and then transferred to
new datasets and tasks. Besides these practical advances, we also explored the theoretical
foundation of uncertainties about latents and how to benchmark them. We compiled
all these theoretical and practical findings into one downloadable model in order to
facilitate uncertainty quantification for researchers inside and, importantly, outside the
tield. This demonstrates our vision for the future of uncertainty quantification: We
encourage researchers from inside the field to shape their sophisticated methods and
findings into pragmatic answers to the pragmatic questions practitioners outside the field
face. We expect that this will enable a widespread application of uncertainties, making
trustworthy machine learning the norm.
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API
AUROC
Caltech 101
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CE
CIFAR-10
CIFAR-100
CUB

DTD

ECCV

ELK

GPU
HET-XL
HIB

ICML
InfoNCE
Losspred
MCDropout
MCInfoNCE
MLP
NeurlIPS
nivMF
Oxford Flowers
Oxford Pets
PCGrad
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R-AUROC

Application Programming Interface

Area Under the Receiver Operating Characteristic, measure
Caltech 101 dataset (Fei-Fei et al., 2004)

Stanford Cars 196 dataset (Krause et al., 2013)

Class Entropy, uncertainty estimator

Canadian Institute For Advanced Research dataset (Krizhevsky), 2009)
Canadian Institute For Advanced Research dataset (Krizhevsky), 2009)
Caltech-UCSD Birds-200-2011 dataset (Wah et al., [2011)

Decribable Textures dataset (Cimpoi et al., 2014)

European Conference on Computer Vision

Expected Likelihood Kernel (Jebara and Kondor) 2003)

Graphics Processing Unit

Large Heteroscedastic Classifier (Collier et al., |2023)

Hedged Instance Embeddings (Oh et al., |2019)

International Conference on Machine Learning

Info Noise Contrastive Estimation loss (Oord et al., |2018)

Loss prediction (Kirchhof et al., [2023b)

Monte-Carlo Dropout (Gal and Ghahramani, |2016))

Monte-Carlo InfoNCE (Kirchhof et al., |2023a)

Multi-layer Perceptron

Neural Information Processing Systems conference

non-isotropic von Mises-Fisher distribution (Kirchhof et al., 2022)
102 Category Flower dataset (Nilsback and Zisserman, |2008)
Oxford-IIIT Pet dataset (Parkhi et al., 2012)

Projecting Conflicting Gradients (Yu et al., [2020)

Proxy Noise Contrastive Estimation (Movshovitz-Attias et al., 2017)

Representation AUROC, measure (Kirchhof et al., [2023b)
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ResNet Residual Neural Network (He et al., 2016)
RQ Research Question
SNGP Spectral-normalized Neural Gaussian Process (Liu et al., |2020)
SOP Stanford Online Products dataset (Song et al., 2016)
StopGrad Gradient Stopping module
SUN Scene Recognition Benchmark Database (Xiao et al. |2010)
SVHN Street View House Numbers dataset (Netzer et al., 2011
Treeversity Treeversity dataset, single label (Schmarje et al., [2022)
URL Uncertainty-aware Representation Learning benchmark (Kirchhof et al., 2023b)
ViT Vision Transformer (Dosovitskiy et al., [2021)
vMF von Mises Fisher distribution (Fisher, 1953)
VTAB Visual Task Adaptation Benchmark, dataset collection (Zhai et al., 2020)
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Abstract. Proxy-based Deep Metric Learning (DML) learns deep rep-
resentations by embedding images close to their class representatives
(prozies), commonly with respect to the angle between them. However,
this disregards the embedding norm, which can carry additional bene-
ficial context such as class- or image-intrinsic uncertainty. In addition,
proxy-based DML struggles to learn class-internal structures. To address
both issues at once, we introduce non-isotropic probabilistic proxy-based
DML. We model images as directional von Mises-Fisher (vMF) distri-
butions on the hypersphere that can reflect image-intrinsic uncertain-
ties. Further, we derive non-isotropic von Mises-Fisher (nivMF) distri-
butions for class proxies to better represent complex class-specific vari-
ances. To measure the proxy-to-image distance between these models, we
develop and investigate multiple distribution-to-point and distribution-
to-distribution metrics. Each framework choice is motivated by a set of
ablational studies, which showcase beneficial properties of our probabilis-
tic approach to proxy-based DML, such as uncertainty-awareness, better
behaved gradients during training, and overall improved generalization
performance. The latter is especially reflected in the competitive perfor-
mance on the standard DML benchmarks, where our approach compares
favourably, suggesting that existing proxy-based DML can significantly
benefit from a more probabilistic treatment. Code is available at http://
github.com/ExplainableML/Probabilistic_Deep_Metric_Learning.

Keywords: Deep metric learning - von Mises-Fisher - Non-isotropy -
Probablistic embeddings - Uncertainty

1 Introduction
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Understanding and encoding visual similarity is a key concept that drives appli-
cations ranging from image (video) retrieval [3,27,60,65,70] to clustering [1] and
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Fig. 1. Class proxy distributions (blue (Color figure online)) and image distributions
(red) embedded on the 3D unit sphere. The central proxy has a non-isotropic variance,
so it can represent the high variance in body color between male (left) and female
(right) cardinals and the low variance in their beak shape (top to bottom). Ambiguous
images (e.g. middle left) have higher variance than images that clearly show class-
discriminating features (top left, middle right). Best viewed in color.

face re-identification [9,20,33,56]. Most commonly, approaches leverage Deep
Metric Learning (DML) [40,52,56,60,70] to reformulate visual similarity learn-
ing into a surrogate, contrastive representation learning problem: Here, a deep
network is tasked to embed images such that a simple predefined distance metric
over pairs of embeddings represents their actual semantic relations. Similar con-
trastive learning is used for representation learning tasks s.a. supervised image
classification [25] or self-supervised learning [5,18]. Common DML approaches
are formulated as ranking tasks over data tuples (e.g. pairs [15], triplets [56] or
quadruplets [6]) of similar and dissimilar samples. Unfortunately, the complexity
of sampling such tuples grows exponentially with the tuples size [70]. This has
motivated recent advances in DML to focus on prozy-based approaches, where
the similar samples are summarized into learnable proxy representations [40,47]
against which the sample embeddings are contrasted.

While this allows for fast convergence and reliable generalization, drawbacks
may arise both in the treatment of proxies and samples: Firstly, the determin-
istic treatment of sample representations does not offer any degrees of freedom
to address ambiguities and uncertainty (e.g., an image of a bird covered by
branches). Secondly, isotropic distance scores between proxy-sample pairs (e.g.,
cosine similarity) provide only limited tools for the network to derive the simi-
larity of samples within a class, as the distance to each proxy alone is insufficient
to resolve relative sample placements around a proxy. This hinders class-specific
variance and substructures to be successfully accounted for, which have been
shown to notably benefit downstream generalization performance [37,52].

To address these issues, we propose a probabilistic interpretation of proxy-
based DML. Driven by the fact that modern DML consistently operates on
hyperspherical (i.e., normalized) representations [52,70], we derive hyperspheri-
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cal von-Mises Fisher (vMF) distributions for each sample. A sample embedding’s
direction controls the placement on the hypersphere, and therefore its semantic
content, and its norm parametrizes the certainty of the distribution. In con-
junction, we also treat class proxies probabilistically, but through non-isotropic
vMF distributions. This enforces the distributional prior over each class proxy to
explicitly account for different, non-isotropic distributions, capturing more com-
plex class-specific sample distributions (c.f. Figure1). As this moves the DML
training from point-based to distributional comparisons, we merge both com-
ponents into a sound setup by motivating distribution-to-distribution matching
metrics based on probabilistic product kernels. Our full framework is supported
through an extensive set of derivations and experimental ablations that showcase
and support how the extension to probabilistic proxy-based DML offers signif-
icant improvements, with competitive performance across the standard DML
benchmarks — CUB200-2011 [64], CARS196 [30], and Stanford Online Products
[42] — even when compared to much more complex training methods.

Overall, our contributions can be summarized as: (1) We propose and derive
a novel probabilistic interpretation of proxy-based DML to account for sample
and class ambiguities by reformulating the standard proxy-based metric learn-
ing approach to a distributional one on the hypersphere. (2) We extend the
vMF model to a non-isotropical one for each class proxy to better incorporate
and address intra-class substructures for better generalization. (3) We introduce
various distribution-to-distribution metrics for DML and contrast them to tradi-
tional point-to-point metrics. (4) We support our proposed framework through
various derivational and experimental ablations showcasing how a distributional
treatment can positively impact the learned representation spaces. (5) Finally,
we benchmark against standard DML approaches and provide further significant
experimental support for our probabilistic approach to proxy-based DML.

2 Related Work

Deep Metric Learning comprises several conceptually different approaches.
Firstly, one can define ranking tasks over data tuples such as pairs [15,70], triplets
[56], quadruplets [6] or higher-order variants [42,60,67]. An underlying network
then learns to solve each tuple presented by learning a representation space in
which distances between embeddings correctly reflect their respective seman-
tics/labelling. However, as the sizes of presented tuples increase, so does the
tuple space each ranking task is sampled from, resulting in notable redundancy
and impacted convergence behaviour [52,56,70]. As a result, a secondary branch
evolved focusing on heuristics which target ranking tuples fulfilling a set of pre-
defined [56,67,70,71] or learned [16,50] criteria. In a similar vein, DML research
has also tried to address the sampling complexity issue through the replacement
of tuple components with learned concept representations denoted as proxies,
with some approaches leveraging proxies in a classification-style setting [9,73] or
in a ranking fashion, where each sample is contrasted against a respective proxy
[26,40,47,63]. Finally, benefits have also been found in orthogonal extensions and
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fundamental improvements to the general DML training pipeline, through vari-
ous different approaches such as the usage of adversarial training [10], synthetic
samples [32,75], higher-order or curvilinear metric learning [4,21], feature mining
for ranking [37,38,49] or proxy-based [54] approaches, a breakdown of the overall
metric space into subspaces [43,44,55], orthogonal modalities [53] or knowledge
distillation [51]. Our proposed probabilistic proxy-based DML falls into this line
of work, but is orthogonal to these other approaches, as these extensions can
be applied in a method-agnostic fashion. In particular, we extend proxy-based
DML by specifically accounting for sample and class ambiguity through a distri-
butional treatment of samples and proxies, and by utilizing non-isotropic proxy
distributions to encourage more complex intra-class distributions around each
proxy, which has been shown to be beneficial for generalization [39,52,54].

Probabilistic Embeddings. Various approaches to DML can already be
framed from a more probabilistic standpoint, where softmax-based approaches
on the basis of cosine similarities [9,63,73] can be seen as analytical class pos-
teriors if each class assumes a von Mises-Fisher (vMF) distribution [45,74].
While these methods implicitly model classes as vMF's, probabilistic embed-
ding approaches further model each sample as a distribution in the embedding
space [31,57,58]. This allows the model to express uncertainty when images are
ambiguous. Recent works argue that this ambiguity is captured in the image
embedding’s norm [31,48,57]: [57] argues that the embedding of an image that
shows many class-discriminative features of one class consists of several vectors
that all point in the same direction, resulting in a higher norm. On this basis,
[31,57] pioneered the use of embedding direction and norm to model each image
as a vMF distribution, in particular for supervised classification. Utilizing vMF
distributions, we are the first to introduce a full probabilistic proxy-based DML
framework, yielding distribution-to-distribution metrics. Additionally, we pro-
pose a non-isotropic vMF for proxy distributions, which allows us to represent
richer class structures in the embedding space beneficial to generalization [37,52].

3 Non-isotropic Probabilistic Proxy-based DML

3.1 A Probabilistic Interpretation of Proxy-based DML

In this section, we extend the common DML framework to a probabilistic one.
Fundamentally, DML aims to find embedding functions e : X — £ from image
X C REXWX3 o M-dimensional metric embedding spaces &€ C R such that
a distance function d : £ x &€ — R between embeddings z; = e(x;) and
z9 = e(xg) of images z1, 2 € X reflects the semantic relation between them.
The embedding space £ is chosen to be the M-dimensional unit hypersphere
E=8M=1 ie. |z| = 1. While an euclidean £ might appear more natural, recent
works in DML [26,51,52,67,70] and other contrastive learning domains like self-
supervised learning [5,8,18,66] have seen significant benefits in a directional
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treatment through normalization of embeddings to the unit hypersphere. This
can in parts be attributed to better scaling with increased embedding dimensions
[68] and semantic information being mostly directionally encoded [48]. To learn
the respective embedding space £, DML commonly employs ranking objectives
over sample tuples. Based on the class assignments for each sample, an embed-
ding network is tasked to minimize distances between same-class samples while
maximizing them when classes differ. More recently, proxy-based approaches
[26,40,47,63] directly model the class assignments by introducing class repre-
sentatives during training — the proxies p € S™~!. These are contrasted against
the sample embeddings e(z) = z using a NCA-like [14] formulation (ProxyNCA,
[40]), which was slightly modified by [63] as a softmax-loss

Lncat+ = log exp(—d(p*, Z)/t) . (1)

S5 exp(—d(p,, 2)/t)

Here, p* denotes the ground-truth proxy associated with z, t a temperature,
and d a distance metric, most commonly the negative cosine similarity d = —s
with s(pe, 2) = (pe2)/(||pel|]|#]]). This implies a problematic assumption: Since
only angles between samples and proxies are leveraged, class-specific distribution
variances around each proxy cannot be accounted for. Second, the deterministic
underlying network e induces a Dirac delta distribution over sample represen-
tations [59]. This treats all the input data the same regardless of the level of
ambiguity, not accounting for sample-specific uncertainties.

Therefore, we suggest to represent samples and proxies as random variables
Z and P with densities ¢ and p on SM~!, which allows both samples and proxies
to carry uncertainty context to address sample ambiguity while encouraging to
account for more complex class distributions. This converts the above loss to

e exp(d(, /1)
* ST exp(—d(pe. O)/1)

Below in Sect. 3.2, we discuss how precisely p and ( are parametrized, and in
Sect. 3.3, we find a d(-, -) suitable for distribution-to-distribution matching .

. 2)

3.2 Probabilistic Sample and Proxy Representations

Sample Representations. A common distribution on S™~! is the von Mises-
Fisher (vMF) distribution [13,35,79]. It parametrizes the sample distribution ¢
by a direction vector p, € S~ that points towards the mode of the distribution
and a concentration parameter s, € R>( that controls the spread around the
mode, where a higher k. yields a sharper distribution. The density ¢ of a vMF-
distributed sample Z ~ vMF (y., k) at a point Z € SM =1 is

((2) = Cm(rz) exp (r 5(Z, pz)) - (3)

Cp is the normalizing function which we approximate in high-dimensions
(see Supp. ??7). The advantage of the vMF is a duality to the un-normalized
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image embeddings z = e(z) € RM: The natural parameter of the vMF is
v, = ko, € RM such that if we set p, = ﬁ and K, = ||z||, the embed-
ding norm gives the vMF concentration without needing to explicitly predict it
(as necessary for normal distribution [7,58]). This is further motivated by recent
findings indicating that CNNs encode the amount of visible class discriminative
features in the norm of the embedding (e.g. [57]). We validate this assumption
in Sect. 4.4.

(a) vVMF, K, = 20 (b) nivMF, x, = (20,5, 50)

Fig. 2. Densities of (a) vMF and (b) non-isotropic vMF distributions on S2. The
density is proportional to the color gradient from violet (zero) to yellow (high).

Proxy Representations. It is possible to analogously treat the proxy distri-
butions p as vMF distributions with parameters v, = rk,u,. However, a limiting
factor owed to the simplicity of the vMF is its isotropy: The vMF is equivariant
in all directions as shown in Fig. 2a. Proxies, however, need to account for more
complex class distributions, i.e., non-isotropic ones (c.f. Figure 2b). Generalized
families of vMF distributions, such as Fisher-Bingham or Kent distributions
[24,35,36], are able to capture non-isotropy. However, they use covariance matri-
ces with a quadratic number of parameters and constraints on their eigenvectors.
This complicates their training via gradient descent, especially in high dimen-
sions. Hence, we propose a low-parameter vMF extension called non-isotropic
von Mises-Fisher distribution (nivMF). Just like the vMF, the M-dimensional
nivMF of a proxy p is parametrized by a direction pu, € SM=1 but its con-

centration is described by a concentration matriz K, € RM*M)_ To reduce its
parameters, we assume K, = diag(x,) = diag(kp1,...,kp,m) to be a diagonal
matrix where xp,,, > 0,m = 1,..., M, gives the concentration per dimension.

They are treated as learnable parameters (see Supp.??). Then, we define the den-
sity p of a nivMF distributed proxy P ~ nivMF(u,, K,) at a point z € SM~1
as

p=fp(2) = Cu(||Kpupll) D(Kp) exp (| Kpppll s(KpZ, Kppp)) - (4)
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with vMF normalizer C';, and D approximating an additional normalizing con-
stant (see Supp. 77). Intuitively, the nivMF is obtained from a vMF by a change-
of-variable transformation: The unit sphere is stretched into an ellipsoid with axis
lengths K,,,m = 1,..., M, before the angle to the mode p,, is measured. Thus,
distances of Z to p, along dimensions with high concentrations are emphasized
and distances along dimensions with low concentrations are weighted less. In
effect, the M-dim K, is projected onto the (M — 1)-dim tangential plane of u,
and controls the density’s spherical shape (see Fig.2b). The remaining concen-
tration projected on the p,-axis, i.e., || Kpu,||, controls the density’s peakedness,
analogously to the x parameter from a standard vMF. Thus, when K, = cI), is
the identity matrix scaled by some ¢ > 0, the nivMF simplifies to a vMF (up to
a constant due to an approximation, see Supp. 77).

3.3 Comparing Distributions Instead of Points

As proxies and images are no longer modeled as points but as distributions, we
present several distribution-to-distribution metrics (in the sense of distance func-
tions d in DML — formally, they are no metrics as they don’t fulfill the triangle
inequality) and contrast them to traditional distribution-to-point metrics.

Distribution-to-Distribution Metrics. Probability product kernels (PPK)
[22] are a family of metrics to compare two distributions p and ¢ by the product
of their densities. One member of this family is the expected likelihood kernel
(or mutual likelihood score [58]). Although there is no analytical solution for
nivMFs, we can derive a Monte-Carlo approximation

dpL-nivmr (p, ¢) 1= —log (/ p(a)d((a)) ~ —log % Z p(zi) |, ()
€ i=1,...,N
zi~¢
where N is the number of samples. Similar to [57], we empirically found that a
low number of samples (N = 5) is sufficient. We use [8] to sample from (.

The expected likelihood kernel is advantageous since it is easily Monte-Carlo
approximated, but there are other distribution-to-distribution metrics we would
like to survey. Hence, we derive them under a vMF assumption for p, where they
have analytical solutions (see Supp. 77). Namely, these are an analogous expected
likelihood kernel dgy,_vmr, a related PPK kernel dp_ymr, and a Kullback-Leibler
distance dkr.ymp. All three implicitly use the norm of the image embeddings in
their calculations to respect the ambiguity, but differ in performance (see Sect. 4.3).

Distribution-to-point Metrics. Classical metrics like the cosine distance of
the loss in Eq.1 implicitly assume a distribution for each proxy and evaluate
its log-likelihood at each sample. Hence, we will refer to them as distribution-
to-point metrics. E.g., the cosine metric used in Eq. 1 is equivalent to the log-
likelihood of the normalized sample embedding under vMF-distributed prox-
ies with equal concentration values [17], i.e., dcos(p,C) = —s(pp,p2) =
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Fig. 3. Distances of a sample embedding to a vMF-distributed proxy with norm x, =
10. (a) and (b) treat the sample as a point and (c) as a vMF distribution.

—log(p(pz)). Another common example is the L2-distance di2(p,¢) = (vp —
v.)? = —log(p(v.)) which is obtained by an equivariance normal distribution
assumption for p. We analogously define dnivmr(p, () := —log(p(u.)) under a
nivMF assumption for p to benchmark it against the dgy_nivmp distance.

3.4 Probabilistic Proxy-based Deep Metric Learning

Utilizing distributional proxies p, distributional sample presentations ¢ and the
Monte-Carlo approximated Expected Likelihood Kernel dgy, nivmr(p, () we can
fill in Eq. 2 and define the probabilistic extension to proxy-based DML, precisely
of the basic ProxyNCA ( [63]), as

-niv exp(—dgL-nivmr (p*, ¢)/1)
LRERYT =log = - : (6)
> o1 €XP(—dEL-nivmF (P, €) /1)

While this can be used as standalone loss, it can also probabilistically enhance
other proxy-based objectives Lpyoxy-DML, Such as ProxyAnchor [26]. For easy
usage in practice, we thus also propose using it as a regularizer via

LR = LRERTY" (.€) +w - Loroxy-dML(p, He) (7)
with regularization scale w. Crucially, p1, and p¢ of the proxy and sample dis-
tributions are shared parameters with the non-probabilistic objective’s proxies.
This ensures alignment between the two learned representations spaces. The
scaling w balances the orthogonal benefits of the two approaches: An increas-
ing w highlights the non-probabilistic objective that encourages a better global
alignment of distribution modes, and a decreasing w yields a continuously more
distributional treatment. For the remainder of this work, we use EL-nivIMF for
the standalone probabilistic extension of ProxyNCA (Eq.6), and PANC+EL-
nivMF for the probabilistically regularized ProxyAnchor (Eq.7).

3.5 How Uncertainty-awareness Impacts Training

Before the experimental evaluation, we provide an insight into how incorporating
uncertainty into the training benefits it. For this, we take a closer look at the
norms of sample embeddings that, by duality, yield the concentration k. of (.
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Uncertainty as Sample-wise Temperature. Fig.3 displays two distri-
bution-to-point and one distribution-to-distribution metric with regard to the
difference in norms and directions. We use the isotropic dp.yMmp as a represen-
tative for distribution-to-distribution metrics since it has an analytical solution.
While dcos ignores the difference in norms, dro and the similar, yet smoother,
dp.yMF incorporate it as an sample-wise temperature: The larger the norm of the
sample gets, the steeper the metrics rise with increasing cosine distance. Thus,
when comparing a sample to several proxies of roughly the same norm, their
distances to the sample will be more uniform when the sample embedding norm
is low and become more contrasted when it is high. In other words, ambigu-
ous images produce more similar logits across all proxies and thus flatter class
posterior distributions whereas highly certain images produce sharp posteriors.

Uncertainty as Gradients Scale. k. has another influence on the training:
Differentiating the losses £§% 4 4 and L2, 4, obtained when using the norm-
agnostic dcos or the norm-aware dyo as distance functions in Eq. 1, w.r.t. the

cosine similarity between p, and p, (as in [26]) reveals (see Supp. 77)

Cos 1(_ exp(—dcos (p*.0) /1) ) e
OLNGary _ )% (-1+ =2 op(don(ratyn) TP=P -
0 cos(pp, frz) 1__exp(=dcos(p™,)/t) olse

? ES:I exp(—dCos (pcvg)/t)

L2 2kpkz (_ exp(—dr2(p*,¢)/t) ek
e |0 Ol poibn) 1=y,
) . Kpkz exp(—dr2(p”, ’

cos(ip, pz) t S0, exp(—drz(pesC)/T) clse

where p* denotes the ground-truth class. Besides the sample-wise tempera-
ture in dyo, the gradients differ in that the gradient of Ek% A scales propor-
tionally to .. This means that in batch-wise gradient descent, samples with a
high embedding norm are pulled towards ground-truth proxies and pushed away
from others stronger than samples with low norm. In other words, the impact
of an image on the structuring process of the embedding space depends on its
ambiguity. This holds similarly for the distribution-to-distribution metrics, but is
harder to derive than for dy». This analysis unveils that using the Euclidean dy,»
distance is adequate during training albeit switching to the hyperspherical dces
at retrieval-time, as it can be seen as a simple approximation to the uncertainty-
aware training of hyperspherical distribution-to-distribution metrics.

4 Experiments
We now detail the experiments (Sect.4.1) that benchmark our method

(Sect. 4.2), before surveying different distr.-to-distr. metrics (Sect.4.3) and the
role of the norm (Sect.4.4).
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4.1 Experimental Details

Implementations. All experiments use PyTorch [46]. We follow standard DML
protocols by leveraging ImageNet-pretrained ResNet50 [19] and Inception-V1
networks with Batch-Normalization [62] as encoders. Their weights are taken
from torchvision [34] and timm [69]. To further ensure standardized training, we
built upon the code and standardized DML protocols proposed in [52], using the
Adam optimizer [28], a learning rate of 1075 and weight decay of 4-1073. In the
more open state-of-the-art comparison (Table2), we additionally use step-wise
learning rate scheduling. To ensure comparability and access to fast similarity
search methods, all test-time retrieval uses cosine distances. To sample from
vMF-distributions, we make use of [8] and respective implementations. Further
details on our method and hyperparameters are provided in Supp. ??7. All exper-
iments were run on NVIDIA 2080Ti GPUs with 12GB VRAM.

Datasets. We benchmark on three standard datasets: CUB200-2011 [64] (has a
100/100 split of train and test bird classes with 11,788 images in total), CARS196
[30] (contains a 98/98 split of car classes and 16,185 images), and Stanford Online
Products (SOP) [42] (covers 22,634 product categories and 120,053 images).

Table 1. We re-run various strong benchmarks in the standardized comparison setting
of [52]. We find strong improvements both when enhancing simple ProxyNCA towards
probabilistic DML (EL-nivMF) and when using our approach as a regularizer on top
of more versatile approaches (PANC + EL-nivMF).

BENCHMARKS — CUB200-2011 CARS196 SOP

APPROACHES | | ra1 | mAP@1000 || R@1 | mAP@1000 || R@1 mAP@1000
Sample-based Baselines.

Margin [70] 62.9 + 0.4 | 32.7 £ 0.3 80.1 + 0.2 |32.7 £ 0.4 78.4 + 0.1 | 46.8 + 0.1
Multisimilarity [67] 62.8 &+ 0.2 | 31.1 + 0.3 81.6 & 0.3 | 31.7 £ 0.1 76.0 & 0.1 | 43.3 £ 0.1
Standard versus

Probabilistic.

ProxyNCA [40,63] 63.2 + 0.2 | 33.4 + 0.1 78.8 + 0.2 | 31.9 4+ 0.2 76.2 + 0.1 | 43.0 £ 0.1
EL-nivMF 64.8 + 0.4 | 34.3 £ 0.3 82.1 + 0.3 |33.4 £ 0.2 76.6 &+ 0.2 | 43.3 + 0.1

Probabilistic DML
as Regularization.

ProxyAnchor (PANC, || 64.4 £+ 0.3 |33.2 4+ 0.3 82.4 + 0.4 |34.2 £ 0.3 78.0 £ 0.1 | 45.5 £+ 0.1
(26])

PANC + EL-nivMF 66.5 £ 0.3 | 35.3 £ 0.1 83.6 £ 0.2 | 35.1 & 0.1 78.2 £ 0.1 | 45.6 = 0.1

CUB200-2011 CARS196 CUB200-2011 CARS196
ResNet50 — Dim: 128 ResNet50 — Dim: 128 Inception+BN — Dim: 512 Inception+BN — Dim: 512
0.69
0.835: 0.855:
0.68

0.665

0.660

0.850:
0.655 0.830. 0.67

Recall@1

0.845:
0.650 0.825: 0.66

0.840

0645 065
1072 1000 100 100 102 10° 107! 10 10° 102 10° 10% 10* 107! 10! 10°
Scaling w Scaling w Scaling w Scaling w

Fig. 4. Probabilistic reqularization as a function of the scaling factor w. We find a
notable benefit when accounting for both orthogonal enhancements, i.e., the more
probabilistic treatment (decreasing w) and the better global alignment of the proxy
distribution modes (increasing w).
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4.2 Quantitative Evaluation of Probabilistic Proxy-Based DML

Standardized Comparison. We first follow protocols proposed in [52], which
suggest comparisons under equal pipeline and implementation settings (and no
learning rate scheduling) to determine the true benefits of a proposed method,
unbiased by external covariates. Particularily, we thus compare the standard
ProxyNCA (see Eq. 1) against our proposed EL-nivMF extension of ProxyNCA
that includes sample and proxy distributions with distribution-to-distribution
metrics during training. We further apply EL-nivMF as a probabilistic regu-
larizer on top of the strong, but hyperparameter-heavy ProxyAnchor objective.
Here, we only optimize the scaling w. Finally, we rerun the two strongest sample-
based methods used in [52]. In all cases, Table 1 shows significant improvements
in performance and outperforms the sample-based methods. First, converting
from standard to probabilistic proxy-based DML (ProxyNCA — EL-nivMF)
increases R@Q1 on CUB200-2011 by 1.6pp, 3.3pp on Cars196 and 0.4pp on SOP.
This highlights the benefits of accounting for uncertainty and explicitly encour-
aging non-isotropic intra-class variance. However, due to the large number of
proxies and low number of samples per class, on SOP benefits are limited when
compared to datasets such as CUB200-2011 and CARS196, as the estimation of
our proxy distributions becomes noticeably noisier. When using EL-nivIMF as
probabilistic regularization, we find boosts of over 2.1pp and 1.2pp on CUB200-
2011 and CARS196, respectively, with expected smaller improvements of 0.2pp
on SOP. Generally however, the consistent improvements, whether as a stan-
dalone objective or as a regularization method, highlight the versatility of a
probabilistic take on DML, and offer a strong proof-of-concept for future DML
research to built upon.

Impact of Different Scaling Factors. w. Figure4 showcases the generaliza-
tion performance as a function of the scaling weight w (see Eq.7). Higher w
denotes a more non-probabilistic treatment to the point of ignoring the distri-
butional aspects and returning to the auxiliary ProxyAnchor loss [26]. Lower
w indicates a higher emphasis on distributional treatment of proxies (and sam-
ples). Across benchmarks and backbones, the best performance is reached with
an w that is neither high nor 0. Thus, the results highlight that our probabilistic
proxy-based DML helps the better global realignment of each proxy distribution
mode via ProxyAnchor, and vice-versa. Overall, R@Q1 increases up to 4pp at the
most suitable scaling choice. This optimum is reached robustly in a large area
around the peak (note the logarithmic x-axes).

Comparison Against SOTA. After these strictly standardized comparisons,
we now compare the combination of ProxyAnchor and EL-nivMF, which per-
formed best in the previous study to the larger DML literature. The hyper-
parameters and pipeline components (e.g., learning rate, weight decay) differ
between the approaches, and so the comparison should be taken with a grain of
salt [41,52,57], but we still separate by the backbones and embedding dimension-
alities, which are identified as the largest factors of variation [52]. Accounting

74



Table 2. Comparison to Literature, separated by backbones and embedding dimen-
sions. Bold denotes best results for a respective Backbone/Dim. subset, bold the
overall best. Results show that our probabilistically regularized ProxyAnchor method
matches or beats previous, in parts notably more complex state-of-the-art methods.

BENCHMARKS — CUB200 [64] CARS196 [30] SOP [42]

METHODS | Venue Arch/Dim. R@1 | R@2 | NMI R@1 | R@2 | NMI R@1 | R@Q10 | NMI
Margin [70] wcev 1 R50/128 63.6 | 74.4 | 69.0 79.6 | 86.5 | 69.1 72.7 | 86.2 90.7
Div&Congq [55] CVPR 19 R50/128 65.9 | 76.6 | 69.6 84.6 | 90.7 | 70.3 75.9 | 88.4 90.2
MIC [49] wccv 19 R50/128 66.1 | 76.8 | 69.7 82.6 | 89.1 | 68.4 77.2 | 89.4 90.0
PADS [50] CVPR 20 R50/128 67.3 | 78.0 | 69.9 83.5 | 89.7 | 68.8 76.5 | 89.0 89.9
RankMI [23] CVPR 20 R50/128 66.7 | 77.2 | 71.3 83.3 | 89.8 | 69.4 74.3 | 87.9 90.5
PANC aF EL- | - R50/128 67.0 | 77.6 | 70.0 84.0 | 90.0 | 69.5 78.6 | 90.5 90.1
niVNM F

NormSoft [73] BMVC ’19 R50/512 61.3 | 73.9 | — 84.2 | 90.4 | — 78.2 | 90.6 -
EPSHN [72] WACV °20 R50/512 64.9 | 75.3 | — 82.7 | 89.3 | — 78.3 | 90.7 -
Circle [61] CVPR 20 R50/512 66.7 | 77.2 | — 83.4 | 89.7 | - 78.3 | 90.5 -
DiVA [37] ECCV 20 R50/512 69.2 | 79.3 | 71.4 87.6 | 92.9 | 72.2 79.6 | 91.2 90.6
DCML-MDW [76] CVPR 21 R50/512 68.4 | 77.9 | 71.8 85.2 | 91.8 | 73.9 79.8 | 90.8 90.8
PANC + EL- | — R50/512 69.3 | 79.8 | 72.1 86.2 | 91.9 | 70.3 79.4 | 90.7 90.6
niVNM F

Group [12] ECCV 20 IBN /512 65.5 | 77.0 | 69.0 85.6 | 91.2 | 72.7 || 75.1 | 87.5 90.8
DR-MS [11] TAI °20 IBN/512 66.1 | 77.0 | — 85.0 | 90.5 | — - - -
ProxyGML [78] NeurIPS 20 | IBN /512 66.6 | 77.6 | 69.8 85.5 | 91.8 | 72.4 78.0 | 90.6 90.2
DRML [77] ccv 21 IBN/512 68.7 | 78.6 | 69.3 86.9 | 92.1 | 72.1 71.5 | 85.2 88.1
PANC + MemVir [29] | ICCV 21 IBN /512 69.0 | 79.2 | - 86.7 | 92.0 | — 79.7 | 91.0 -
PANC + EL- | - IBN /512 69.5 | 80.0 | 71.0 || 86.4 | 92.0 | 71.3 79.2 | 90.4 90.2
niVM F

for that, we find competitive performance on all benchmarks (c.f. Table 2), even
when compared against other, much more complex state-of-the-art methods rely-
ing on multitask learning (DiVA [37], MIC [49]) or reinforcement learning (PADS
[50]). This makes our probabilistic take on proxy-based DML a generally attrac-
tive approach to DML, with further potential improvements down the line by
implementing the probabilistic perspective into these orthogonal extensions.

Computational Overhead. We do note that training with EL-nivMF
requires the differentiable drawing of samples from vMF-distributions (see Eq. 5
and [8]). This can increase the overall training time, but we found 2-5 sam-
ples to already be suitable, limiting the impact on overall walltime to < 25%
against pure ProxyNCA. This is in line with other extensions of ProxyNCA (s.a.
[21,37,49,50,55]). The retrieval walltime remains unaffected as cosine-similarity
is deployed. As an alternative for rapid training, we provide further probabilis-
tic distribution-to-distribution distances (dgr-ymr, dB-yMF, dkL-vMF) along with
analytical solutions (Supp. ?77), so that no sampling is required and computa-
tional overhead is negligible. We study them in the next section.
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Fig. 5. Distance-to-point (blue) vs. distance-to-distance (green) metrics on CUB and
CARS. Bars show average R@1 with standard deviation. (Color figure online)

4.3 Quantitative Comparison of Metrics

Sects. 3.3 and 3.2 provided numerous modeling choices for distributions and dis-
tance metrics that can be plugged into the probabilistic DML framework in Eq. 2.
This section investigates these possibilities, ultimately motivating the particular
choice of dgr,-nivmr, and also compares to more traditional distribution-to-point
metrics. To ensure fair comparisons, we return to the standardized benchmark
protocol of [52] using a 512-dimensional ResNet-50. All hyperparameters are
fixed, except for the initial proxy norm and temperature, which are tuned via
grid search on a validation set.

Figure 5 shows the R@1 of all three distribution-to-point and four distribution-
to-distribution metrics on CUB and CARS. Comparing the distribution-to-point
metrics, dp,s outperforms dces on both datasets, but is dominated by dyivmr. The
non-isotropic approach also performs best within the distribution-to-distribution
metrics. Within the three isotropic distribution-to-distribution metrics, dkr,-vMmF
shows the worst performance, with a small gap to the Bhattacharyya and a larger
gap to the expected likelihood PPKs. This stands in line with preliminary findings
of [7]. The latter performs within one standard deviation of dy. Altogether, we
find that adding non-isotropy to the standard dcos (i-e., using dyiymr) increases
the R@Q1 by 2.1pp on CUB and 1.7pp on CARS. Further considering the image
norm (i.e., dgr,nivmr) adds another 0.6pp on CUB and 0.3pp on CARS.

The enhancement by non-isotropic modeling can be seen as inductive
bias towards better resolution of intra-class variances and substructures (see
Supp. ??7), which drives generalization performance [32,37,52,72,77]. The strong
performance of dy is surprising as many current approaches use a dcos-based
loss [9,26,63]. The crux is that dy2 in our setting still uses the cosine distance at
retrieval-time, similar to, e.g., [2]. Using di2 also as the retrieval metric would
reduce the R@1 by up to —5.34pp across all metrics and datasets, with the high-
est reduction appearing on the dpo-trained model itself (see Supp. ?7). This sup-
ports the usage of the norm only during training, discussed in Sect. 3.5, where dy,»
shares the uncertainty-awareness of distribution-to-distribution metrics, explain-
ing the small gap between di» and dgr.vmr. Thus, ultimately, we conjecture
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Fig. 6. CARS train images with lowest (left) to highest (right) embedding norms.

that it doesn’t matter whether an approach is motivated from a distribution-
to-distribution or distribution-to-point perspective, as long as it considers the
ambiguity of images (and proxies) during training.

4.4 Embedding Norms Encode Uncertainty

In the previous section, we found that considering the norms of embeddings
during training leads to a higher performance. In this section, we qualitatively
support that the learned norms actually correspond to a sample-wise ambiguity.

For this, we study the EL-nivMF model on CARS. Figure6 shows the
images with the lowest and highest embedding norm in the training set. In many
samples with low norm, characteristic parts of the cars are cropped out by the
data augmentation (this also happens in the test set, hindering perfect accuracy).
Others are overlaid or portray multiple distracting objects. In high-norm images,
illumination and camera angle facilitate the detection of class-discriminative fea-
tures. A competing hypothesis could be that high-norm images comprise mostly
car classes with more distinctive designs. However, the differences between low
and high norm images also hold within classes, see Supp. 7?7 and 7?7. These
findings are in line with [31,48,57] and support the hypothesis that the image
norm indicates image certainties, motivated by being the sum of visible class-
discriminative parts [57]. This justifies the k, = ||z|| duality underlying the vMF
assumption and is consistent with our analysis of uncertainty-aware training in
Sect. 3.5.

5 Conclusion

This work proposes non-isotropic probabilistic proxy-based deep metric learn-
ing (DML) through uncertainty-aware training and non-isotropic proxy-
distributions. Uncertainty-aware training is achieved by treating sample embed-
dings not as deterministic points but as directional distributions parametrized by
embedding directions and, beyond popular DML approaches, norms. This allows
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semantic ambiguities to be decoupled from the directional semantic context,
which mathematically manifests itself in sample-wise temperature scaling and
certainty-weighed gradients. Additionally, our non-isotropic von Mises-Fisher
distribution for proxies better models intra-class uncertainty, which introduces
a low-parameter inductive prior for better generalizing embedding spaces. We
support our approach through various ablation studies, which showcase that our
proposed framework can operate both as a standalone objective and a probabilis-
tic regularizer on top of existing proxy-based objectives. In both cases, we further
found strong performances on the standard DML benchmarks, in parts matching
or beating existing state-of-the-art methods. Our findings strongly indicate that
a probabilistic treatment of proxy-based DML offers simple, orthogonal enhance-
ments to existing DML methods and enables better generalization.

Limitations. We find that for applications with only few samples per class, the
ability to estimate the non-isotropic proxy densities is limited (c.f. performance
on SOP). For future work in such sparse settings, returning to the proposed
isotropic distribution-to-distribution metrics or introducing across-class priors
for the covariance matrices might serve as alternatives.
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A Approximation of the von Mises-Fisher Distribution’s
Normalizing Constant
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Fig. 8: Comparison of approximations and exact values of the logarithmized normaliza-
tion constant of the vMF distribution log Cs (k) for M = 512 dimensions.

As we aim to resolve sample-specific ambiguities captured by x., we need to cal-
culate the logarithmic normalizing constant of the vMF distribution:

o M/2-1
(27T)M/211v1/2—1(”v)’

where I, is the modified Bessel function of first kind at order d and M is the dimen-
sionality of the embedding space. However, I is expensive to compute and impossible
to backpropagate through in high dimensions since it has no closed form. Hence, it is
commonly approximated in the literature. [3] and [9] for example utilize approxima-
tions from lower and upper bounds which are shown in Figure 8c and 8d for M = 512.
However, if we calculate log C; from the exact Bessel functions implemented in R
4.1.1’s base package [7], we see in Figure 8a that log C'5; is monotonically decreas-
ing, because I, is monotonically increasing with x [5, Section 10.37].

To account for this issue, we thus choose to derive an approximation by directly
fitting a quadratic model to the exact Bessel function for M € {128,512} with k €

log Cpr(k) = log

(11



{10,...,50}. The resulting approximations are

log Clias (k) ~ 127 — 0.01909 - & — 0.003355 - 2 and (12)
log Cs12(k) ~ 868 — 0.0002662 - £ — 0.0009685 - 12, (13)

The mean squared error of these approximations to the ground truth values is smaller
than 0.1%, which is visually confirmed in Figure 8b. During experimentation, we found
that the model is insensitive to perturbations in the precise coefficients. Also, we found
that a linear model is too simple and an exponential model imposed very high gra-
dients and inverts the behaviour of the metrics when « is high. Hence, we decided
for the quadratic approximation as the simplest yet well extrapolating function. As a
reference for future work, we note that [2] recently gave an additional approximation
implemented in PyTorch.

B Derivation of the Non-isotropic von Mises-Fisher Distribution

The nivMF can be motivated by a transformed vMF distribution, which we assume to be
parametrized by n € SM~1 and K = diag(k) € R%[XM), r € RM). Transforming our
parameters into i = ﬁ and & = | K u||, we can define an ordinary vMF distribution
X ~ vMF(fi, &) with density

fg(@) = Cy(R) exp (R i) (14)
For ease of notation, we do not include the subscript p to denote specific proxies. Now,
we substitute T := g(z) = Hg—:“ Note that g is bijective as a function g : SM~1 —

SM=1 but non-bijective when seen as a function g : RM — R since it would lose a
degree of freedom due to normalization. We will still treat it as the latter and ignore the
non-bijectivity, such that the following should be seen as motivation and not proof, and
comment on the implications further below. We now seek the density of X = ¢! (X ).
The change-of-variable theorem gives

(@) = g @)ldet 292 (15)
By Equation 130 given in [6] and the chain rule, we obtain
x 1 KTaexTK

5 = (e~ ) < 1o

= <;IM — W) K’ (17)

= i(IM—ﬁﬂT) K'. (18)

K

Since the first part of this matrix is a projection on the orthogonal complement of f,
the matrix has rank M — 1 and the determinant becomes zero. This is a consequence of



the broken bijectivity assumption from above. However, we can see that Equation 18 es-
sentially projects K on the tangential plane of ji. By taking its determinant, we measure
the volume of the remaining (M — 1)-dimensional concentration sphere. Performing
a singular value decomposition on Equation 18 reveals that p is the eigenvector with
eigenvalue 0. So, if we substract the contribution of p to the volume of K, which is
|| K || = &, we obtain

M
D(K) — M (19)

K

When we plug this heuristic into Equation 15, we arrive at the nivMF density:

fx(z) = Crr (&) exp (72T i) D(K) (20)
T

= Cur(IKpl) DK) esp (nKun =1 HIIEZH) @

= Cu([|1Kpll) D(K) exp (| Kpll s(Kz, Kp)) - (22)

We stress that D(K) is a heuristic choice, such that the proposed nivMF density strictly
speaking yields only a measure and not necessarily a probability measure. An analytical
solution is promising material for future work. It may also enable the density of the
nivMF to become a true expansion of the vMF density, i.e., D(K) may vanish when
K = kI, for k > 0, which is currently not the case. In empirical tests, dropping D(K)
lead to a considerably severed performance.

C Further distribution-to-distribution Metrics

We can define further distribution-to-distribution metrics beyond dgp pjymr. One starting
point are probability product kernels (PPK) [1]. They are a family of metrics to compare
two distributions p and ¢ by the product of their densities:

PPK,(p,() = /gp(a)"’((a)"*da, with v > 0. (23)

Since the loss in Equation 2 takes the exponential of the distance metrics, we take their
logarithms here to retain the PPK as actual score in nominator and denominator. In
particular, if we assume a vMF distribution for both p and ¢

dp-vmr(p; ¢) = —log(PPKo.5(p, () (24)
gives the Bhattacharyya distance and
deLvmr(p, €) := —log(PPK1 (p, () (25)

gives the expected likelihood distance, also known as mutual likelihood score [10].
Their analytical solutions are provided in Supp. D.

The previous metrics are symmetric in p and (. To capture the inherent asym-
metry between samples and proxies, we also study the Kullback-Leibler divergence
dxLwmr(p, ¢) := KL(C||p). Its analytical solution if both p and ¢ are vMF densities is
given in Supp. E.

86



D Analytical Solutions of Bhattacharyya and Expected Likelihood
Distance

Let ¢ and p be densities of two vMF-distributed random variables with parameters
v, = K, and v, = Kp[ip, respectively.

Bhattacharyya distance. Since the vMF is a member of the exponential family, [1]
gives us that

PPKo5(p,¢) = exp(K(v./2+1,/2) — K(v,)/2 — K(vp)/2), with  (26)
K(v) = —log Cu(llv]]) - 27

Thus,

de-wmr(p, ¢) = —log(PPKq 5(p,()) (28)
— 1og Car (2 + 1, 1/2) —log Cas (1)/2 — log Cas ()2 29)

Expected likelihood distance. We can extend

PP (9.C) = [ C(In(2)a (30)
= Car(we) - Carly) [ expl(api + wyny) 2)d2 G1)
£
~ Cu(kz) - Cu(rp) / Toy s o
= Cur (ool i Cr(wol]) exp(vy 2)dz, with (32)
Vo 1= Kafly + Kpllp, (33)

such that the latter is again the density of a vMF distributed random variable, whose
integral over the embedding space is 1. Then,

deLwmr(p; ¢) = —log(PPKy(p, ()) (34)
=log Crr(||vy + vp||) — log Cas(v,) —log Car(vp) - (35)

Note that both dg; ywmr and dp.ymr depend on ||v, + v,|| which implicitely respects the
cosine similarity between pi. and f1,, but also processes « and k.

E Analytical Solution of KL-Divergence

Let ¢ and p be densities of two vMF-distributed random variables with parameters
2, K, and pp, Ky, Tespectively. Then

@,
3" (36)

_ /g log Car (=) — log Car (i) + (el — mpul VZAC(Z) (37

KL(([lp) = /g ¢(%)log

=log Car(kz) —log Crr(kp) + (Iizﬂ;r — /ipu;) /g Zd¢(2) (38)

=log Car (k) —log Cr(kp) + (Kap) — fipu;)uz (39)



F Gradients of di, and dce

We are interested in differentiating the loss Lyca++ from Equation 1 in §3.2 by the
cosine similarity between the image z and a proxy of interest p. Let p* denote the

ground-truth proxy of z and 555 = W Then,
1 ifp = p*
££NCA++ — 55 (p C)/t+ Ss Og(z 16Xp( (Pu )/t)) ,Ip p (40)
s £ 1og(XL, exp(—d(pe. €)/1)) Jelse

and by the chain rule we get

—lo ex e exp(=d(p,Q)/1) §d . 41
g(Z p(—d(p /t)> TS ep(—d(pe ) /1) 55 (pe; )/t . (41)

Let’s consider the £§&, ., loss, i.e., d(p, () = —s(p, p1). We can plug 2d(p, () =
—1 into Equations 40 and 41 and obtain:

exp(—d(p,$)/t) 1 = p*

J .c % -1+ I«Jsx d(pe ) Afp=p
59 —LXCary = 1 exp( %:(PTQL /5( (e else @
t 25:1 exp(—d(pe,¢)/t) ’

1(_ exp(s(tp,pz)/t) ) : — ¥
_) ( Lt s oo Glumemg) TP =P (43)
1 exp(s(up,pz)/t) else
t Z§=1 eXP(S(upc sﬂz)/t) ’
Now, consider Lga,. 1€, d(p,¢) = |[vp — v:||? = K3 + K2 = 26pK.5(lip, fi2),
following from the law of cosines. Here, %d(up, v,) = —2Kpk,, which we can again

plug into Equations 40 and 41 and obtain:

_ 2KpK. | 2KpH: eXP( d(p,$)/t) ifp = p*
O A i P o170 A =p (44)
5s NCA++ 2Kp k2 Cexp( d PC) else
t Y exp(—d(pc,¢)/t) ’
_ 2Kphkz 2Kphz exp((rp+2kpkzs(tpz))/t) iy — p*
= ¢ + t ELC 1exp((k3, +26pkzs(kpe,pz))/t) 71fp —p
ks exp((K2+2Kpk. s(apati=)) /1)

else
t o 3 exp((2,+2kp.kzs(tipesiz))/1) ’

(45)

G Summary of Loss Calculation

Algorithm 1 sketches how EL-nivMF is implemented practically. As discussed, the
parameters of the proxies are learnable parameters, whereas the vMF distributions of
points are predicted by an encoder. Thus, the module in Algorithm 1 can be plugged
on-top of an encoder and trained jointly. Since test-time retrieval only requires access
to the image-embeddings, the module can be discarded after training.
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Algorithm 1: Module to compute EL-nivMF loss

Function initialize (C: num proxies, M: dimensions, N: num samples) :
W, < learnable tensor € [C, M]
Kp < learnable tensor € [C, M]
t < learnable parameter € [1]
Save C, M, N
Function 1oss (z: image embedding € [1, M), ¢*: ground-truth proxy index) :
samples « empty matrix € [N, D]
forn=1,...,N do
samplesn,:] ~ vVMF (,u = e = ||z|\)
end
sim_to_proxy < empty vector € [C]
forc=1,...,Cdo
logls < empty vector € [N]
forn=1,...,N do
loglsin]
=log(nivmf_likelihood(z, u = pplc,:], K = diag(k,lc,:]))

end

sim_to_proxy[c] + logsumexp(logls/t)
end
logloss « —sim_-to_proxy[c’] + logsumexp(sim_to_proxy)
return logloss

H Experimental Details

As already noted in §3.3, we generally utilize N ~ 10 for our Monte-Carlo estima-
tion of the PPK kernel (Eq. 5), but switch to N = 5 for hyperparameter searches and
N = 20 for our ablation experiments, as within this range, we found performance to be
similar.

I Experimental Details Ablation Study

To reduce any influences of covariates, we seek to keep experimental settings in the
ablation study in §4.3 constant across all benchmarked metrics. Hence, we fixed all hy-
perparameters as in the previous experiment, and tuned the following hyperparameters
for each approach on validation data:

te{1,1/32,1/256} (46)
kp € {10,50,200} (for ni-vMF, this is for each dimension) . a7

Across all metrics, we used the dimensionality M = 512, a batchsize of 106, and
150 epochs on CARS and 50 on CUB. To reduce the initialization noise, we initiated
each hyperparameter-tuning experiment 3 times with random seeds, then calculated
the median of the maximum R@Q]1 performance on the validation set, and ran the best
hyperparameter settings with 5 seeds.
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J L5 Distance as Retrieval Metric

Table 4: R@1 of the same trained models from Figure 5, but using the euclidean instead

of the cosine distance for retrieval.

Method CUB CARS

dis 61.89 £0.36 76.61 £0.17
dcos 62.01 £0.35 76.94 +0.49
dnivMF 63.74+0.18 78.62+0.41
d-yMF 62.29 £0.34 79.69 £0.15
dEL-vMF 62.49 £0.56 80.17 £ 0.24
dgewwr 6168 £0.36 76.65 £ 0.20
deLnivve 63.69 £0.56  76.37 £5.32

K Qualitative Impact on Image Norms

To understand in more detail the difference in learned and assigned image norms pro-
duced when training with dgp ivmr, We compare the distribution of image norms be-
tween those belonging to originally correctly and incorrectly classified samples (initial
separation done using a standard baseline DML model operating on d..s) for CUB &
CARS, respectively. Results are shown in Fig. 9, which reveal that correct classifica-

1000 250

Correcl] Incorrect [ 125 1500 Correct Incorrect
r 200
800 L 100
£ o0 |5 1000 H150 £
2 g
400 L r 100
] 50 500 Q
200 k25 50
-0

0.4 0.6 08 1.0 0.2 0.4 0.6 08 1.0
Normalized Image-Norms

Normalized Image-Norms

Fig.9: Norms of prev. correct/incorrect pred. on CUB/CARS.

tions on average have higher norms while miss-classifications are more often attributed
to lower norms. This aligns well with the underlying motivation assigning low norms
to ambiguous images (compare to e.g. Sec.4.4).
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L. Non-isotropic Proxies Encourage Diverse Representations

Finally, we qualitatively investigate the metric representation spanned by metric learn-
ers trained using dgp nivmr- To do so, we follow both [8] and look at the feature diversity,
as well as evaluating the cluster diversity to see whether encouraging unique class-proxy
distributions helps in learning a more diverse class-specific encoding. For the former,
we follow [8] and evaluate the uniformity of the sorted spectral value distribution of
all training image embeddings to measure the number of significant directions of vari-
ances in feature space. The latter is simply computed as the variance (i.e. diversity) of
intraclass distances for each class-cluster. For both cases, we specifically care about
relative changes compared to models trained without probabilistic treatment (i.e. us-
ing dcos) as well as changes going from an isotropic (dgg.yms) t0 a non-isotropic setup
(dgLnivmr). Results are summarized in Tab. 5, showcasing a consistent improvement

Dataset Metric deos — AELvMF dcos — AEL-nivMF

Cluster-Div.1 +24% +31%

CARS Feat.-Div. 1 +13% +14%

CUB Cluster-Div. 1 +11% +25%
Feat.-Div. 1 +6% +8%

Table 5: Metrics on how EL-nivMF structures the embeddings.

in both feature and cluster diversity when incorporating both a probabilistic treatment
and a non-isotropic encoding of proxy distributions. This provides further heuristic ev-
idence linking the usage of dg niymr to a better capture of the semantic class variability
as well as an improved incorporation of a more diverse feature set, shown to facilitate
generalisation [8,4].
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M Further Qualitative Embedding Norm Studies

lowest norm highest norm

Fig. 10: CARS train images with lowest (left) to highest (right) embedding norms on a
M = 512 dimensional ResNet-50 backend.

lowest norm highest norm

Fig. 11: Images for four randomly chosen classes (rows) of the CARS training set, or-
dered by their norm from lowest (left) to highest (right). Obtained from the dg ymF
model on a ResNet-50, where the norms of image embeddings range from 70.58 to
140.09 whereas the proxy norms are between 45.95 to 79.98.
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Probabilistic Contrastive Learning Recovers
the Correct Aleatoric Uncertainty of Ambiguous Inputs

Michael Kirchhof ' Enkelejda Kasneci’> Seong Joon Oh?

Abstract

Contrastively trained encoders have recently
been proven to invert the data-generating process:
they encode each input, e.g., an image, into
the true latent vector that generated the image
(Zimmermann et al., 2021). However, real-world
observations often have inherent ambiguities. For
instance, images may be blurred or only show
a 2D view of a 3D object, so multiple latents
could have generated them. This makes the
true posterior for the latent vector probabilistic
with heteroscedastic uncertainty. In this setup,
we extend the common InfoNCE objective and
encoders to predict latent distributions instead of
points. We prove that these distributions recover
the correct posteriors of the data-generating pro-
cess, including its level of aleatoric uncertainty,
up to a rotation of the latent space. In addition to
providing calibrated uncertainty estimates, these
posteriors allow the computation of credible in-
tervals in image retrieval. They comprise images
with the same latent as a given query, subject to
its uncertainty. Code is at https://github.
com/mkirchhof/Probabilistic_
Contrastive_Learning.

1. Introduction

Contrastive learning (Chen et al., 2020) trains encoders to
output embeddings that are close to one another for seman-
tically similar inputs and far apart for unsimilar inputs. This
general notion of similarity allows transferring pretrained
encoders to downstream tasks (Wang et al., 2022; Ardeshir
& Azizan, 2022; Islam et al., 2021; Khosla et al., 2020).

Recently, Zimmermann et al. (2021) corroborated this in-
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tuition by a theoretical result: under weak assumptions,
the embeddings learned under an InfoNCE (Oord et al.,
2018) loss are exactly equal to the true latent vectors, up to
a rotation of the spherical latent space. This comes from
a nonlinear Independent Component Analysis (ICA) per-
spective (Comon & Jutten, 2010). It assumes an unknown
nonlinear generative process that transforms true latents into
our observations. Contrastively trained encoders invert this
nonlinear function and recover the original latent space.

This holds for the class of generative processes that are de-
terministic and injective, so that each image could have been
generated by only one latent vector. This is often violated in
practice. In Figure 1, the lower image of an animal is in low-
resolution, so it is impossible to tell which exact species,
i.e., which latent variables, underlie the image. In fact, most
scenarios in the wild involve some form of such aleatoric
uncertainty, including 3D-to-2D projections (Chen et al.,
2021), partially covered objects (Kraus & Dietmayer, 2019),
or images with a low resolution or bad crop (Li et al., 2021).
It also manifests itself outside the image domain, such as
in the inherent ambiguity of natural language (Chun et al.,
2022) or measurement noise in general (Meech & Stanley-
Marbell, 2021). Quantifying such uncertainties is a key goal
of the recent reliable machine learning efforts (Tran et al.,
2022; Galil et al., 2023). This has use cases in safety-critical
downstream applications like medical imaging (Barbano
et al., 2022). If an image is too ambiguous, a model can
reject it or defer the prediction to a human. Another appli-
cation is active learning, where we want to choose samples
with high uncertainty (Lewis & Catlett, 1994).

This work generalizes the previous theoretical result to this
more challenging setting. We do not assume that generative
process is an injective and deterministic function, but allow
it to be a conditional distribution. We propose Monte-Carlo
InfoNCE (MCInfoNCE), a probabilistic analog of InfoNCE.
It trains encoders to predict distributions over the possible
latents, called probabilistic embeddings (Oh et al., 2019; Shi
& Jain, 2019). We prove that MCInfoNCE attains its global
minimum when the encoder recovers the true posteriors of
the generative process, up to a rotation of the latent space;
both in terms of both the mean (which latent is most likely
to have generated the image) and the variance (the level of
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Figure 1. Deteministic encoders embed images to points in the latent space. This recovers the latent vectors that generated them (dashed),
up to a rotation (top). However, if an image is ambiguous there are multiple possible latents that could have generated it (bottom). An
encoder trained with MCInfoNCE correctly recovers this posterior of the generative process, up to a rotation, from contrastive supervision.

aleatoric uncertainty of the individual image). Our work
thus generalizes the previous theoretical result in nonlinear
ICA to a broader class of generative processes, and provides
a theoretical foundation for probabilistic embeddings.

We show empirically that an encoder trained with MCln-
foNCE learns the correct posteriors in a controlled experi-
ment with known posteriors. We find that it even provides
sensible embeddings when the distribution family or the
encoder dimensionality is misspecified and when the gener-
ative process may be injective, making it robust in practice.
We then show that these predicted uncertainties are consis-
tent with human annotator disagreements reported in the
recent CIFAR-10H dataset (Peterson et al., 2019), providing
a way to handle uncertainty for high-dimensional inputs. We
also demonstrate that knowing the true posteriors enables
new applications, such as computing credible intervals for
image retrieval tasks. They visualize how uncertain we are
about a query image by showing other images that represent
the region of latents the query is in with a given probability.

In summary, (1) We extend nonlinear ICA to non-injective
non-deterministic generative processes to model realistic
input ambiguities. (2) We propose MCInfoNCE for training
encoders that predict probabilistic embeddings. (3) We show
theoretically and empirically that the predicted posteriors are
correct and reflect the true amount of aleatoric uncertainty.

2. Related Works

Our work serves as a bridge between the theoretical under-
standing of contrastive learning via nonlinear ICA, proba-

bilistic embeddings, and recent discussions on the aleatoric
uncertainty inherent in vision problems. Below, we discuss
how our work extends and connects recent work in these
three fields. Extended literature reviews can be found in
Kendall & Gal (2017) and Karpukhin et al. (2022).

Nonlinear ICA. From a nonlinear Independent Compo-
nent Analysis (ICA) perspective (Hyvirinen & Oja, 2000;
Comon & Jutten, 2010), images x are generated from
ground-truth latent components z via an unknown nonlinear
generative process. The goal is to invert it to recover the
original latents z, which are useful for downstream tasks.
This formalization allows for theoretical proofs of which
(contrastive) losses achieve this. Building on Wang & Isola
(2020), Zimmermann et al. (2021) recently proved that op-
timizing a contrastive InfoNCE loss (Oord et al., 2018)
recovers z up to a rotation of the latent space, as visualized
in Figure 1. This requires certain assumptions about the
generative process. A recent strain of literature seeks to
reduce these assumptions (Leemann et al., 2022) to allow
modeling broader classes of generative processes, bringing
the theoretical results closer to practice. Our work broadens
this class by no longer requiring the injectivity assumption
of Zimmermann et al. (2021) and at the same time allowing
stochasticity. This is made possible by modeling the gen-
erative process as a conditional distribution P(x|z) instead
of a function, which generalizes the class of generative pro-
cesses. In the vein of Zimmermann et al. (2021), we prove
that our contrastive MCInfoNCE loss recovers the correct
posterior distribution P(z|z) of the original latents, up to a
rotation of the latent space.
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Aleatoric Uncertainty. The above generalization allows us
to model scenarios in which we encounter aleatoric uncer-
tainty, i.e., the input has reduced information such that z is
only recoverable only up to some uncertainty. A prominent
practical example is face recognition, where images may be
blurred or in low-resolution (Shi & Jain, 2019; Schlett et al.,
2022). Other problems with ambiguous inputs include 3D
reconstruction from 2D data (Chen et al., 2021), partially
occluded traffic participants (Kraus & Dietmayer, 2019), or
noisy physical sensors (Meech & Stanley-Marbell, 2021).
Such problems with aleatoric uncertainty can be detected by
label noise: CIFAR-10H (Peterson et al., 2019) comprises
multiple labels for each image in the CIFAR-10 test-set,
and shows that the more ambiguous an image is, the more
annotator labels disagree. This finding occurs in several
other recent classification datasets (Schmarje et al., 2022;
Mehrtens et al., 2023; Tran et al., 2022), but also in more
complex tasks such as multimodal visual question answer-
ing (VQA). Chun et al. (2022) show that there are many
possible textual answers to the same visual prompt because
language is inherently more ambiguous than vision; i.e.,
language has more aleatoric uncertainty. Our MCInfoNCE
loss explicitly accounts for these uncertainties and learns the
correct level of aleatoric uncertainty, which we demonstrate
on high-dimensional image inputs.

Probabilistic Embeddings. An emerging approach to mod-
eling this uncertainty is to have encoders predict distribu-
tions over the latent space instead of point estimates. There
are three main lines of work to learn these probabilistic em-
beddings. The first idea is to compute a match probability
between point estimates, but to integrate it over the predicted
distributions. This idea was pioneered via Hedged Instance
Embeddings (HIB) (Oh et al., 2019) and has since been
successfully extended, e.g., to the above multimodal VQA
problem (Chun et al., 2021; Neculai et al., 2022). A second
line of works turns existing losses into probabilistic ones
by integrating the whole loss over the predicted probabilis-
tic embeddings (Scott et al., 2021; Roads & Love, 2021).
Our MCInfoNCE extension of InfoNCE demonstrates that
this blueprint strategy can inherit the properties of the origi-
nal losses, like Zimmermann et al. (2021)’s identifiability
theorem. The third line of works provides distribution-to-
distribution distances to replace point-to-point distances in
losses. The most popular approach is the expected likeli-
hood kernel (ELK) (Jebara & Kondor, 2003; Shi & Jain,
2019). It has recently shown success even in high dimen-
sional embedding spaces (Kirchhof et al., 2022; Karpukhin
et al., 2022). Yet, there is no answer to whether and in what
sense the predicted probabilistic embeddings, and in particu-
lar their variances, are correct. Our work answers this ques-
tion through its proof and a controlled experiment where the
true posteriors are recovered. The experiments on CIFAR-
10H further ground this theoretical correctness in the human
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perception of uncertainty. We also show novel practical
applications of probabilistic embeddings, such as retrieving
credible intervals on which latents the image might show.

3. Probabilistic Generative Processes

In this section, we extend the generative processes com-
monly used in nonlinear ICA to non-injective, randomized
ones. This allows modeling real-world image distributions
better and serves as a framework for the upcoming proof.

Let us first understand the class of generative processes for
which Zimmermann et al. (2021) prove identifiability. They
take the nonlinear ICA perspective that there is a natural gen-
erative process ¢ that transforms latent components z € Z
into the images x = g(z) we observe, as shown in Figure 1.
Following the popular cosine-based similarity comparisons
(Deng et al., 2019; Teh et al., 2020), Z is assumed to be
a D-dimensional hypersphere Z = SP~!. We are inter-
ested in recovering the latents z that underlie the images x,
because they are low-dimensional descriptions useful for
downstream tasks. To formalize this problem, they assume
that g : Z — X is an injective (and deterministic) function.
Thus, only one latent z can correspond to each image x, and
g is invertible. They prove that an encoder f trained with a
contrastive InfoNCE loss achieves this inversion and recov-
ers the correct latent z, i.e., f(z) = f(g(z)) = 2 = Rz, up
to an orthogonal rotation R of the learned embedding space.

However, let us move on to setups where an image r may
be motion blurred, low-resolution, or partially obscured.
For instance, a 2D projection z of a 3D object z does not
show the back part of z, and there are several possible z
that could have generated x. In other words, the generative
process g is non-injective and the best our encoder can do is
to recover the set of possible latents {2|g(2) = x}. Further,
g may be stochastic. E.g., a random patch of pixels may be
occluded, or the image may be zoomed in and show only a
random crop of z. The best the encoder can do is to predict
a posterior over the possible latents, see Figure 1.

The common denominator of these setups is that g loses in-
formation about z and x becomes ambiguous. To subsume
them, we can model g as a likelihood P(z|z). This general
formulation allows for a large class of operations within
g. However, this generality comes at the cost that P(xz|z)
can be very complicated and difficult to parameterize. We
therefore apply a posterior trick: instead of explicitly char-
acterizing g by P(x|z) we implicitly characterize it by its
posteriors P(z|z). We parameterize P(z|z) by simple von
Mises-Fisher distributions vVMF(z; (), k(z)):

P(z|z) = C(k(z))e @@= )

This distribution on SP~1 is unimodal around the location
parameter u(x) € Z with a certain concentration (i.e., an
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inverse variance) k(z) € Ry, and a normalizing constant
C(-). The functions p : X — SP~tandk : X — Rsg
fully parameterize the posterior of each image x. In particu-
lar, x(-) represents the aleatoric uncertainty due to informa-
tion loss, which can be heterogeneous across the images.

The intuition behind modeling the posterior of the gener-
ative process as a VMF is that latents of degraded images
can usually be located down to sets of semantically simi-
lar rather than very dissimilar latents. This is reflected in
the unimodality of the vMF and its use of the dot product,
which commonly represents how semantically similar two
latents are. There may still be images where it is impos-
sible to tell which highly dissimilar latents they show. In
these cases, x(z) is low and the posterior spreads broadly
across the latent space. At the other end of the spectrum,
as k(x) — oo, P(z]x) converges to a Dirac distribution.
This allows modelling deterministic and injective generative
processes as in Zimmermann et al. (2021). This makes the
vMF a reasonable and flexible choice for the posterior of
generative processes.

4. Probabilistic Contrastive Learning

This section presents our main theoretical result: a proba-
bilistic encoder trained under an MCInfoNCE loss recovers
the true posteriors of probabilistic generative processes, up
to a rotation, from simple contrastive supervision.

4.1. MCInfoNCE for Probabilistic Contrastive Learning

Let us first formalize the contrastive learning setup. Each
training triplet comprises a reference sample x along with
a positive (similar) sample 7 and negative (dissimilar)
samples z7 ,...,x,,; against which it is to be contrasted.
As introduced in the previous section, we assume that
these samples are generated from corresponding latents
2,27, 21 y..., %y Following Zimmermann et al. (2021),
the reference z is drawn from the marginal distribution in
the latent space, a uniform distribution. The positive sample
27T is drawn from a close region around z, while negatives

21 ,.-.,%y; are random i.i.d. draws from the marginal:
z ~ P(z) = Unif(z; SP71), ?2)
T~ P(21]2) = VMF(27T; 2, Fpos), 3)
z ~ P(27]2) =: P(z7) = Unif(2;SP7Y). @)

The fixed constant rps > 0 controls how close latents must
be to be considered positive to each other!. This formaliza-
tion of contrastive learning ensures that positive samples
are semantically similar and negatives are dissimilar. Zim-
mermann et al. (2021) showed this is the generative process
InfoNCE implicitly assumes. The probabilistic generative

lfcpos should not to be confused with «(x), which controls the
heteroscedastic uncertainty of the generative process.

process comes into play when the latents z, 2%, 27, ..., 23,
are transformed into observations z,z%,z7 ..., 2}, via
P(x|z). This defines P(z), P(z*|z), and P(z~), and thus
our contrastive training data (z,z ", z7,...,z5,).
Our Monte-Carlo InfoNCE (MCInfoNCE) loss is
6Hp‘,SZTZ+
Ly=—log E - ®)
ot z:g((ﬂﬁ*) apefe g 30 el
2, ~Q(z |2, ) m=1,....M m=1

and is evaluated over the contrastive training dataset via

E )(Lf (z, 2% {2 Ymet,a1)). (6)
I+~P(z+|z)
z, ~P(x”),m=1,....M

L=

This probabilistically generalizes the widely used InfoNCE
family (Oord et al., 2018), and, in the limit of M — oo,
SimCLR (Chen et al., 2020). Instead of outputting a point
embedding, the encoder f we train outputs probabilistic
embeddings Q(z|z) := VMF(z; i(x), #(x)) by predicting
f(z) = (@(z), &(z)). The InfoNCE fraction within L is
evaluated over these posteriors. In practice, we backpropa-
gate through K = 512 MC samples via a reparametrization
trick for vMFs (Davidson et al., 2018; Ulrich, 1984):

.

—log|— E i .(D
k: ]\4 Npmzk Zk + Zl e”P“‘Zk m,k
77’L

The only training data for MCInfoNCE are contrastive exam-
ples, without any additional supervision on the true aleatoric
uncertainty (x) or the generative latents z.

4.2. Provably Learning the Correct Posteriors

We prove below that the optimizer of this loss learns the
correct latent posteriors. More precisely, it predicts the cor-
rect location fi(z) = R - u(z), up to a constant orthogonal
rotation R of the latent space, and the correct level of am-
biguity #(z) = k(x) for each observation x. To prove this,
we first show that MCInfoNCE is a cross-entropy between
the generative process and the learned contrastive encoder
(Proposition 4.1). This means that the loss matches the
expected positivity of a pair (z,27) computed using the
true P(z|z) to that computed using Q(z|x). We then show
that this expected positivity can be written as a function and
depends only on () "u(-), (")), resp. (u(-) " ("), ()
(Proposition 4.2). Due to monotonicity, the predicted func-
tion value can only match that of the generative process if
their arguments (u(-) " (), 5(-)) and (i() "(-), () are
equal (Proposition 4.3). In summary, the posteriors must be
equal, up to a rotation of the latent space (Theorem 4.4).
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First, we generalize Zimmermann et al. (2021) and Wang &
Isola (2020) to probabilistic generative processes.

Proposition 4.1 (£ is minimized iff expected positivity
matches). Let the latent marginal P(z) = [ P(z|z)dP(x)
and fQ z|x)dP(x) be uniform. hmM%OOE attains its
minimum when Vz, 2t € {x € X|P(z) > 0}

/ Q(z[z)Q(zt |z ™) P(2T|2)dzVdz =

| / / P2]2) P o) P(|2)dzd .

The intuition is that MCInfoNCE corresponds to a cross-
entropy between the true latents and our model predictions.
This characterizes the solution set: An encoder () minimizes
MCInfoNCE if and only if the chance of (x, ") being a
positive pair computed using () is equal to the true chance
of being a positive pair computed using the GT distribution
P for all data pairs (z,z%). We refer to this chance, the
upper integral, as expected positivity. Next, we prove that
the equality of the expected positivities implies that the
predicted posteriors () must be equal to the GT P, up to
the mentioned rotations. To this end, we first find that the
expected positivity marginalizes out all random variables
and can be written as a function of u(x) and k(x).

Proposition 4.2 (Expected positivity is a function). Let
(z|z) and P(z%|z) be vMF distributions as defined in
Section 4.1. Given x,x+ € X, we can rewrite

// (z|2)P(zT|zT)P(z"|2)dz T dz )

i () T (), K(), K (27)), ©

ie, as a function hy, that depends only on
(@) p(x"), k@), and r(z*).
can be used for i(x) " p(zT), &(z),

The same function
Rlxt):

//Q 22)Q(zt |zt P(2T|2)dzt dz
=l (A(2) T i(a*), R (), A2 ™).

(10)
an

The key is that the expected positivities calculated using @
and P have the same functional form hy,; they differ only
in their arguments, where they use either the true x(z), pu(z)
or the predicted &(x), fi(x). What remains to show is that
the expected positivities can only be equal if the arguments
match, i.e., #(2) = s(x) and () T a(zt) = p() Tp(t).
Proposition 4.3 proves this via some monotonicities of Aps.

Proposition 4.3 (Arguments of hp,s must be equal).

Define hyys as in Proposition 4.2. Let X' C
X, wiap X = Z ki : X = Rsg
Kpos > 0 f D, (@) (@), (@), (aT)) =

hcyoe (@) T (@), (@), K(2™)) Vo, a7 € X, then

,.+) T

12)
13)

= (@) " p(a™) and

k(z) = k(x) Vo,v7 € X',

In the above Equation (12), the pairwise cosine similari-
ties in the true and the predicted latent space can only be
equal if the two spaces are the same up to a rotation, i.e.,
f(xz) = Rp(x). This is ensured by the Extended Mazur-
Ulam Theorem (Zimmermann et al., 2021). We can now
combine these ingredients to derive our main result: If an
encoder minimizes the MCInfoNCE loss, then it must have
identified the correct posteriors, up to a constant orthogonal
rotation of the latent space.

Theorem 4.4 (E identifies the correct posteriors). Let Z =
SP~Yand P(z) = [ P(z|z)dP(z)and [ Q(z|x)dP(z) be
the Unif(z; Z). Let g bea probabzllsnc generative process
defined in Formulas 2, 3, and 4 with known? Kpos. Let g
have vMF posteriors P(z|x) = vMF(z; u(z), k(x)) with
w:X — SPlandk : X — Rsg. Let an encoder f(x)
parametrize vMF distributions vMF(z; i(x), &(x)). Then
f* = argming limps o £ has the correct posteriors up to
a rotation, i.e., [i(x) = Ru(x) and &(x) = k(x), where R
is an orthogonal matrix, Vx € {x € X|P(x) > 0}.

This generalizes the recent results of Zimmermann et al.
(2021) to the broader family of probabilistic generative pro-
cesses. MCInfoNCE recovers not only the correct (mean)
embeddings () under a noisy and non-injectivity genera-
tor, but also the heterogeneous aleatoric uncertainty «(z).

5. Experiments
5.1. MCInfoNCE Learns the Correct Posteriors

In this section, we experimentally confirm the theoretical
result that probabilistic embeddings learned under a MCln-
JoNCE loss recover the correct posteriors up to a rotation.
We also test its robustness to violated assumptions.

Setup. To test whether MCInfoNCE recovers the correct
posteriors, we need a controlled experiment where the true
posteriors of the generative process are known. Previous
nonlinear ICA experiments randomly initialize a multi-
layer perceptron (MLP) as the nonlinear data-generating
process and train a second one to invert it (Hyvarinen &
Morioka, 2017; Zimmermann et al., 2021). In our proba-
bilistic setup we randomly initialize two MLPs to parameter-
ize pu(x) and k(x) of the vMF posteriors of the generative
process. The MLP for u(z) outputs normalized vectors
of dimension D = 10 and the MLP for x(z) outputs a
scalar %(x) wrapped in an exponential Softplus function
k(x) = 14 exp(&(x)) to ensure the strict positivity of ()

*In practice, Kpos 18 @ tuneable temperature hyperparameter.
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Table 1. MCInfoNCE recovers the generative processes’ true pos-
teriors for various degrees of ambiguity and even in the limit of an
injective generative process. Mean =+ std. err. for five seeds.

True vs Pred. Location fi(x)

True vs Pred. Certainty &(z)

Generative Process Ambiguity RMSE | Rank Corr. RMSE | Rank Corr. 1
Ambiguous (x(x) € [16,32])  0.04 0.99 6.15 0.82

Clear (r(z) € [64,128]) 0.05 0.98 125.02 0.64
Injective (k(2) = o0) 0.05 0.98 i(x) = 00

Generative Process
Latent Space

Learned Encoder
Latent Space

Figure 2. Five posteriors of the generative process and the encoder
trained in a run with a 2D latent space. The encoder correctly
predicts the posteriors of the generative process, up to a rotation:
Rank corr. between /i(z) and the true p(z) is 1.00 (RMSE
0.05 ) and that of 4(x) is 0.82 (RMSE 2.89 ).

(Li et al., 2021; Shi & Jain, 2019). We sample contrastive
training data (z, 27", (@, )m=1,...,m) from the generative
process parameterized by p(z) and k(x) via rejection sam-
pling, as explained in the supplementary. On this data, we
train two MLPs to predict fi(z) and #(x). All hyperparame-
ters of the generative process and MLP architectures follow
the deterministic counterpart of this experiment in Zimmer-
mann et al. (2021) and are reported in the supplementary.

Metrics. To quantify if the predicted posteriors are correct
up to a rotation, i.e., 5(z) = k(x) and ji(z) = Rp(x) with
an orthogonal matrix R, we compare /() to x(z) on 10*
samples of = and compare i(x1) T fi(z2) to w(z1) T pu(zs)
on all pairs (1, 22) of the 10* samples. We use the root
mean square error (RMSE) to test for exact correctness and
Spearman’s rank correlation (Rank Corr.) to test for correct
ordering. The latter is sufficient in practical scenarios that
are invariant to scale, such as retrieval based on embedding
distances fi(z1) " fi(x2) or abstention from prediction based
on a threshold of the predicted certainty &(x).

Results. Table 1 shows that MCInfoNCE recovers the
correct posteriors of ambiguous inputs up to a high rank
correlation of 0.99 for fi(z) and 0.82 for #(z). Figure 2
visualizes this in a simplified 2D case. The learned latent
space equals the true latent space up to a rotation. How-
ever, we can see in Table 1 that 4(x) tends to be over-
confident (RMSE = 125.02) especially for high values of
k(x) € [64,128] (yet, the ranking is still largely preserved,
Rank Corr. = 0.64). This is because Formula 7 is a biased
MC estimator of the loss in Formula 5. This is also known
as marginal likelihood estimation problem (Perrakis et al.,

Table 2. MCInfoNCE predicts sensible VMF posteriors if the true
generative posteriors are non-vMF. Mean = std. err. for five seeds.

True vs Pred. Location /i(z) True vs Pred. Spread
Posterior RMSE | Rank Corr. 1 RMSE | Rank Corr. 1

vMF 0.04 0.99 0.05 0.75
Gaussian  0.04 0.99 0.04 0.70
Laplace  0.05 0.98 0.02 0.66

xT

RMSE & (

Rank Corr. #(z)

T —0.2
1 4 16 64 256

Number of MC Samples

Figure 3. The marginal likelihood approximation bias diminishes
with sufficient MC samples. Mean = std. err. for five seeds.

2014; Burda et al., 2015). The bias decreases with the num-
ber of MC samples, as shown in Figure 3. In the standard
setup with x(x) € [16,32], it is largely mitigated with 16
samples (RMSE = 4.55), or already with 4 samples if only
the relative ordering of the samples matters in practice (Rank
Corr. = 0.77). This coincides with the range of number of
MC samples used by other probabilistic embedding losses:
Oh et al. (2019) use 10 and Kirchhof et al. (2022) use 5. In
summary, MCInfoNCE behaves as theoretically expected
and fulfills our main theoretical hypothesis.

Violated Assumptions. We test MCInfoNCE in setups
where its assumptions are violated. First, we change the
posterior of the generative process to Gaussian and Laplace
distributions on SP~! while the encoder still predicts vMFs.
Since these distributions have incomparable variance param-
eters, we measure their spread by the avg. absolute cosine
distance from the mode. Table 2 shows that the vMFs model
Gaussians almost as well as vMFs (Rank Corr. 0.70 vs
0.75), since Gaussians with normalized outputs are similar
to vMFs (Mardia et al., 2000). For Laplace, the encoder
predicts vMFs with high concentrations (%(z) ~ 2000), be-
cause the Laplace distribution is more concentrated around
its mode than the vMF the encoder uses. Second, we over-
and underparameterize the latent dimension of the encoder
compared to that of the generative process (D = 10). Fig-
ure 4 shows that encoder dimensions between 8 and 32 still
all yield & predictions with a Rank Corr. > 0.6. Third, we
test the behaviour of MCInfoNCE when the generative pro-
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Table 3. Besides MCInfoNCE, ELK also gives correct probabilistic
embeddings. Mean = std. err. for five seeds.

True vs Pred. Location ji(z)  True vs Pred. Certainty /i (x)

Loss RMSE | Rank Corr. T RMSE | Rank Corr. 1
HIB 0.18 0.82 1014 —0.02

ELK 0.02 1.00 21.70 0.92
MCInfoNCE (.04 0.99 6.15 0.82

Rank Corr. #(z)

0.0

—0.2 4

T T T T
4 8 10 16 32 64 128

Encoder Latent Space Dimension

Figure 4. MCInfoNCE learns good 4(x) even when the encoder
latent space dimension mismatches the true generative dimension-
ality (D = 10). Mean = std. err. for five seeds.

cess is injective and deterministic, i.e., when all posteriors
are Diracs. This is a limiting case of the vMFs the encoder
uses. Table 1 shows that the predicted vMFs converge to
infinite concentrations &(z), recovering the Diracs. Last,
the uniformity assumption was violated in all experiments
as we only ensured p(z) to be not collapsed, but not neces-
sarily fully spread around SP~!. In summary, these results
indicate that MCInfoNCE is a robust approach even when
characteristics of the generative process such as its (non-)
injectivity, posterior family, or dimension are unknown.

Further losses. Recent literature has proposed other losses
to predict probabilistic embeddings. We investigate their
empirical successes further under our experimental setup
to find whether they exactly match the true posteriors. We
reimplement Hedged Instance Embeddings (HIB) (Oh et al.,
2019) and Expected Likelihood Kernels (ELK) (Kirchhof
et al., 2022) and modify them to our contrastive setup, as
detailed in the supplementary. All losses are hyperparameter
tuned via grid search. Table 3 shows that all losses recover
w(x) with a Rank Corr. > 0.82 despite the high noise in
our experimental setup. We find that, besides MCInfoNCE,
ELK also recovers x(z) well (Rank Corr. = 0.92). This is
the first confirmation that ELK predicts correct posteriors
in a controlled setup and opens space for future theoretical
investigations.
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Table 4. Predicted certainties #(x) of MCInfoNCE correlate with
human annotator disagreement and information reduction via crop-
ping images smaller. Rank correlation on unseen test data.

Loss Annotator Entropy T Crop Size 1
HIB 0.28 0.69
ELK 0.14 0.51
MCInfoNCE 0.29 0.68
1.000 —
0.975 -
0.950 -
é 0.925 -
= 0.900
9
153
& 0.875
0.850 -
0.825
0.800 -
T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0

Percentage of Excluded Lowest-certain Samples

Figure 5. Rejecting images with low certainty values A(x) im-
proves the performance on the remaining data monotonically with
the threshold. This shows that 4(x) is predictive of performance.

5.2. Posteriors Reflect Aleatoric Uncertainty in Practice

After confirming that the predicted posteriors are correct,
this section shows that they resemble the aleatoric uncer-
tainty in image data. We also show that this enables novel
applications such as credible intervals for image retrieval.

Measuring Aleatoric Uncertainty. In the upcoming ex-
periment, we do not have access to any ground-truth x(z)
against which to compare %(z). Instead, we need to com-
pare it to various indicators of aleatoric uncertainty. We use
three different indicators that capture human uncertainty, in-
formation loss, and performance decrease with respect to the
amount of aleatoric uncertainty. First, if an image is ambigu-
ous, human annotators disagree about the latent that it shows.
We therefore conduct our experiment on CIFAR-10H (Peter-
son et al., 2019). It comprises fifty class annotations for each
image. This gives a soft-label distribution whose entropy
reflects the ambiguity of the image. We compute the Rank
Corr. between 1/4(x) and this annotator entropy to measure
how well i(x) reflects human-perceived input ambiguity.
Second, we induce controlled information loss by deteriorat-
ing the image. (Wu & Goodman, 2020) identified cropping
to increase aleatoric uncertainty most clearly. Thus, we crop
test images to percentages crop_size ~ Unif([0.25, 1])
of their original size. The aleatoric uncertainty increases
the more the image is cropped. We thus report the Rank
Corr. between 1/ (z) and the crop size as a second met-
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Table 5. i (z) can be learned by MCInfoNCE from both soft and
hard labels. Rank correlation on unseen test data.

Labels Annotator Entropy 1 Crop Size 1
CIFAR-10H Soft Labels 0.29 0.68
CIFAR-10H Hard Labels 0.24 0.64
CIFAR-10 Hard Labels 0.28 0.69

ric. Third, ambiguous images inevitably lead to decreased
performance. To investigate whether #(x) is indicative of
performance, we calculate the Recall@1 (Jegou et al., 2010)
on the p% images with the highest #(z). If #(x) correctly
reflects aleatoric uncertainty, removing ambiguous images
should improve performance, so the Recall@1 should in-
crease monotonically with p. This metric also illustrates the
popular use case of abstaining from uncertain predictions.

Architecture and Training. We translate the CIFAR-
10H classification task into a contrastive task by consid-
ering images to be positive if they are in the same class
and negative otherwise. We create training examples
(z,at,27,...,2},) by drawing class labels for each im-
age from its soft class distribution, selecting a random im-
age x, an image =1 with the same class label, and M im-
ages x,,, with different class labels. On this data, we train
a ResNet-18 (He et al., 2016) pre-trained on CIFAR-10
(Phan, 2021) that outputs embeddings e(z). We define
ia(x) := e(x)/||e(z)||2 and, following common practices
for probabilistic embeddings (Kirchhof et al., 2022; Scott
et al., 2021; Li et al., 2021), #(z) as |le(x)]2. We run a
5-fold cross validation where we train for 175 epochs and
select the best epoch via the Rank Corr. with the crop size
on validation data. We choose this metric over the others be-
cause it can be computed on any dataset without additional
supervision. All details on generating the contrastive data
and the hyperparameter search are in the supplementary.

Results. Table 4 shows that #(z) learned via MCInfoNCE
has a high Rank Corr. of 0.68 with the information lost due
to cropping, i.e., images with less information return more
uncertain posteriors. The correlation with the human anno-
tator entropy is lower (0.29), but positive. HIB achieves a
similar performance, while ELK shows lower correlations
with both ground-truths (0.51 and 0.14, resp.). Figure 5
shows the performance decrease metric. Up to noise, the Re-
call@1 increases monotonically as images with the lowest
k(z) are rejected. This means that £(z) is a good predic-
tor of performance. As an additional qualitative metric the
supplementary shows images with the lowest and highest
k(z) of each class. MCInfoNCE learns from labeling noise
in this experiment, since the image class was drawn anew
from its soft label distribution each time the image was used.
In practice, we may have only one annotation per image, so
that labeling noise occurs across examples rather than on
each individual image. To this end, we further train on hard

Query Images in 95% Credible Interval

Figure 6. We use an image’s posterior to define the credible interval
that its latents lie in with a given probability. Clear query images
(top) have small credible intervals containing images of the same

class as the query. More ambiguous queries (bottom) return larger
credible intervals with images from multiple possible classes.

labels. These are either the most likely class of each soft
label distribution on CIFAR-10H or the classical class la-
bels on the CIFAR-10. Table 5 shows that MCInfoNCE can
learn under both of these circumstances with a performance
roughly equal to that when soft labels are available.

Credible Intervals for Image Retrieval. Since we esti-
mate posteriors Q(z|z), we can also introduce Bayesian
credible intervals (Lee, 1989) to our image representation
task. Such intervals CI,,(z) C Z contain the true generative
latent z of  with a user-defined probability p € [0, 1], i.e.,
P(z € CI(z)) = p for x ~ P(z|z). Credible intervals
help understand the degree to which our model can identify
the latent that x shows. We can visualize these latents by
searching for images whose /i(x) fall within CL,. Figure 6
shows such intervals on our MCInfoNCE model for CIFAR-
10H. A clear image (top) has a sharp posterior and thus a
small CI containing only one image from the same class.
The CI of a more ambiguous query image, like the second,
tells us that the model places the query in the region of cats,
but that it could also be a dog. Highly ambiguous queries,
like the last one, lead to wide CIs that span multiple possible
classes. They examples show how credible intervals can
augment retrieval with uncertainty-awareness: They deter-
mine the number of images to retrieve subject to the query’s
ambiguity and allow users to judge the uncertainty better
than a simple scalar uncertainty value.

6. Discussion

Relations to Broader Variational Inference. Our work
advances the recent theoretical discussions about contrastive
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learning and variational inference. Oord et al. (2018) and
Poole et al. (2019) initially showed that the minimizer of
InfoNCE is the likelihood ratio of positive and negative den-
sities of the generative process. Zimmermann et al. (2021)
used this to show that the minimizer recovers the latents,
modulo rotations. Our work shows that we can even learn
the correct posterior of a probabilistic generative process,
modulo rotations, i.e., the internal probabilistic latent repre-
sentations of our specific encoder are indeed correct. This
may have implications to other works on variational ap-
proaches and contrastive learning, like Aitchison (2021).

Multi-modal Posteriors. The vMF posteriors should be
able to capture most augmentations in self-supervised con-
trastive learning that deteriorate the image whole image,
i.e., all latent factors equally. However, it is also interest-
ing to think about deteriorations that lead to multi-modal
posteriors. In this case, Proposition 4.1 does not make any
parametric assumption on the posteriors and thus still holds.
Proposition 4.2 and Proposition 4.3 need to be extended
regarding the identifiability of the mixture component, but
could then utilize our propositions for each component. We
see this as an exciting direction for future works.

7. Conclusion

This work presented MCInfoNCE, a probabilistic con-
trastive loss that predicts posteriors instead of points. We
proved that it learns the generative processes’ true posteriors.
This provides a theoretical grounding for the recent proba-
bilistic embeddings literature and connects it to a probabilis-
tic extension of nonlinear ICA. In practice, the posteriors
allow predicting the level of aleatoric uncertainty in am-
biguous inputs as well as estimating credible intervals with
flexible sizes depending on a query’s ambiguity in image
retrieval. These are only two usages that correct posteriors
enable and further usages are a promising area for future
research. Aleatoric uncertainty is not only faced in com-
puter vision and retrieval. We hope that the blueprint way of
enhancing InfoNCE into MCInfoNCE inspires applications
in further tasks with intrinsic ambiguities in their inputs.
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A. Proofs
A.1. Proof of Proposition 4.1

Proposition 4.1 (£ is minimized iff marginals match) Let the latent marginal distributions P(z) = [ P(z|z)dP(x) and
J Q(z|x)dP(x) be uniform. limp_,oo £ attains its minimum when Vz, 2+ € {x € X|P(z) > 0}

/ / Qe|2)Q(H e ) P+ |2)dz* dz =

/ P(2]2) P+ o) P(o+ |2)do d .

Proof. All of the above densities are integrable, so we can write the loss function £ in the form of Riemann integrals.

_ e o
Jim £=— lim [Pz | /nnlp log/Q |zt) (14)
§ npo,z 2t
H QzlTm) c i dzy ...2ydzVdzday .. daydatde (15)
m=1 ﬁenpmz'rﬂ + % > efiposz | Zm
m=1

We know that Kpes < 00, k(x) < coVz € X, the normalization constants C'(x) < oo Vk < oo, and the dot products are
bounded. This implies that all densities inside these integrals as well as the exponentials in the fraction are bounded. Thus,
the whole term inside the outmost integral is bounded. Due to the dominated convergence theorem we can pull the limit into
the integral.

=~ [P@PEIe) Jm / HP s [ QA" 1) (16)

npossz+

H Q(zxm) ¢ i dzy ...zydztdeday .. doydetde (17)

%enszer + ﬁ Zl efposz | Zm
m=

The strong law of large numbers and the fact that [ Q(2~|z™)P(z~)dz~ = P(z) imply

/«:,pszer

e

efiposz | 2T + E (enpossz*)
z—~P(z)

:—/P( VP(z ﬂx) hm log/Q 2|2)Q(z Tt |zt ) dztdzdatdax . (18)

Both densities and the fraction inside the inner integral are positive and bounded, so the integral is, too. In this range, i.e.,
(0, ), the logarithm is continuous, so the continuous mapping theorem gives

,%pogz—rzJr

e

npo,szJr + E (eﬁpossz*)
z—~P(z)

= ,/p( P(z"|z)log hm /Q z|2)Q (2t |zt ) dztdzdrtdx . (19)

With the arguments from above, the inside of the inner integral is bounded, so we can again apply the dominated convergence
theorem.

KposZ | 2T
= —/P(x)P(xﬂx) log/Q(z\m)Q(zﬂaﬁ') lim — — et ———dzVdzdztdx (20)
M— oo H@”POSZ 24+ E (e”vosz z )
z—~P(z)
npszer
= —/P(x)P(xﬂft) log/Q(z\x)Q(zﬂ:pﬂ Ee ( — 7)dz+dzdm+dx @n
elposz | 2
z=~P(z)
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Since P(z) = Unif(SP~1) = W, which we define as & in shorthand, we get

HPOSZTZ+
= 7/P(£L')P([E+‘I) logS/Q(z|x)Q(z+\x*)e—_d2+dzdm+dz (22)
J ez 2T dz
SD-1
= f/P(m)P(xﬂ:c) logS/Q(z|:c)Q(z+\:c*)P(z*\z)dz*dzda:*dm. (23)

Let us turn our attention to P(z " |z). By marginalization, factorization, and the conditional independencies of the data-
generating process, we get

P(a"|z) 24)
:/P(x+7z+,z\w)dz+dz (25)
z/P(:r+|z+,z7m)P(z+|z7x)P(Z|m)dz+dz (26)
*/P(x+|z+)P(z+|z)P(z|1:)dz+dz. 27
After a multiplication with 1, Bayes Theorem, and using P(z) = %, we get
Pzt |27)P(z)P(at)
:/ PGNP P(zt2)P(z|z)dz"dz (28)
_ it Pt
_/P(z\x)P(z |z")P(z |Z)P(z+)dz dz 29)
+)S/P(z|m)P(z+|x+)P(z+|z)dz+dz. (30)
We can insert this into Formula 23.
f/P(;r)P(x*)S/P(z\m)P(z+|x+)P(z+\z)dz+dz 31
logS/Q(z\w)Q(f‘|m+)P(z+|z)dz+dzdx+dx (32)
= IE( : <S/P(z\x)P(zﬂ;v*)P(z*|z)dz+dzlogS/Q(Z|x)Q(2+\m*)P(zﬂz)dz*dz) . (33)
x~P(x
zt~P(zT)

Note that both terms are conditional on z, T and the expected value is taken over both of these. lL.e., £ in the limit is a
(non-normalized) cross-entropy between [ P(z|z)P(z |z T)P(27|2)dzTdz and [ Q(z]|z)Q(z"|zT)P(2T|2)dz"dz. The
loss is minimized iff the two terms match for all values in the outmost expected value, i.e., Vz,2" € {z € X|P(z) > 0}. O

A.2. Proof of Proposition 4.2

Proposition 4.2 (The marginal is a function) Let P(z|z) and P(2"|z) be vMF distributions as defined in Section 4.1. Given
x,xzT € X, we can rewrite

//P z|z)P(z V2T P(2T|2)dz T dz 34
= hge () p(2), (), K(2)), (35)

i.e., as a function h, that depends only on u(z)"u(z"),s(x), and k(zT). The same function can be used for
@) T ), A, /)

/ Q(z|z)Q(z T |2 )P (2T |2)dzTdz (36)
= hueyy ()" fu(a™), (), (2T)). @7
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Proof. Let us first insert the vMF densities.

// zlx)P(zt 2T P(2T|2)dztdz (38)

C(k(z™))C (Kpos //C )explr()pu(x) "z + k(a )@ ™) T2 + kposz T2 ]d2Td2 39)

=C'(k( C(Kpos /C’ ) exp(r(z )u(x)Tz)/exp[(m(er)u(x*)—&—/iposz)Ter]derdz (40)

(@) () +ripos

The term inside the inner integral can be rewritten into an unnormalized vMF density if we specify p* = TrtaP @) Frmel

and k* := ||k(zT)pu(x) + Kposz||. The integral over this density is 1.
—Clr(a )i [ Clta)) explutalue) =) g [ O exls’y =i dz (1)
1
=ClRa)C i) [ Clrla) expln(eluta)” =) s @2)
+
=Clhps)  E Olr(=?)) 43)
M)\ O ((fr(@)? + Ry + 2602 Jipoa(a ) T2)
=Ry, (1) T (™), (), (2 ) (44)

In the last step, the expected value is over p(z )Tz, 2 ~ VMF(u(z), (x)). This depends only on the distance ju(x) T p(xF)
instead of the full location parameters (z) and p(z ™) because the vMF is rotationally symmetric and we can perform a
suitable Householder rotation, see also Romanazzi (2014). O

A.3. Proof of Proposition 4.3

Proposition 4.3 (Arguments of hpos must be equal) Define hyos as in Proposition 4.2. Let X' C X, p, i : X' — Z,
Kokt X = Roo, Kpos > 0. I hpos(u(z) T fu(2 ), &(), R(z 1)) = hpos ((x) Tpu(x ™), (z), k(21)) Vo2t € X7, then

() T (zt) = p(x) T p(xT) and (45)
k(z) = Kk(x) Va,zt € X' (46)
WD/2-1

Proof. (a) The normalization constant of the vMF C'(k) = @D T ) where I, is the modified Bessel function of

the first kind and order o, is strictly monotonically decreasing and convex (Kirchhof et al., 2022).

(b) Consider arbitrary x = ¥, € X”. In this case, u(x) " p(z) = a(z) T a(2t) = 1, and both sides of the equality
simplify

//Q(z\x)@(zﬂx YP(212) dz"'dz—// (z|2)P(zt|zT)P(2T|2)dz T dz 47)
= D (1L, (@), 6(2)) = hugye (1, 5(2), A()) (48)
=l (K(2)) = hugy,, (i(2)) (49)

with h,, s (K1) 1= hie, (1, 5, ). Due to (a), the denominator in Formula 43 grows strictly faster than the numerator. So his
strictly monotomcally increasing. Thus, h,{m (k(x)) = h,ﬂpm( #(x)) only if k(z) = &(z).

(¢) Letz,z* € X’ be arbitrary. From (b) we know #(z) = x(x), so we can simplify

Mg (1) T (@), (@), 5(2™)) = hey, (A(2) T (2™), (2), A(a™)) (50)
* T + Tt
— hﬂp(,s,ﬂ(z),n(z‘*')(/‘b(x) ﬂ(ZE )) - h;{pm,m(z) K(1+)( ( ) (‘T )) (51
w1th @), H(ﬁ)() = hy, (-, k(2),k(z1)). In other words, both sides of the equality are the same function

oo s(2) 15 +) with only one free variable. Due to (a), the denominator in Formula 43 strictly decreases with in-
pos s

creasing pu(x) "p(xt) if k(zt) > 0 and Kps > 0. So, L
W oy @ TR = B2 () Ti(a)) implies u(x) pla) = ) ). O

() is strictly monotonically increasing and
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A.4. Proof of Theorem 4.4

Theorem 4.4 (L identifies the correct posteriors) Let Z = SP~! and P(z) = [ P(z|z)dP(z) and [ Q(z|z)dP(z) be the
uniform distribution over Z. Let g be a probabilistic generative process defined in Formulas 2, 3, and 4 with known £ pgs.
Let g have vMF posteriors P(z|x) = VMF(z; u(z), s(x)) with pp : X — SP~1and k : X — Rs. Let an encoder f(x)
parametrize vMF distributions vMF(z; ji(z), 5(z)). Then f* = argminylim;_,, £ has the correct posteriors up to a
rotation of Z, i.e., fi(z) = Ru(z) and #(x) = k(x), where R is an orthogonal rotation matrix, Vz € {x € X|P(z) > 0}.

Proof. If f* optimizes £, then by Proposition 4.1 Vx, 2z € {z € X|P(z) > 0} we have
// Qz|2)Q(zt |2t P(2T|2)dztdz = // P(z|z)P(zt |zt P(2F|2)dzdz . (52)

Then by Proposition 4.3 with X’ := {x € X|P(z) > 0} we get &(z) = x(z) and p(x) T p(z™) = f(z) Ti(zt). With the
extended Mazur-Ulam Theorem (Zimmermann et al., 2021), the latter implies fi(x) = Ru(x) with an orthogonal rotation
matrix R € RP*P. O

B. Controlled Experiment
B.1. Network Architectures
We use MLPs to parametrize the generative processes’ posteriors p(x) and x(x) as well as the encoder /i(x) and &(x).

For p(z) and fi(x) we follow Zimmermann et al. (2021). The MLP for p(x) has three linear layers with 10 dimensions
and leaky ReLU activations. To prevent collapsed initializations we take 1000 exemplary samples for u(z) and re-
initiate it if the smallest cosine similarity z{ o between any pair 21, x5 of them is bigger than 0.5. fi(z) has six hidden
linear layers with leaky ReLU activations plus an input and and output layer with the input and output dimensions
[D — 10-D,10-D — 50-D,50-D — 50-D,50-D — 50-D,50-D — 50-D,50-D — 50-D,50-D — 10-D,10-D — D].
The outputs of both networks are normalized to an L, norm of 1 to ensure they are on the unit sphere.

The MLPs for x(z) and 4#(x) have the same architecture as u(z) and fi(z), but x(x) has one less hidden layer than
w(x). The last layer of both networks outputs only a scalar instead of a D-dimensional vector. It is postprocessed by
R(z) = 1+ exp(k(x)) to ensure their strict positivity. Before training, #(x) is normalized to output the same range of
values as () to improve training stability.

B.2. Generating Contrastive Training Data

The generative process in Section 4.1 first draws latents z and then generates observations x to create contrastive training
data. However, we want to control our generative processes’ posteriors. Thus, we need to first sample x and then z ~ P(z|z).
A method to sample backwards like this while still obtaining samples as if they were from the forward generative process is
rejection sampling. We first draw random candidates (z, z*) from X = [0, 1], then draw (z, 2*) from their corresponding
posteriors. To ensure that they form a valid positive example as per the distributions in Formulas 2 and 3, we accept or reject
them with a probability proportional to

C(ﬁpns)e’{”"*zj”g—

C(Hpos)eﬁposszJr +C(O) .

(53)

This is the probability that z and 2™ are positive to one another. The proposal distribution’s density for rejection sampling is
dropped here due to the uniform priors. Negative examples ('}, )m=1,... ps are drawn randomly from X’ due to Formula 4.

B.3. Experiment Parameters

Following Zimmermann et al. (2021), all experiments used rp,s = 20 and the above network architectures. The learning
rate was 0.0001 and was decreased after each 25% of training progress by a factor of 0.1. Performance was measured at the
end of the training without early stopping on 10000 sampled x points. All experiments were implemented in Python 3.8.11,
PyTorch 1.9.0 on NVIDIA-RTX 2080TI GPUs with 12GB VRAM. Table 6 below summarizes the remaining parameters
used by all ablations of the controlled experiment.
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Experiment Gen. D Enc. D'  Posterior min(k(z)) max(k(z)) Batchsize Number of Batches Number MC Samples Comment

Ambiguous (k(z) € [16,32]) 10 10 VMF 16 32 512 100000 512 Also used for HIB, ELK, InfoNCE
Clear (r(x) € [64,128]) 10 10 vMF 64 128 512 100000 512

Injective (k(z) = o) 10 10 VMF/Dirac 00 00 512 100000 512

D=2 2 2 VMF 16 32 512 8192 512

Gaussian 10 10 Gaussian 16 32 512 100000 512 02 = 1/k(x)

Laplace 10 10 Laplace 16 32 512 100000 512 b=1/k(x)

MC Samples 10 10 vMF 16 32 512 100000 T x € {1,4,16, 64,256,512}
Encoder Dim 10 T vMF 16 32 512 100000 512 for z € {4,8,10,16, 32}
—r— 512 256 for z = 64

—r— 256 256 for z = 128

High Dim x x VMF 16 32 512 100000 512 z € {10,16}

e 256 256 for & € {32, 40,48, 56, 64}

Table 6. Parameters of the generative process and loss in the controlled experiments. x denotes variable parameters. Batchsize and number
of MC samples were reduced in high dimensions to not exceed the available VRAM.

B.4. Contrastive Hedged Instance Embeddings

HIB (Oh et al., 2019) is formulated similarly to MCInfoNCE in that it also draws samples of a posterior and computes a
probability score with them. HIB originally uses Gaussians and compares Lo distances between samples. We adapt this to
vMFs and cosine distances to align it with the spherical formulation of the latent space. The reformulated HIB loss is

M
1
Lyip = E —log E (s(a-z'2"+b)) - — log B (1—s(a 2"z +0) |, (54)
a~P(a) z~@(z\z§ T 7,2:1 z~Q<z|z>( )
z*~P(z*|e) Q) aQ(z Jzy,)

where s() is the Sigmoid function and a and b are tuneable hyperparameters. We excluded the KL regularizer originally
proposed by Oh et al. since none of the other losses receive prior information on ().

B.5. Contrastive Expected Likelihood Kernel

The ELK is commonly used inside a classification cross-entropy loss (Kirchhof et al., 2022). Its key characteristic is that it re-
places the point-to-point distance, e.g., cosine distance, by the expected likelihood distance. An analytical solution to compare
two vMFs is provided in the supplementary of Kirchhof et al.. We can plug this distance dgr ymp(fi(21), &(21), 1(22), R(z2))
into InfoNCE and transform it into a similarity by multiplying it with —1 to obtain our contrastive ELK loss:

e~ FposdeLwir (R() A (@), Az ™) /(e ™T))

Leik = E —log . (55)

M
x+TNNPIZQ(Ui)|$) ﬁeiﬂmsdEL'vMF(ﬁ(x)’/%(x)’ﬂ(er)"%(er)) + ﬁ Z e*;ipdeL-vMF(ﬂW)ﬁ(m),ﬁ(x;)ﬁ(gc;t))
z, ~P(z”),m=1,....M =1

B.6. Hyperparameter Tuning

All losses were tuned on the ”Standard” experiment setup via grid search. The seed for the generative process was exclusive
and not used in the five seeds of the final results. Table 7 below gives the hyperparameters along with the chosen best setup
according to the rank correlation between k() and &(x).

There are two interesting results in this tuning. First, the true generative rp,s was indeed the best choice. All methods
performed worse when they learned it themselves (starting from the true value) or when given a different value (not shown
here). Second, MCInfoNCE performs best with a high number of negative samples. This corroborates the theoretical study
of its limiting behaviour as M — oc.

Phasewise training is the empirical strategy of first learning /i(x) during the first half of epochs, then fixing it and learning
R(z) (Shi & Jain, 2019; Li et al., 2021). MCInfoNCE showed an improved performance with this strategy. This is likely
because the training signal of x(x) is far lower in the loss than that of u(z). During the training phase of fi(z), it turned out
beneficial to use negatives from the same batch, i.e., M = 0.
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HIB ELK MClInfoNCE
Number of negatives M {0,1,32} {0,1,32}  {0,1,32}
Kpos learnable {yes, no} {yes, no} {yes, no}
Phasewise training {yes, no} {yes, no} {yes, no}
a {0.5,1,2,4}
b {—8,-4,-2,-1,0,1,2,4,8}

Table 7. Possible hyperparameters and best-performing hyperparameters (bold). M = 0 corresponds to not sampling negatives, but using
one sample from the same batch as a negative. HIB’s additional hyperparameters were tuned after the first three parameters to reduce the
number of grid-search evaluations.

B.7. Ablation with High Latent Space Dimension

We use the latent space dimension D = 10 for most experiments following Zimmermann et al. (2021). Below in Figure 7,
we increase the latent space dimension of the generative process and encoder up to 64. We notice considerable performance
drops for D > 40. Other losses than MCInfoNCE also suffer this. Hence, it is likely because of our experimental setup: We
use uniformly distributed negatives instead of sophisticated negative mining and the rejection sampling has lower success
probabilities in high dimensions, making it harder to generate valid contrastive examples.

0.8 4

0.6 +

0.4 +

Rank Corr. &(z)
RMSE &(z)

0.2 4

0.0 1

Latent Space Dimension D

Figure 7. The metrics worsen if the generative process has a latent space of dimension D > 40. This is likely not due to MCInfoNCE, but
a limitation of the contrastive setup of our controlled experiment. Mean =+ std. err. for five seeds.

B.8. Ablation with Joint Architecture

In the upper experiments, the networks for x(z) and u(z) (and #(z) and ji(z)) were independent, i.e., did not share
parameters. This was to make clear that x(z) characterizes the uncertainty of the input z, rather than the latent of a shared
backbone. However, a shared backbone with two heads for ;(z) and () is a common architecture as, e.g., in VAEs. We've
thus run an ablation where () is the output of the embedder (a 6-layer MLP) and «(z) is a 3-layer MLP attached after it.
This keeps the total number of parameters the same as in the independent case. We rerun the ”Ambiguous” setting with
k(x) € [16,32]. Table 8 shows that MCInfoNCE achieves similar performance in both cases.

Table 8. MCInfoNCE also discovers correct posteriors if ji(z) and #(x) have a shared backbone. Mean = std. err. for five seeds.

True vs Pred. Location ji(x)  True vs Pred. Certainty #(z)

Architecture RMSE | Rank Corr. 1 RMSE | Rank Corr. 1
Independent Networks 0.04 0.99 6.15 0.82
Shared Backbone with Two Heads  0.04 0.99 7.31 0.87
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C. CIFAR-10H Experiment
C.1. Contrastive Learning on CIFAR

To test whether the predicted certainty #(z) aligns with human-judged aleatoric uncertainty, we require a dataset that
provides a ground-truth. CIFAR-10H (Peterson et al., 2019) provides 50 annotations for each test-set image of CIFAR-10.
We use the entropy of the probability distribution over these annotations as a measure of aleatoric uncertainty in each image,
and compare its negative to the predicted certainty #(x) via rank correlation. Since the annotations were only collected for
the 10000 images of the test set of CIFAR-10, we apply a 5-fold cross validation. The 10000 images are randomly split into
sets of 2000. For five iterations, three of these sets form the train data, one the validation, and one the test data. To prevent
confusions with the CIFAR-10 train and test set, we refer to these as the CIFAR-10H train, validation, and test sets. The
image indices that belong to each set are provided in our code repository.

This leaves us with the task of redefining the CIFAR classification task into a contrastive learning problem. To this end,
we simply assume that images are positive to one another if they belong to the same class and negative if they do not.
CIFAR-10H, however, has soft class distributions for each image instead of a crisp class. Thus, we first draw a class ¢
from the class distribution P(C|x) of a reference image x from the train set. We then draw a positive image =" from a
multinomial distribution over all train images weighed by their probabilities of that class P(C' = c|z ™). Negative images
x~ are selected the same way, but weighed by the probability of not being class ¢, i.e., 1 — P(C = ¢|x ™). This provides the
contrastive data generator required for training.

Since the human annotation data might be noisy in how well it captures the aleatoric uncertainty, we complement it with a
synthetical way to introduce aleatoric uncertainty. In a second test dataset, we copy the CIFAR-10H test images, but perform
arandom crop and rescale that reduces the image to a proportion crop_size ~ Unif([0.25, 1]) of its original width and
length. This directly reduces the information available in the image and therefore increases its aleatoric uncertainty, without
introducing artifacts that might let the image go out-of-distribution. We calculate the rank correlation of the reduction in size
crop-size and the (negative) predicted certainty —&(x) as an alternative way to evaluate whether &(x) reflects loss in
information in the input, and therefore aleatoric uncertainty.

C.2. Hyperparameters

We use a ResNet-18 (He et al., 2016) pretrained on the CIFAR-10 train dataset (Phan, 2021) and replace the classification
layer by a linear layer with the input and output dimensions [512, D]. We then train the linear layer and the ResNet backbone
under each loss for 8192 batches of batchsize 128, which corresponds to roughly 175 epochs on the 6000 CIFAR-10H train
images. We use the CIFAR-10H validation set to select the best model, evaluated after each 16 batches. The criterion
is the rank correlation between #(x) and the crop size in the synthetically deteriorated CIFAR-10H validation set. We
chose this metric rather than the human annotator disagreement since it can be generated on arbitrary datasets without new
annotations. All losses use 128 MC samples and, according to the results in Appendix B.6, a fixed rp,s. We use the same
Adam optimizer with a learning rate of 0.0001, learning rate scheduling, and (optional) phase-wise training as in B.6. The
remaining hyperparameters were tuned via grid search. The best choices are highlighted in Table 9.

Loss HIB ELK MCInfoNCE MClInfoNCE MClInfoNCE
Train Dataset / Label Type  CIFAR-10H soft CIFAR-10H soft CIFAR-10H soft CIFAR-10H hard CIFAR-10 hard
Latent Dim D (8,16} (8,16} (8,16} (8,16} {8,16}
Number of negatives M {0,1,32} {0,1,32} {0,1, 32} {0,1,32} {0,1,32}
Fipos {16,32,64} {16,32,64} {16,32,64} {16,32,64} {16,32, 64}
Phasewise training {yes, no} {yes, no} {yes, no} {yes, no} {yes, no}

a {0.5,1,2,4}

b {~2,-1,0,1,2}

Table 9. Possible hyperparameters and best-performing hyperparameters (bold). M = 0 corresponds to not sampling negatives, but using
one sample from the same batch as a negative. HIB’s additional hyperparameters were tuned after the first four parameters to reduce the
number of grid-search evaluations.
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C.3. Ablation without Pretraining

All experiments on CIFAR started from weights pretrained on CIFAR-10 to reduce the required computational resources.
However, it is also an intriguing question if MCInfoNCE is able to train a network from scratch. Table 10 shows that it
achieves a similar performance to when it is used on pretrained weights. The small gap in performance may be explained by
the fact that we chose the same hyperparameters for both scenarios for fairness. In particular, the learning rate is tuned for
the pretrained scenario but not for the non-pretrained one.

Table 10. MCInfoNCE can also be used to train on CIFAR-10H from scratch, without pretraining. Rank correlation on unseen test data.

Pretraining Annotator Entropy T Crop Size 1
With Pretraining 0.33 0.70
From Scratch 0.31 0.62

C.4. Uncertainty Estimation is Not At Stakes With First-Moment Estimation

It is a popular question whether uncertainty estimation worsens the general performance, i.e., the estimation of the first-
moment embedding fi(z). To add evidence to this discussion, we’ve implemented the normal InfoNCE loss which estimates
only /i(x) but not 4(z). In both for the CIFAR and controlled experiment. Table 11 shows that MCInfoNCE is not worse than
InfoNCE at predicting i(x). In terms of the RMSE in the controlled experiment, it even outperforms InfoNCE as InfoNCE
puts the embeddings too close to one another (RMSE = 0.83). This is although InfoNCE was hyperparameter-tuned.

Table 11. MCInfoNCE is not worse than InfoNCE at predicting the first moment of the embedding despite also providing a variance
estimate.

Loss p(x) vs i(x) RMSE | p(z) vs i(z) Rank Corr. T Recall@1 on CIFAR-10H 1
MCInfoNCE 0.04 0.99 0.863
InfoNCE 0.83 0.99 0.858

C.5. Credible Intervals

Since we have a (estimated) posterior distribution P(z|x), we can give a credible interval CI, C Z that the latent z of
falls into with a probability p € [0, 1], i.e., P(z € CI,) = p. We center this interval around the mode of the posterior vVMF,
such that it is a highest posterior density interval (HPDI). Due to the rotational symmetry of the vMF, for a given x(z) and
credible level p, this interval has the form CI, = {z € Z|z u(x) < t}, i.e., all latents z closer to the mode y(z) than a
certain threshold ¢ € [—1, 1] measured by cosine similarity. This threshold is the (approximated) (1 — p) quantile of the
vME.

To visualize this latent interval, we define the credible images interval (CII). This is a pre-image of the corresponding CI and
gives all images whose mode is within the CL i.e., CII, := {z € X|u(z) € CIL,}. This can either be visualized via a GAN
conditional on z € CI, or by images from the dataset with p(x) € CIL,. We note that this does not reflect the aleatoric
uncertainty of those images. We leave this extension for future work.

C.6. Qualitative Evaluation of Aleatoric Uncertainty

Besides the quantitative metrics reported in the main text, we can also take a qualitative look at whether #(z) represents
aleatoric uncertainty in the inputs. Figure 8 visualizes the five images with the lowest and highest & (z) in each class in the
CIFAR-10H test set, i.e., on unseen data. It can be seen that images with a low /%(T) tend to hide characteristic parts of
the object via bad crops, being too far away from the object, or an uncommon perspective. Images with a high %(x) show
characteristic features clearly, making it less ambiguous to tell what they show. In other words, they indeed have a lower
aleatoric uncertainty.
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Figure 8. Images for which MCInfoNCE predicts the highest aleatoric uncertainty , i.e., lowest 4(x), (left) per class qualitatively look
more ambiguous than those with the highest predicted & (z) (right).
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Abstract

Representation learning has significantly driven the field to develop pretrained
models that can act as a valuable starting point when transferring to new datasets.
With the rising demand for reliable machine learning and uncertainty quantification,
there is a need for pretrained models that not only provide embeddings but also
transferable uncertainty estimates. To guide the development of such models,
we propose the Uncertainty-aware Representation Learning (URL) benchmark.
Besides the transferability of the representations, it also meaExamplessures the
zero-shot transferability of the uncertainty estimate using a novel metric. We apply
URL to evaluate eleven uncertainty quantifiers that are pretrained on ImageNet and
transferred to eight downstream datasets. We find that approaches that focus on
the uncertainty of the representation itself or estimate the prediction loss directly
outperform those that are based on the probabilities of upstream classes. Yet,
achieving transferable uncertainty quantification remains an open challenge. Our
findings indicate that it is not necessarily in conflict with traditional representation
learning goals. Code is available at https://github. com/mkirchhof /url.

1 Introduction

Pretrained models are a vital component of many machine learning applications. The driving force
behind their development has been representation learning benchmarks, e.g. Roth et al. (2020); Chen
et al. (2020): They task models to output representations e(z) of input data z that generalize across
datasets in a zero-shot manner. These pretrained representations provide a valuable starting point for
downstream applications, requiring less supervised data to be fine-tuned for specific tasks.

At the same time, uncertainty quantification remains a major challenge in the recent efforts towards
reliable machine learning (Collier et al., 2023; Tran et al., 2022). Uncertainty quantification refers to
estimating the degree of uncertainty or risk «(z) € R in a model’s prediction. This is particularly
important in high-stakes applications such as medical image classification. Here, the model can
refrain from making predictions if the uncertainty, e.g., u(z) := 1 — max, P(Y = y|z), is too high
(Zou et al., 2023; Bouvier et al., 2022). Beyond classification, uncertainty is an inherent property
of vision and language (e.g., low image resolution or ambiguous text inputs) that cannot be learned
away even with large amounts of data (Chun et al., 2022; Kendall and Gal, 2017). Consequently,
recent literature suggests representing images not as points e(x), but as probabilistic embeddings
(Kirchhof et al., 2023; Collier et al., 2023; Chun et al., 2021). Here, u(z) is the variance parameter of
a distribution around e(z) in the embedding space, representing the input’s inherent ambiguity. This
can then be utilized for uncertainty-aware retrieval.
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A major hurdle on the way to reliable uncertainty estimates is that «(z) needs to be trained from
the ground up for each specific task, requiring substantial labeled data. Replicating the successes of
representation learning promises to reduce this burden by pretraining a w(z) which can be transferred
to downstream tasks in a zero- or finetuned few-shot manner. Yet, this transferability of u(z) to new
datasets has not been tested in literature, with previous benchmarks evaluating on the same datasets
they trained on (Detommaso et al., 2023; Nado et al., 2021). Thus, we propose a novel Uncertainty-
aware Representation Learning (URL) benchmark. Models that output both embeddings e(z) and
uncertainty estimates u(x) of any form are pretrained on large collections of upstream data and
evaluated on unseen downstream datasets. The transferability of their embeddings e(x) is evaluated
in terms of the Recall@1 (R@1), as in established representation learning benchmarks (Roth et al.,
2020; Chen et al., 2020). The transferability of their uncertainty estimates w(z) is evaluated with
a novel metric, the Recall@1 AUROC (R-AUROC). It naturally extends R@ 1-based benchmarks
and can be seamlessly integrated in as little as four lines of code, without requiring any new ground-
truth labels. Nonetheless, it is not only an abstract metric but has practical significance: Models with
higher R-AUROC are also more aligned with human uncertainties and react better to uncertainty-
inducing interventions like image cropping.

On this benchmark, we reimplement and train eleven state-of-the-art uncertainty estimators, from
class-entropy baselines over probabilistic embeddings to ensembles, with ResNet (He et al., 2016) and
ViT (Dosovitskiy et al., 2021) backbones on ImageNet-1k (Deng et al., 2009). Our main findings are:

1. Transferable uncertainty estimation is an unsolved challenge (Section 4.2),

2. MCInfoNCE and direct loss prediction generalize best (Section 4.3),

3. Uncertainty estimation is not always in conflict with embedding estimation (Section 4.4),
4. Models with good uncertainties upstream are not necessarily good downstream (Section 4.5),
5

. URL captures how aligned a model is with human uncertainty (Section 4.6).

These findings demonstrate that pretraining models for downstream uncertainty estimation is an
important yet unsolved challenge. We hope that our benchmark will serve as a valuable resource in
guiding the field towards pretrained models with reliable and transferable uncertainty estimates.

2 Related work

Our benchmark connects recent uncertainty quantification benchmarks with representation and
zero-shot learning for unseen data, which we introduce below. Specific datasets and methods for
uncertainty quantification are described in the experiments section when they are benchmarked.

Uncertainty benchmarks. Uncertainty quantification has become an essential consideration for
reliable machine learning, and so several libraries have been recently developed to guide its advance-
ment (Detommaso et al., 2023; Nado et al., 2021). These libraries provide various metrics for eval-
uating and improving uncertainty estimates on in-distribution data. Galil et al. (2023b) and Galil
et al. (2023a) benchmarked over 500 large vision models trained on ImageNet from the timm (Wight-
man, 2019) library and reported that Vision Transformers (ViT) provide the best uncertainty esti-
mates. Further, scaling of these ViTs to up to 22B parameters and pretraining on a large corpus of
upstream data results in very accurate uncertainty estimates (Dehghani et al., 2023; Tran et al., 2022).
However, when moving away from in-distribution data, the quality of uncertainty estimates deteri-
orates (Tran et al., 2022) and we can only expect that they will be generally higher and allow for
out-of-distribution detection (Ovadia et al., 2019). This motivates our benchmark: We aim to de-
velop pretrained models that can generalize their uncertainty estimates and discriminate certain from
uncertain examples even within unseen datasets. While some works applied their uncertainty esti-
mates to unseen datasets (Cui et al., 2023; Collier et al., 2023; Ardeshir and Azizan, 2022; Karpukhin
et al., 2022), their downstream evaluations focused on embeddings, leaving the uncertainty estimates
untested. Our benchmark intends to bridge this gap and assess the transferability of uncertainty es-
timates, with the goal of enhancing large pretrained models towards zero-shot uncertainty estima-
tion. To design a benchmark for transferability, we connect the upper benchmarking techniques to
paradigms from representation and zero-shot learning below.
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| def url_benchmark(pretrained_model, downstream_loader):

2 # Predict embeddings and uncertainties on downstream data

3 labels = embeddings = uncertainties = list()

4 for (image, label) in downstream_loader:

5 embededding, uncertainty = pretrained_model (image)

6 (labels, embeddings, uncertainties).append(label, embedding, uncertainty)

8 # Calculate R@1 and R-AUROC

9 next_neighbor_idx = search_most_similar (embeddings)

10 is_same_class = labels == labels[next_neighbor_idx]

11 r_at_1 = mean(is_same_class)

12 r_auroc = compute_auroc (uncertainties, not is_same_class)
13

14 return r_at_1, r_auroc

Algorithm 1: Adding URL to existing representation learning benchmarks takes only the four
highlighted lines of code.

Representation and zero-shot learning. Transferability is generally evaluated by testing whether
models can make sensible decisions on unseen data. In zero-shot learning (Xian et al., 2017), the
model is tasked to give class-predictions on new downstream classes. This requires both learning a
transferable representation space on upstream data and creating classifier heads for the new classes
from auxiliary information. Representation learning benchmarks (Roth et al., 2020; Khosla et al.,
2020; Bengio et al., 2013) focus on the former. To this end, they use a metric similar to class accuracy,
the Recall@1 (R@1) (Mikolov et al., 2013). It calculates the model’s embeddings of all unseen
downstream data and compares whether each embedding’s next neighbor is in the same class or not.
This tells whether the embeddings are semantically meaningful, such that the pretrained model can
be successfully transferred to downstream tasks. We extend representation learning benchmarks to
additionally judge the transferability of uncertainty estimates. To this end, we propose a metric that
can be implemented on top of the R@1 in four lines of code in the next section.

3 Uncertainty-aware representation learning (URL) benchmark

3.1 Evaluating uncertainty about representations

To quantify its uncertainty, a model f : X — &£ x U is assumed to predict both an embedding
e(x) € & and a scalar uncertainty value u(xz) € U C R for each input image x € X'. We do not
impose restrictions on how u(z) is calculated, e.g., it could be the negative maximum probability of
a softmax classifier, a predicted variance from a dedicated uncertainty module, or the disagreement
between ensemble members. The predicted uncertainty «(z) is commonly benchmarked in terms
of its expected calibration error (ECE), negative log-likelihood, area under the receiver-operator
characteristics curve (AUROC), or abstained prediction curves. All of these measures are w.r.t. the
correctness of a classification decision. Hence, u(z) can only be evaluated in-distribution with known
classes. Our setup involves unseen datasets and classes, so we need to develop a fitting measure.

To this end, let us take Lahlou et al. (2023)’s decision-theoretic perspective on uncertainty quantifica-
tion: Uncertainty quantification is loss prediction. The uncertainty expresses the expected loss of a
model’s decision on a specific datapoint. In Gaussian regression with an Lo loss, the expected loss is
the target’s variance, so an uncertainty quantifier u(x) should be proportional to it. In classification
with a 0-1 loss, u(x) should be proportional to the probability of returning the correct class.

In representation learning, the model’s decision is the embedding e(z) and the loss is the R@1. The
uncertainty quantifier’s goal is then to report the loss attached to the embedding, i.e., u(x) should
be proportional to whether the R@1 will be correct or not. This demonstrates the use case of u(x):
Telling whether an embedding e(x) can be trusted or could be misplaced in the embedding space.
This is an important property as models of the form x — e — y have an information bottleneck in
the quality of the embedding e(z) due to the data-processing inequality (Cover, 1999). For every
downstream task, a higher uncertainty u(z) about e(z) monotonically increases the loss of y(e(x)).
In other words, if the embedding is wrong, then the prediction in any downstream task will be wrong.
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We measure whether the uncertainty quantifier u(z) is proportional to the correctness of the embed-
ding e(x) via the AUROC with respect to whether the R@1 is correct (one) or not (zero), named
R-AUROC. As the R@1 is a 0-1 loss, the R-AUROC can be interpreted as the probability that an in-
correct embedding will receive a higher uncertainty score than a correct embedding (Fawcett, 2006).
An R-AUROC close to 1 means that u(x) clearly separates correct from incorrect embeddings, while
an R-AUROC of 0.5 means that it has no more predictive power than a random guess.

A positive trait of the R-AUROC is that it is indicative of how well-aligned the model is with human
uncertainties and how well the model reacts to uncertainty-inducing interventions (see Fig. 5 and
Section 4.6). It also does not require uncertainty ground-truths and takes only four lines of code to
implement into existing representation learning benchmarks, as shown in Algorithm 1. We choose the
AUROC over other calibration measures such as the ECE because it accepts uncertainties u(x) € R
(instead of u(z) € [0, 1]) and because it avoids some loopholes of the ECE. We discuss these and
more design choices behind this metric in Appendix A.

3.2 URL benchmark protocol

The R-AUROC can be evaluated on any downstream dataset that allows calculating the R@1, i.e.,
has class labels. Yet, in order to keep future results comparable, we propose a benchmark protocol
for uncertainty-aware representation learning (URL). Our code is based on timm (Wightman, 2019)
and available at https://github.com/mkirchhof /url.

Datasets. We train each model on ImageNet-1k (Deng et al., 2009) as upstream dataset. We note
that future works may use larger-scale upstream datasets (Collier et al., 2023; Tran et al., 2022) or
auxiliary information (Han et al., 2023; Ortiz-Jimenez et al., 2023), as long as they stay disjoint to the
downstream datasets. As downstream datasets, we follow the standardized representation learning
protocol of Roth et al. (2020) and use CUB-200-2011 (Wah et al., 2011), CARS196 (Krause et al.,
2013), and Stanford Online Products (Song et al., 2016). We follow the original splits that divide
their classes into equally sized train and test sets. Following Roth et al. (2020), we further divide the
classes in the train set equally into a train and a validation split. In our zero-shot transfering setup, all
models are trained only on the upstream ImageNet dataset and do not use the downstream train splits.
All results report the performance on the test sets, averaged across the three datasets and three seeds.

Hyperparameters. We use the downstream validation split to select the best learning rate, early
stopping, and further hyperparameters of each model individually, see also Appendix B. Each model
is tuned for 10 search iterations via Bayesian Active Learning (Biewald, 2020). The best model is
chosen based on the R-AUROC on validation data, where models with an R@1 below 0.1 on the
validation splits are filtered out. The best model is replicated on three seeds.

Architectures. Following uncertainty quantification and representation learning benchmarks (Wen
et al., 2021; Dusenberry et al., 2020; Roth et al., 2020), we use a ResNet-50 (He et al., 2016) with
an embedding space dimension of 2048 as a backbone. We further study ViT-Medium (Dosovitskiy
et al., 2021) backbones due to their performance (Galil et al., 2023a,b) and increasing number of large-
scale uncertainty quantifiers built on top of them (Collier et al., 2023; Tran et al., 2022). Methods
that predict u(z) with explicit modules use a 3-layer MLP head attached to the embeddings.

Training infrastructure. Each model is trained with an aggregated batch size of 2048, as recent
studies indicate higher batch sizes might benefit uncertainty quantification (Galil et al., 2023b). We
use the Lamb optimizer (You et al., 2020) with cosine annealing learning rate scheduling (Loshchilov
and Hutter, 2017) for all models since it performed best in preliminary experiments. The ResNets
and ViTs are trained on NVIDIA RTX 2080 Ti and A100 GPUs, respectively, for 32 epochs from a
checkpoint pretrained on ImageNet to reduce the computational costs. In total, the experiments took
3.2 GPU years of runtime.

Further metrics. Uncertainty estimates aim to assess the errors made by individual models, so that
they are necessarily model- and performance-dependent. To provide a comprehensive view, we not
only evaluate the quality of the uncertainty estimate using R-AUROC but also consider the model’s
representation learning performance using R@1.
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4 Experiments

4.1 Uncertainty estimators

We apply URL to benchmark two baselines (CE, ), five probabilistic embeddings approaches
(MCInfoNCE, ELK, nivMF, HIB, HET-XL), two direct variance models ( , SNGP), and
two ensembles (Ensemble, ). We introduce each approach below and explain further
details on their reimplementations and hyperparameters in Appendix B and runtimes in Appendix C.7.

Cross Entropy (CE) is a supervised baseline which trains under a cross-entropy loss. It uses the
entropy of the upstream class probabilities u(z) := H(P(Y|x)) as uncertainty estimate.

(Oord et al., 2018) is an unsupervised baseline. Following SIMCLR (Chen et al., 2020), it
takes two random transforms of each image and pulls their embeddings towards each other and repels
them from the remaining batch. itself does not estimate u(x), so we use the embedding
norm u(zx) := ||e(z)||2 as a heuristic (Kirchhof et al., 2022; Scott et al., 2021; Li et al., 2021).

MClInfoNCE (Kirchhof et al., 2023) follows the unsupervised setup of , but predicts a
certainty x(x) =: 1/u(z) along with each embedding to define a distribution in the embedding space,
so called probabilistic embeddings. It draws samples from them and applies on each.

Expected Likelihood Kernel (ELK) (Kirchhof et al., 2022; Shi and Jain, 2019) also predicts
certainties x(x) =: 1/u(z) to define probabilistic embeddings. The probabilistic embeddings are
compared to class distribution via an expected likelihood distribution-to-distribution kernel (Jebara
and Kondor, 2003). This makes it a supervised probabilistic embedding-based loss.

Non-isotropic von Mises-Fisher (nivMF) (Kirchhof et al., 2022) is analoguous to ELK, but models
class distributions as non-isotropic von Mises-Fisher distributions, thereby allowing different vari-
ances along each embedding space axis. Image certainties are still scalars x(z) =: 1/u(z).

Hedged Instance Embeddings (HIB) (Oh et al., 2019) predicts variances o(x) =: u(x) of proba-
bilistic embeddings. Samples are drawn to compute match probabilities between two images. It aims
to increase the match probabilities of same-class pairs and decrease that of different-class ones.

Heteroscedastic Classifier (HET-XL) (Collier et al., 2023) differs from the above probabilistic
embeddings approaches in that it predicts full covariance matrices ¥ (z) in the embedding space. It
draws samples from these probabilistic embeddings to calculate the expected P (Y |z). We test both
u(z) := det X(x) and the class entropy u(z) := H(P(Y|z)) as possible uncertainty estimates.

Spectral-normalized Neural Gaussian Processes (SNGP) (Liu et al., 2020) model class logits
as Gaussian Processes with a predicted mean and a heteroscedastic variance. They are pooled into
class probabilities P(Y'|z) and trained under a CE loss. The entropy of these probabilities serves as
uncertainty value u(x) := H(P(Y|z)).

Loss Prediction ( ) approaches (Upadhyay et al., 2023; Lahlou et al., 2023; Levi et al., 2022;
Laves et al., 2020; Yoo and Kweon, 2019) in regression treat uncertainty quantification as secondary
regression task. We apply the same principle to classification, where we task the uncertainty module
u(z) to predict the (gradient-detached) CE loss at each sample via an Lo loss added to the train loss.

Deep Ensembles (Lakshminarayanan et al., 2017) train multiple randomly initiated networks under a
CE loss to obtain several predictions. They are pooled one class distribution P(Y |x). We define the
uncertainty either via its entropy u(x) := H(P(Y|x)) or the Jensen—Shannon divergence between
the ensemble members’ class probability distributions. Following (Lee et al., 2015), we only train
multiple output heads and share the backbone to reduce computational complexity.

(Gal and Ghahramani, 2016) applies Dropout (Srivastava et al., 2014) at inference time.
This gives multiple predictions per input, imitating the upper Ensemble. We use both the entropy
u(z) := H(P(Y|x)) and the Jensen—Shannon divergence between the ensemble members’ class
probability distributions as possible uncertainty metrics.

4.2 Transferable uncertainty estimation is an unsolved challenge
Fig. 1 presents the URL benchmark results, i.e., the R-AUROC calculated for all above approaches on

ResNet and ViT backbones. The barplot shows the minimum, average, and maximum performance
across three seeds of each hyperparameter-tuned approach.
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Figure 1: Zero-shot uncertainty estimates of pretrained models (bars) do not reach the performance
of many-shot models yet (dashed line). The URL benchmark aims to guide the field to close this gap.
Minimum, average, and maximum R-AUROC across three seeds.

Before comparing the models, we first investigate whether the transferability problem URL addresses
is already solved by any of the existing methods. To obtain an upper reference, we additionally train
a ResNet 50 with standard cross-entropy loss and entropy of the class probabilities as uncertainty
prediction on the downstream test classes (split into a train and test split for this experiment only). This
many-shot performance of 0.68 is not reached by any of the methods that transfer their uncertainty in
a zero-shot way, marking URL as an open challenge. In the standard R@1, this gap has already been
closed in representation learning (see Appendix C.1) and we hope that URL guides the field towards
the same for transferable uncertainty estimation.

4.3 MCInfoNCE and direct loss prediction generalize best

To compare the approaches in detail, in addition to Fig. 1, Fig. 2 reports both the downstream
uncertainty and R@1 performance. The overall best method is , with the second-best average
R-AUROC of 0.568, close to the best method, MCInfoNCE, with an average R-AUROC of 0.569,
while maintaining the second-best average R@1 of 0.53, close to the best R@1 of 0.57 achieved by
nivMF. MCInfoNCE marks the best performance in both metrics within the ResNet models, closely
followed by nivMF. This is remarkable as it is the only unsupervised method aside from the

baseline. One final noteworthy mention is ELK which provides decent uncertainty estimates on both
ResNets and ViTs, whereas most other models vary in their performance depending on the backbone.

When grouping the approaches, those that directly model the variance ( , SNGP) appear
to have an edge on the ViTs, especially , which is the only method that disentangles
variance estimation from how the class logits are calculated. Such disentanglement via having two
losses could be added to other approaches in future works. Probabilistic embeddings, especially
MCInfoNCE, nivMF and ELK, also show promising performance both on the bigger ViTs and
the smaller ResNets. Ensembles fail to provide transferable uncertainty estimates. The baselines
unsurprisingly fail, indicating that well-calibrated class probabilities on the upstream dataset do not
serve as good uncertainties on downstream data. We investigate this further in Section 4.5.

4.4 Uncertainty estimation is not always in conflict with embedding estimation

A commonly raised concern is whether or not uncertainty quantification deteriorates the prediction,
or, in the representation learning setup, the embedding quality. In the previous section, we have
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Figure 2: Among ViTs and ResNets, respectively, and M CInfoNCE transfer best both in

terms of uncertainty estimates (y-axis), measured by our R-AUROC, and embedding quality (x-axis),
measured by Recall@1. Three seeds per model and architecture.
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Figure 3: Best hyperparameters chosen for R@1 and for R-AUROC for each model. For some
models, there is one best hyperparameter for both, resulting in a point, but most have a large trade-off.
Average performance across three seeds.

already seen that can achieve both with only a slight trade-off to the best method in each
category. In this section, we further detail this question within each model class.

Fig. 3 shows the performance of the best hyperparameters chosen according to R-AUROC or
according to the R@]1. If there was no trade-off, the points would lay at the same position or only
have a short line connecting them. This is the case for MCInfoNCE, ELK, nivMF, HET-XL, and
Ensemble on ViTs and MCInfoNCE, , and on ResNets. The remaining 14 of
the 22 approaches show large tradeoffs, e.g., —0.21 R@1 for 4+-0.01 R-AUROC for HIB on ViTs.
Whereas this comparison regards only the two extreme ends of the spectrum, Appendix C.2 measures
the rank correlation across all tested hyperparameters. It shows a similar conlusion, with 15 out of 22
approaches trading off uncertainty and prediction. However, from another perspective,

nivMF, and MCInfoNCE are model classes that provide good performance in both 51multane0usly.
Hence, the question of whether there is a general trade-off between uncertainty estimation and
prediction is still up to debate. Studying these models and mitigating the model-internal trade-offs is
an interesting future work that we hope URL can enable.
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Figure 4: The R-AUROC on upstream data does not indicate the performance on downstream data
(left). Yet, the percentage of upstream images where a cropped version receives a higher uncertainty
is indicative (right). Plots show all hyperparameters, including non-optimal ones.

4.5 Models with good uncertainties upstream are not necessarily good downstream

We have seen that CE is unable to transfer its well-calibrated upstream uncertainty estimates to
downstream datasets. This brings up the question of how much the upstream and downstream
uncertainty quantification abilities coincide in general. Fig. 4 (left) shows that the majority of models
achieves an R-AUROC above 0.7 on the upstream seen classes. But this does not indicate a good
downstream performance (Rank Corr. 0.09), neither across nor within model classes (unlike up- and
downstream R@ 1, which transfers better, see Appendix C.3). This demonstrates that transferable
uncertainty quantification will not solve itself by merely becoming better on the upstream data.

This also opens a question about model choice: If the upstream performance cannot tell how well the
model’s uncertainty predictions will perform downstream, how should we select pretrained models?
In this paper, we used downstream validation data. However, if we are limited to upstream data,
we may test the uncertainty module in a more general task that also holds downstream. In Fig. 4
(right), we calculate how often the model assigns a higher uncertainty value to a cropped version of
an image than to the original image. The rank correlation of 0.54 with the downstream R-AUROC
signals that models that perform well on this general uncertainty task also tend to generalize better to
the downstream data. This means that general uncertainty tasks might be good heuristics to choose
models, reinforcing practices in recent literature (Kirchhof et al., 2023).

4.6 URL captures how well-aligned a model is with human uncertainty

While the R-AUROC is simple and theoretically founded, readers might still wonder why we want to
drive the development of models based on this rather technical-seeming metric. In this section, we
show that the R-AUROC reflects how well-aligned the model is with human uncertainties.

To verify this, we use five additional downstream datasets from Schmarje et al. (2022): CIFAR-10H
(Peterson et al., 2019), Benthic (Langenkémper et al., 2020; Schoening et al., 2020), Pig (Schmarje
et al., 2022), Turkey (Volkmann et al., 2022, 2021), and Treeversity#1 (Arnold Arboretum, 2020).
They present human annotators with naturally ambiguous images and record their uncertainty by
collecting multiple class annotations per image. The entropy of this distribution measures the
human uncertainty A(2z) = H(Puman(Y]2)). We can then measure the alignment of the model
/s uncertainties with human uncertainties via rank correlation a(f) = Rank Corr.({u(z), h(x)}.).
Fig. 5 (left) shows that this alignment metric a(f) is positively correlated with the R-AUROC (Rank
Corr. 0.80). Further, Fig. 5 (right) shows that the same holds for the correlation between R-AUROC
and how well a model detects the uncertainty introduced synthetically via cropping (Rank Corr. 0.71),
as in the previous section. This means that the R-AUROC is not just a technical metric, but reveals
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Figure 5: If a model has a high R-AUROC, it is likely also well-aligned with human uncertainties
(left). Further, it is likely able to detect uncertainties induced via synthetical cropping (right). All
results on five further downstream datasets from Schmarje et al. (2022).

how well a model’s uncertainty estimate is aligned with human and synthetical notions of uncertainty,
despite not requiring access to human uncertainty ground truths.

4.7 URL is no out-of-distribution detection benchmark

Last, we want to clarify how URL is different from out-of-distribution (OOD) detection benchmarks
like (Ovadia et al., 2019). While both test uncertainty estimates on OOD data, the goal is different:
In OOD detection benchmarks, the uncertainty estimates are tasked to be generally higher for
OOD than for in-distribution (ID) samples. In URL, we look only at the OOD data and see if the
uncertainties within this data are correctly sorted. This is because our use-case is not to build OOD or
anomaly detectors, but pretrained models whose uncertainty estimates generalize to new datasets. In
Appendices C.4 and C.5 we show that methods with good OOD detection abilities are not necessarily
good in URL or vice versa. This demonstrates that URL is concerned with predictive uncertainty
estimation (and generalization), which is largely driven by aleatoric uncertainty, rather than epistemic
uncertainty estimation, which is tested in OOD benchmarks.

5 Conclusion

Summary This paper proposes the uncertainty-aware representation learning (URL) benchmark.
On top of the Recall@1, URL adds an easy-to-implement metric that evaluates how well models
estimate uncertainties on unseen downstream data. Besides having a theoretical foundation, it also
behaves similarly to practical metrics like the alignment with human uncertainties. In benchmarking
eleven state-of-the-art approaches on ResNet and ViT backbones, we found that the challenge URL
poses is far from being solved. We hope that URL guides the field to overcome this challenge and
yield models with reliable pretrained uncertainty estimates.

Outlook We gathered some insights that might guide future developments: Both unsupervised and
supervised methods can learn transferable uncertainty estimates. This is not necessarily at stakes
with the embedding and prediction quality. However, many methods have internal trade-offs in their
hyperparameters. A deeper analysis of the reasons for this trade-off could allow us to control and
mitigate it. Loss prediction and probabilistic embedding methods are currently the most promising
approaches. They may be combined to enhance each other and define a new state-of-the-art.

Limitations Although URL allows using any upstream benchmark, we have focused on ImageNet-
1k to train all current methods on the same ground. We leave the investigation of further scaled
datasets to forthcoming research. Further, we hyperparameter-tuned each model individually with the
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same budget, but the vast number of hyperparameters in some models, like SNGP, means that our
active learning search may have missed some fruitful combinations. Finally, our study concentrates
on zero-shot uncertainty estimates. It will be an interesting endeavour to see if pretrained models
with good zero-shot estimates also accelerate learning uncertainties in few-shot scenarios.
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A  FAQ on URL benchmark and R-AUROC

A.1 Why AUROC with respect to R@1 and not accuracy?

First attempts in zero-shot learning literature measured the accuracy on unseen classes. This required
learning not only an embedder, but also constructing classifier labels, usually through prototypes
or attributes. Subsequent approaches in representation and deep metric learning seeked generally
transferable embeddings, where no information is known about the test classes. So, it was impossible
to give class logits and calculate an accuracy. Instead they measure the R@1. We have the same
goal of transferring uncertainty estimates to unknown test conditions, so we built up the uncertainty
benchmark on predicting whether the R@1 will be correct or wrong. This measures the risk inherent
to the embedding, rather than the (classification) downstream task, which is unknown in advance.
However, the risk in the embedding is a bottleneck to the potential subsequent classification layer
and we indeed observe in Appendix C.3 that R@1 and accuracy are highly correlated, so that the
difference is negligible.

A.2  Why a ranking-based metric (AUROC) and not probability-based calibration?

The AUROC measures if the predicted uncertainties are ranked such that the most uncertain have the
most erroneous predictions. It is intriguing to use a different metric, which is to predict the probability
of error directly as a value in [0, 1]. However, this metric fundamentally cannot be calibrated before
the downstream task is known: In classification, we do not know how many classes there will be and
beyond classification, our uncertainty metric should indicate the prediction risk, but without knowing
the loss or its range in before, we cannot calibrate the uncertainty estimates. Therefore, the best
strategy is to give a correctly ranked uncertainty metric, which is what AUROC measures. It can be
calibrated into the [0, 1] region for the downstream task at hand once data is available. Another point
is that a [0, 1] estimate has the trivial solution of always giving a random prediction the certainty being
the prior over the classes. A ranking based metric cannot do that, as that would have an AUROC of
0.5. The AUROC thus forces the model to quantify ~ow uncertain it is, not only that it is uncertain.

A.3 Does URL measure predictive, aleatoric, or epistemic uncertainty?

The R-AUROC in our setup measures the predictive uncertainty, in other words, the overall expected
risk of a prediction. We believe this overall uncertainty is most relevant when seeking a reliable model.
Note, however, that the AUROC uses a rank-based relative comparison of the uncertainty estimates.
This means that a constant high uncertainty on out-of-distribution data does not suffice; instead, the
model needs to quantify how uncertain it is, not just that it is uncertain. This is influenced both by the
inherent ambiguity of the downstream sample (aleatoric) and how far it is from the upstream data
(epistemic).

A.4 How is the AUROC implemented precisely?

We use the TorchMetrics implementation (Detlefsen et al., 2022). It applies the trapezoidal rule
and uses every uncertainty value as a possible threshold.

A.5 Why CUB200-2011, CARS196, and Stanford Online Products?

Our definition of URL is agnostic of the datasets and can be applied to any downstream dataset.
For this paper, we use CUB200-2011 (Wah et al., 2011), CARS196 (Krause et al., 2013), and
Stanford Online Products (Song et al., 2016), because they are commonly used as zero-shot learning
and representation learning datasets. We hope that this status prevents data-leakage to upstream
pretraining datasets.

A.6 Can URL also be implemented for downstream datasets that don’t have labels?
Throughout this paper, we measure the R@1 by seeing if the next neighbor of a test image has the

same class label. This is to ensure the compatibility with representation learning benchmarks. One can
also define a self-supervised R@1 (e.g., seeing if a crop of the same image is detected as belonging
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to that image). In this case, R-AUROC automatically generalizes to this form of supervision, as it
still measures errors in R@1, regardless of how it was computed.

A.7 Can URL be applied beyond vision tasks?

Yes. URL can be deployed whenever there is a downstream dataset on which we measure a R@1.

B Reimplementations and hyperparameters

All methods benchmarked in this paper are re-implemented and hyperparameter tuned to ensure
a consistent comparison. First, let us explain the hyperparameters shared by all approaches: As
backbones, we use ResNet-50 (He et al., 2016) architectures with 224x224 inputs and 2048-dim max-
pooled embeddings, and ViT-Medium (Dosovitskiy et al., 2021) with an input size of 256x256 split
into 16x16 patches. All models are tuned for 32 epochs with a Lamb optimizer (You et al., 2020). 16
minibatches of size 128 are accumulated to reach a summed batch size of 2048, unless otherwise
noted. The learning rate is fixed at the first epoch, then warmed up for five epochs and cooled down
using a cosine scheduler (Loshchilov and Hutter, 2017). The learning rate is a hyperparameter for
all approaches, searched over a range of [0.0001,0.01]. The hyperparameter search is extended by
more runs if the optimal value is close to a boundary. Let us now describe the approaches and their
additional hyperparameters in detail. All optimal hyperparameters are reported in the code appendix.

B.1 Cross-Entropy (CE)

The CE baseline applies a cross-entropy loss to the class-logits output by a final linear layer appended
to the embeddings. It has no hyperparameters except the learning rate.

B.2 InfoNCE

(Oord et al., 2018) uses two random crops per input image that are considered positive,
whereas the remaining batch is considered negative. This results in a doubled VRAM usage, so that
the batch size is reduced to 21 minibatches of 96 images each. uses an (inverse) temperature
parameter ¢, tuned within [8, 64]. All embeddings e are normalized to lay on the unit sphere, where
ef and e denote the positive and ¢~ all negative embeddings. The final loss is

L=—t-ef el +log > exp <t : efTe_) +log Y exp (t : e;Te_> (D
e~ €Batch e~ €Batch

B.3 MCInfoNCE

MClInfoNCE (Kirchhof et al., 2023) works similar to , except that it does not directly
compare the embeddings, but samples from estimated posteriors si"l ~ VMF(ef, k(e])), s; i~
VMF(eg , k(e3)), s; ~ VMF(e™, k(e™)). The concentration, i.e., inverse uncertainty, « is estimated
from a 3-layer MLP attached to the embeddings. Its initial value is either randomly initialized

or warmed up to 0.001, which is a hyperparameter. The second hyperparameter is its (inverse)

temperature ¢ € [8,64]. Like , it uses a reduced batch size of 21 times 96. The loss is
obtained by calculating the loss for 16 samples s; from the respective posteriors.
1 & T T T
,Czﬁzft'sii s;i+log Z exp(twL si_)Jrlog Z exp (ts;'l 31'_) 2
=1 s, €Batch s; €Batch

B.4 Expected Likelihood Kernel (ELK)

ELK uses a ProxyNCA formulation, as proposed in Kirchhof et al. (2022). Like MCInfoNCE, it
parametrizes posteriors ( = VMF(e, k(e)) from each image’s normalized embeddings e and a 3-
layer MLP for k. Its initial value is either randomly initialized or warmed up to 0.001, which is a
hyperparameter. ELK is supervised and learns vVMF class distributions p. foreachclassc =1,...,C.
The concentrations of these classes are scaled up by the hyperparameter ¢ € [8, 64], which takes a
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similar role to the inverse temperature in the previous losses. These are compared to the embedding

posteriors via a distribution-to-distribution similarity function elk_sim. This is solved analytically,

not requiring sampling. With p* denoting the true class of the given sample, the loss can be written as
c

L = —elk_sin(¢, p*) + log Z exp (elk_sim(¢, p¢)) - 3)

c=1
B.5 Non-isotropic von Mises-Fisher (nivMF)

nivMF (Kirchhof et al., 2022) has the same hyperparameters and loss as ELK, except that the class
proxy distributions p. are non-isotropic vMFs. Since the expected-likelihoood between the image
embeddings’ vMFs and the classes’ non-isotropic vMFs has no analytical solution, it is Monte-Carlo
approximated with 16 samples.

c
L = —approx_elk_sim((, p*) + log Z exp (approx_elk_sim((, p.)) - (@)

c=1
B.6 Hedged Instance Embeddings (HIB)

HIB (Oh et al,, 2019), like MCInfoNCE, takes samples from estimated posteriors s,; ~
vMF(e,, k(e )), where e,, are the image’s Ly normalized embeddings e,, and « is estimated by a
3-layer MLP. Its initial value is either randomly initialized or warmed up to 0.001, which is a hyper-
parameter. HIB then calculates a matching probability by comparing the samples of every pair of
images n, m in the batch: p, , = 3;°, sigmoid (¢ - 5! ;5,, ; + ), where t € [8,64] is a hyperpa-
rameter similar to the (inverse) temperature and b € [—8, 8] is a second hyperparameter. The match-
ing probability should be high for images with the same label and low for images with different labels.
Let Zs,me denote the pairs of images with the same label and Zgigeren the pairs with different labels,
both without self-matches. Then the loss is

L= ! Z 1ngn,m + ; Z 1ngn,m 5 (5)

; Z-same Zdifferent
| | (n,m) € Zsame | ‘ (1,m) € Lgifferent

where | - | denotes the cardinality of the set. As opposed to the original implementation, we use
cosine distances instead of Lo distances and remove the prior regularizer. This is to make HIB
more comparable to the other approaches in this paper. We also changed the second term from
encouraging low log match probabilities for different labels (—log(1 — py, m)) to discouraging high
ones (+log py m), which stabilized training. HIB requires additional VRAM and thus uses 21
batches of size 96 (43 of size 48 on ViTs).

B.7 Heteroscedastic Classifier (HET-XL)

HET-XL (Collier et al., 2023) predicts a distribution in the embedding space for each image. It
then takes samples and calculates a Monte Carlo estimate of the expected model output under the
embedding distribution. As opposed to the other probabilistic embedding approaches from above, it
operates in Euclidean space by predicting a Gaussian distribution N (¢(x; 0), 3 (x5 6oy )) With a low-
rank approximation of the covariance matrix ¥'(2;0.v) = V(2) T V() + diag(d(z)). V(z) and
d(x) are output by a linear layer attached to the embeddings. The number of columns in V' increases
the rank of the low-rank approximation, but also the number of parameters that the final linear layer
has to predict, and thus the memory requirements. We thus set this hyperparameter to 1 (exploratory
experiments with a rank of 10 did not show increased performance). The final loss is

Leross-entropy (Eer [softmax, (W (¢(z;0) + € ()] ,y)  with € (2) ~ N (0,2 (2;0c0v)) » (6)
where the softmax temperature 7 is a learnable parameter.

B.8 Spectral-normalized Neural Gaussian Processes (SNGP)

SNGP (Liu et al., 2020) predicts a Gaussian distribution
N (6(2)T8,6(2)T (1 +T@)"

1

o(x)) )
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over the class logits, which is cast into class probabilities via a mean-field approximation. These
class probabilities are then trained under a CE loss. /3 is a learnable parameter matrix, ¢(x) =
cos (Wh(z) + b) is a feature embedding based on frozen random parameters W and b, and ® " & is
the empirical covariance matrix of the feature embeddings over the training dataset. The method also
applies spectral normalization to the hidden weights in each layer in order to satisfy input distance
awareness. We treat whether to apply spectral normalization through the network and whether to use
layer normalization in the last layer as hyperparameters.

B.9 Direct Loss Prediction (Losspred)

trains a classifier under a cross-entropy loss and uses its uncertainty module «, a 3-layer
MLP attached to the embedding space, to predict the value of the cross-entropy loss. Both components
are balanced by the hyperparameter A € [0.01,0.99]:

4 2
L = Leross-entropy (z,y) + A (“(I) - ﬁgféigﬂmpy(mv y)) : ®)
The gradients of Lgfégﬂ‘gﬁmpy inside the L, loss are detached to prevent fitting it to «(x), instead of

the other way around. Besides A, a second hyperparameter is whether or not to warm up « to 0.001.

B.10 Deep Ensemble

Ensemble (Lakshminarayanan et al., 2017) has 10 classifier heads attached to the embedding space.
Their logits are transformed into probabilities by a softmax and then averaged. This average is trained
under a CE loss. Ensemble has no hyperparameters other than the learning rate.

B.11 MCDropout

(Srivastava et al., 2014) trains with a dropout rate of [0.05, 0.25], which is a hyperpa-
rameter. During inference time, it keeps the dropout activated to sample 10 logits and averages them
like Ensemble.

C Additional results

C.1 Pretrained models already close the gap in terms of R@1

This section compares the models in terms of their R@1. To this end, we hyperparameter-tuned them
with respect to R@1, and not R-AUROC. Similar to the main text, we also add an additional baseline
that was trained on the downstream classes, where the original test split was split into equal sized
train and test splits.

Fig. 6 shows these performances. As opposed to the R-AUROC, we can see that the gap between
pretrained zero-shot and many-shot models is much tighter in terms of the R@1. The best pretrained
ResNet-50 has an average R@1 of 0.48 vs. 0.54 when training on the downstream data.

Surprisingly, when it comes to R@1, CE is among the best two approaches both for ResNet and ViT
backbones. In fact, three of the four best approaches on ViTs and two of the four on ResNets rely
on CE as part of their loss. The approaches that do not rely on CE are probabilistic embeddings —
nivMF on ResNet and ViT and ELK on ResNet.

C.2 R@1 and R-AUROC correlate negatively in most models

In extension to the plot that compared the best hyperparameter setup for R-AUROC to the best for
R@1, Fig. 7 and Fig. 8 present the trade-offs for all tested hyperparameters.

The general picture is the same as in the comparison of best vs best: Most models show a trade-

off between achieving the best R-AUROC and the best R@1. This is indicated by a negative rank

correlation in 15 out of 22 models. Still, there are some models where the uncertainty estimation

and prediction performances correlate moderately positively (0.4 < Rank Corr. < 0.72). These are
and MCInfoNCE on ResNets, and HET-XL, nivMF, and HIB on ViTs.
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ResNet 50 trained on downstream test classes

Downstream R@1

ResNet 50 ViT Medium

Figure 6: Pretrained models achieve an almost as good R@1 on unseen downstream data as models

trained on the downstream data. Minimum, average, and maximum R@1 per model. Model
hyperparameters were optimized w.r.t. R@1.

As mentioned in Appendix B, each approach was tested on 10 hyperparameters, with 2 additional
runs on other seeds for the best hyperparameters. The reason that some plots show less than 12 points
is that those had a R@1 < 0.1 on the downstream datasets and were excluded from the analysis.
Some plots also show more than 12 points. This is because their best hyperparameter for R@1 was
unlike that for R-AUROC, adding another 2 runs on different seeds for the R@1. Further, some
approaches had optimal hyperparameters close to the original search bounds, such that the search
was extended, leading to additional points in the plots.
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Figure 7: R@1 and R-AUROC are negatively correlated on seven out of ten model classes with
ResNet backbones. Plot shows all tested hyperparameter combinations.

136



0.540
0.535
0.530
0.525
0.520

0.515

Downstream R-AUROC

0.510

0.54

0.53

0.52

0.51

0.50

Downstream R-AUROC

0.55

0.54

Downstream R-AUROC

Downstream R-AUROC

Figure 8: R@1 and R-AUROC are negatively correlated on seven out of ten model classes with ViT
backbones. Plot shows all tested hyperparameter combinations.
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C.3 Further correlation of up- and downstream metrics

This section reports further metrics for each model. These include a new metric (top-1 accuracy on
upstream ImageNet) and all downstream metrics (R@1, R-AUROC, percentage where cropped image
has higher uncertainty) on the upstream dataset.

Fig. 9 shows the pairwise correlations between all metrics, for every tested hyperparameter setting.
Let us first consider the new metric, ImageNet top-1 accuracy, on its own. The best-performing
models are a CE and a nivMF ViT, with an accuracy of 0.84 each. Other than them, L.osspred and
HET-XL on ViTs also have a high accuracy, similar to the results on the R@1 benchmark.

Regarding correlations between metrics, accuracy and R@1 are highly correlated, as expected.
Further, models with a high accuracy or R@1 on ImageNet also have a high R@1 on the downstream
data, resulting in the small gap explained in Appendix C.1. While up- and downstream R-AUROC
do not correlate, up- and downstream percentage of cropped images having a higher uncertainty
correlate nearly linearly. This reinforces that the percentage can be considered as a general notion of
uncertainty. It should, however, be noted that ELK ViTs already achieve a performance of 0.99 on
this metric, even on downstream data, such that it is not able to guide the field as well as R-AUROC.

.
= o 5= ol
- 3

g " .. .V’;
“v ug -

Figure 9: Correlations between several up- and downstream metrics across all models and hyperpa-
rameter choices.
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C.4 Class-entropy is useful for OOD detection

OOD AUROC

ResNet 50 ViT Medium

Figure 10: Cross-entropy and embedding norm-based uncertainty estimators have the best OOD
detection capabilities. Averaged AUROC of distinguishing ImageNet vs CUB, ImageNet vs CARS,
and ImageNet vs SOP. Error bars indicate minimum/maximum performance across seeds.
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Figure 11: Embeddings of OOD images tend to have smaller Ly-norms than embeddings of ID
images. Embedding norms are from InfoNCE models that use the (inverse) norm as uncertainty
estimate (without using them during training) and reach an OOD AUROC of 0.73.

In this section, we study if uncertainties on downstream data are generally higher than for the upstream
data. To this end, we perform out-of-distribution detection experiments: Using the same pretrained
models as before, we calculate their uncertainties on downstream dataset samples and on an equally
sized set of upstream samples. We quantify how well the predicted uncertainties distinguish whether
the sample was from a downstream dataset (1) or not (0) by calculating the AUROC on ImageNet vs
CUB, ImageNet vs CARS, and ImageNet vs SOP, and averaging them across the datasets.

Fig. 10 shows the average result across all seeds, along with minimum and maximum performances.
Generally, pretrained models perform differently than in the URL benchmark in the main text. This
is because the OOD task benchmarks epistemic uncertainty (i.e., OOD data just has to have generally
high uncertainties). On the other hand, the URL benchmark tests predictive uncertainties on OOD
data. There, it is not enough to predict high values on OOD data but the models need to differentiate
within them, which lays more focus on aleatoric uncertainty. In more detail, models that directly
predict variances or losses do not provide as good OOD performance. Models that use class-entropy
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as uncertainty estimates (SNGP, HET-XL, CE, Ensemble, and, only on ViTs, M CDropout) and
also InfoNCE, which uses the norm of the embedding vector, do work well.

There is an intuitive explanation for this. The latter models implicitly provide epistemic uncertainty
estimates by construction: ResNets and ViTs embed inputs with less known features closer to the
origin. As an example, Fig. 11 shows that for InfoNCE, the embedding norms of OOD samples are
smaller. Note that this is no trained behaviour; InfoNCE only trains on normalized embeddings, so
the norms occur naturally. In InfoNCE, we use this embedding norm directly as uncertainty estimator.
But the same happens in models that use the class entropy: Embeddings with small norm lay close to
the origin, where they lead to uniform distributions over the classes, i.e., a high entropy.

In summary, the OOD experiment reveals that probabilistic embeddings and loss prediction methods
provide aleatoric uncertainty estimates, whereas models that explicitly or implicitly use the embedding
norm provide good epistemic uncertainty estimates. Some models, like SNGP, provide a mixture
and are good in both tasks.

C.5 Uncertainties on mixtures of in- and out-of-distribution data

Eval Time (

ResNet 50 ViT Medium

Figure 12: Cross-entropy based uncertainties provide the best mix of OOD detection capability and
ordering within ID and OOD uncertainties. R-AUROC on mixed ImageNet+CUB, ImageNet+CARS,
and ImageNet+SOP data. Error bars indicate minimum/maximum performance across seeds.

In some applications, models might encounter a mixture of in-distribution and out-of-distribution
data. In this case, the model both needs to assign higher uncertainties to the OOD data and it needs to
differentiate the uncertainties within both the ID and the OOD sets. This blends the OOD detection
of the previous experiment with traditional ID calibration and the OOD calibration of the URL
benchmark.

Fig. 12 measures the R-AUROC on a mixture of upstream and downstream data. As in the previous
experiment, we use 50/50 splits of ImageNet+CUB, ImageNet+CARS, and ImageNet+SOP, and
average across those combinations. We find that HET-XL. and SNGP, which previously performed
well on both OOD detection and the URL benchmark, also perform well on this mixed task. The
remaining models tend to follow the ranking of the OOD benchmark rather than that of URL. This
indicates that good epistemic uncertainty estimation outweighs aleatoric uncertainty estimation in
this task. This is intuitive, because the R-AUROC measures how likely it is that a wrong prediction
has a higher uncertainty than a correct one. In such a 50/50 split of ID and OOD data, the capability
to distinguish ID from OOD data, and thus data with generally less errors from data with generally
more errors, thus leads to a higher R-AUROC.
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This serves to demonstrate that the quality of an uncertainty estimate always depends on the task and
setup at hand. While OOD detection and ID calibration are ideally both reflected within the very
same predictive uncertainty value, both are of different importance depending on the data mixture.

C.6 Few-shot uncertainties starting from pretrained models

0.72
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Figure 13: Cross-entropy training on the downstream test data reaches the zero-shot AUROC of 0.6
at 2-5 samples. R-AUROC of pretrained models when finetuned on the downstream test classes.

In this section, we provide an initial attempt on a few-shot experiment. We use both the best three
pretrained models (ELK, MCInfoNCE, and nivMF for ResNet 50; ELK, , and SNGP
for ViT Medium) along with the CE model as pretrained checkpoints and continue to train under
the same hyperparameters and losses on k € {1,2, 5,10} samples of each class of the downstream
datasets. This is done on the test classes of the downstream classes, which were separated into disjoint
train and test samples for this experiment. We train on each CUB/CARS/SOP separately and average
their performance.

Fig. 13 shows the minimum, maximum and average performance across the seeds. First, we can
see that the normal cross entropy training reaches the zero-shot R-AUROC of the currently best
pretrained models at around 2 samples per class (totaling in 200 samples on CUB, 196 on CARS, and
22636 on SOP). This again demonstrates the point that the challenge URL addresses is unsolved yet.
It also shows that knowledge of the specific downstream task can increase the uncertainty estimators
quality even at only a few samples. Second, we find that most pretrained models increase their
performance as well. This, however, happens not for all models and is highly noisy. We attribute this
to the simple setup of our experiment, which uses the same hyperparameters as for the pretraining and
performs standard training as opposed to specialized few-shot methods. Finding best practices to tune
pretrained uncertainties to downstream few-shot tasks is a promising undertaking for future research.

C.7 Uncertainty estimation does not add significant computational costs

Table 1 reports the computational complexity during all benchmarks. It shows the number of
parameters as proxy for RAM usage, the duration of the first training epoch and evaluation, and the
time needed for each sample during evaluation. These results were collected on the go and there are
possible confounders such as network storage workload. We thus recommend to interpret them as
rough indicators. Note also that ViTs were run on NVIDIA A100 GPUs, and ResNets on NVIDIA
RTX2080TTIs (except HET-XLon ResNet, due to RAM usage).

First, we see that explicit uncertainty estimation does not come at a high RAM cost. The 3-layer
MLP serving as uncertainty head for MCInfoNCE, ELK, nivMF, HIB, and adds 4.2M
parameters to a ResNet or 2.6M to a ViT. The difference is due to the ViT’s lower-dimensional
embedding space. Bigger increases occur only for ensembles, which uses additional classifiers with
10 - 2.1M parameters on ResNets and each 10 - 0.5M on ViTs.
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Model Parameters (Millions) Epoch Time (s) Inference time per sample (ms)

. CE 25.6 5971 3.7
5 23.5 6703 3.7
§ MCInfoNCE 27.7 6656 3.8
« ELK 29.8 6703 3.8
£ nivMF 29.8 6256 3.8
- HIB 29.8 7279 3.8
S HET-XL (on A100) 33.9 (4189) (2.3)
s 29.8 6526 3.7
2 25.6 7105 13.1
% Ensemble 46.0 6002 3.7
& SNGP 28.7 7632 3.7

CE 38.9 4922 2.8
- 38.3 7804 2.7
S MCInfoNCE 41.0 0883 24
j ELK 415 4838 2.7
S nivMF 415 4121 24
E HiB 41.5 3950 2.5
5 HET-XL 39.4 4205 2.4
s 415 3814 2.6
e 38.9 4721 9.6
» Ensemble 44.0 4107 2.5

SNGP 42.0 4811 2.9

Table 1: Computational costs of all approaches. Epoch times include training on ImageNet as well as
evaluating on all eight downstream datasets.

Training times should be interpreted with caution due to the aforementioned network storage. How-
ever, in general uncertainty estimates do not seem to exceedingly increase the train time, with be-
tween -22% and +28% over the CE baseline. Taking multiple samples during training (M CInfoNCE,
nivMF, HIB, HET-XL) also does not systematically increase runtime. This is likely due to their
efficient sampling implementations (Kirchhof et al., 2022; Davidson et al., 2018; Ulrich, 1984). The
only consistent runtime cost occurs when training unsupervised models ( , MCInfoNCE),
which need to forward propagate two augmentations of each sample to obtain have positive pairs.

Similarly, providing an uncertainty estimate at inference takes only up to 0.1 additional milliseconds
on ResNets, because the uncertainties are all calculated within a single forward pass, and sampling
was only required for the losses during training. The only exception here is , which
requires making 10 full forward passes during inference, which increases the time by a factor of
roughly 3.6. The factor is not 10, because loading the data and storing the results is part of the
measured elapsed time.

In summary, we find that uncertainty estimates only have small computational costs if they are
implemented in a forward fashion.
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Abstract

Accurate uncertainty estimation is vital to trust-
worthy machine learning, yet uncertainties typ-
ically have to be learned for each task anew.
This work introduces the first pretrained uncer-
tainty modules for vision models. Similar to stan-
dard pretraining this enables the zero-shot trans-
fer of uncertainties learned on a large pretraining
dataset to specialized downstream datasets. We
enable our large-scale pretraining on ImageNet-
21k by solving a gradient conflict in previous
uncertainty modules and accelerating the train-
ing by up to 180x. We find that the pretrained
uncertainties generalize to unseen datasets. In
scrutinizing the learned uncertainties, we find that
they capture aleatoric uncertainty, disentangled
from epistemic components. We demonstrate
that this enables safe retrieval and uncertainty-
aware dataset visualization. To encourage appli-
cations to further problems and domains, we re-
lease all pretrained checkpoints and code under
https://github.com/mkirchhof/url.

1. Introduction

With every prediction comes the risk of an error. Uncer-
tainty estimates quantify this expected error in order to
defer predictions and catch errors before they happen, a key
requirement for trustworthy machine learning (Mucsanyi
et al., 2023). Uncertainty quantification has seen tremen-
dous advances in recent years, bringing principled methods
such as Gaussian processes (Liu et al., 2020) and probabilis-
tic embeddings (Oh et al., 2019; Kirchhof et al., 2023a; Kim
et al.; Nakamura et al., 2023) to large-scale computer vision
(Tran et al., 2022; Dehghani et al., 2023; Collier et al., 2023).
Recent benchmarks reveal that they excel at their metrics
and are ready for application (Galil et al., 2023a;b). How-
ever, there is a lack of widespread adoption of uncertainty
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ter, Germany *TUM University, Munich, Germany. Correspon-
dence to: Michael Kirchhof <michael dot kirchhof at uni dash
tuebingen dot de>.

Preliminary work.

0.8 -
.o
0.7 -
) = T
g w1 fE -
= Rand g
<I andom g 1]
“ 044 | &
[e) w
< ~ 3
S 039 '8 = & - B3
g S S SN E NSNS
N 024 =z S - 2
S 5 2 g > ©n  © Z
4 FEE % i) E g o ¥ 3
- g 5% E & = o < & 5
= O O U U mw O AL @©n U K «»n

0.0

unseen datasets

Figure 1. Our pretrained uncertainties generalize to unseen
datasets. The R-AUROC measures the quality of uncertainty esti-
mates on zero-shot datasets, see Section 4.

methods by practitioners. The hurdle is that modern uncer-
tainty quantification methods can be complex, making them
difficult to implement and increasing the inference costs. So
what if uncertainty estimates were as easy to access as being
shipped along with every pretrained model?

We seek a method that is simple to implement and train,
even on large scales, and most importantly does not inter-
fere with the main objective of a practitioner’s model. One
group of recent methods stands out on these terms: Feed-
forward uncertainties (Cui et al., 2023; Kirchhof et al., 2022;
Yoo & Kweon, 2019; Oh et al., 2019). They an auxiliary
uncertainty head to a deep network that is evaluated along-
side every forward pass. Not only is this cheap and simple
to implement, it was also recently found that its uncertainty
estimates transfer well (Kirchhof et al., 2023b).

Our work solves a remaining gradient conflict of these feed-
forward uncertainties to guarantee non-interference with the
main objective. We also implement massive caching in our
pretraining pipeline, reducing the train time by a factor of
up to 180x. This enables us to scale up both the pretraining
dataset to ImageNet-21k Winter-2021 (ImageNet-21k-W)
(Deng et al., 2009) and the vision backbone to large Vision
Transformers (Dosovitskiy et al., 2021).

Figure 1 shows that our pretrained uncertainties now transfer
beyond the train dataset to unseen datasets, outperforming
previous zero-shot uncertainties (Kirchhof et al., 2023b).
We find that the learned uncertainties are generalizable no-
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tions of aleatoric uncertainty disentangled from epistemic
uncertainty. This enables multiple use-cases: Beyond er-
ror prediction, we showcase novel applications like safe
retrieval and uncertainty-aware dataset visualization. To fa-
cilitate widespread adoption, we release checkpoints for our
pretrained uncertainties along with efficient code to pretrain
them for arbitrary model architectures.

In summary, our contributions are:

We develop a method which learns pretrained uncer-
tainties that transfer zero-shot.

This is based on fixing a gradient conflict in previous
feed-forward uncertainties and speeding up the training
by 180x, enabling large-scale pretraining (Section 3.3).

* Our uncertainties represent aleatoric uncertainty, dis-
entangled from epistemic uncertainty (Section 4.5).

We apply the uncertainties to improve the reliability of
retrieval and to aid data visualization (Section 5).

2. Related Work

Large-scale uncertainty quantification. Uncertainty quan-
tification has recently been scaled rapidly. Within one year,
the largest vision models capable to perform uncertainty
quantification grew from 1B (Tran et al., 2022) to 22B
parameters (Dehghani et al., 2023). Benchmarks have in-
creased accordingly. Previous surveys on out-of-distribution
detection of 32x32 sized images (Ovadia et al., 2019) have
been scaled to real-world images (Galil et al., 2023a) and
to several additional tasks (Galil et al., 2023b). One such
task is the uncertainty-aware representation learning (URL)
benchmark that pretrains an uncertainty estimator and then
tests zero-shot uncertainties on unseen datasets (Kirchhof
et al., 2023b). Our work sets a new state-of-the-art on this
task. In particular, we provide pretrained uncertainty mod-
ules for large computer vision models, independent from
the classes or specific task of a dataset.

Feed-forward uncertainties. State-of-the-art models at-
tempt to give such transferable uncertainties by moving
away from classifier-layer uncertainties and towards uncer-
tainties in the representation space (Collier et al., 2023).
This approach falls under the category of feed-forward or
deterministic uncertainties (Postels et al., 2022). They have
a specialized uncertainty module that outputs predicted un-
certainties during the forward pass of the model at minimal
computational costs, which enables scaling. A variational
take on this are probabilistic embeddings (Oh et al., 2019;
Chun, 2023; Kim et al.; Nakamura et al., 2023) that output
a variance estimate to give a distribution of possible repre-
sentations instead of just one. This has recently been proven
to recover the aleatoric uncertainty of the true posterior

(Kirchhof et al., 2023a) and improve retrieval performance
(Karpukhin et al., 2022). As opposed to such indirect ap-
proaches, a second group of feed-forward approaches makes
uncertainty quantification a direct regression task (Yoo &
Kweon, 2019; Cui et al., 2023; Lahlou et al., 2023; Laves
et al., 2020). In initial experiments, we found this direct ap-
proach to scale better. We use it as a starting point to develop
our pretrained uncertainties in the next section, overcoming
some remaining challenges to enable scaling.

3. Developing Pretrained Uncertainties

In this section we set out the desired properties of our pre-
trained uncertainties and then extend a popular feed-forward
uncertainty method to satisfy these properties in the large-
scale pretraining case.

3.1. Basic Principles

We develop pretrained uncertainties from basic principles
for scalability and ease of use, in order of importance:

(i) Non-interference with primary task. Adding pre-
trained uncertainties to a model should not worsen
the performance of the pretrained model’s primary
objective, e.g., its accuracy.

(i) Generalization. The predicted uncertainty estimates
should reflect general forms of uncertainty that transfer
to unseen datasets and tasks beyond the pretraining
data and task.

(iii) Flexible adjustment. The uncertainties should be
general enough to adapt to new tasks and/or datasets
that downstream practitioners might introduce.

(iv) Minimal overhead. Providing uncertainties add only
minimal runtime and memory usage to the main task
prediction model.

(v) Scalable optimization. Training should converge sta-
bly to ensure scalability to large pretraining corpora.

In summary, we seek a download and forget approach that
requires minimal interventions from practitioners.

3.2. Recap: Loss Prediction

We now introduce a simple yet general uncertainty method
that we build our method upon. From a decision theory per-
spective, giving an uncertainty estimate means predicting
how wrong one thinks one’s estimate is. The key is that
any task’s level of wrongness is defined by its loss L. So
in loss prediction (Yoo & Kweon, 2019; Cui et al., 2023;
Lahlou et al., 2023; Laves et al., 2020), the model has an
additional module w that predicts the model’s own loss at
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Figure 2. Pretrained uncertainties are returned by an auxiliary head
(blue) that is trained to predict the classification loss of each image.

each of its predictions. This is learned via a Ly loss be-
tween u and the (gradient-detached, det.) main task loss
L3 (y, f(z)) at every sample (z,y). This is trained along

with the main task (Kirchhof et al., 2023b), yielding the
combined objective L:

L = Lask(y, f(x)) + (ule(x)) — Ligi(y, F(2)))*. (D)

The uncertainty module « is implemented as a small MLP
head u(e(z)) on top of the model representations e(z). This
makes it cheap to compute during the forward pass, fulfill-
ing the minimal overhead principle (iv). Loss prediction’s
uncertainties also adapt to any loss, fulfilling the flexibility
principle (iii), and transfer well (Kirchhof et al., 2023b),
fulfilling the generalization principle (ii).

Yet, loss prediction’s implementation has a limitation: Fig-
ure 3a depicts a conflict between the uncertainty and the
classification task. Their gradients interact negatively with
one another, deteriorating the joint backbone and violating
the non-interference principle (i). To resolve it, the current
implementation stops early, roughly at epoch 12 in the plot.
However, this early stopping is at odds with the scalability
principle (v). Below, we fix these issues.

3.3. Enhancing Loss Prediction
We introduce four changes to the above loss prediction:

1. Stopgrad. As visualized in Figure 2, we add a stopgrad
behind the uncertainty module. This prevents its gradients
from flowing to the backbone and interfering with the clas-
sification head. This strictly ensures the non-interference
principle (i), and, indeed, the training now converges ro-
bustly, see Figure 3b. This way, uncertainties can be trained
in parallel to the main task, as opposed to only in post-hoc.

2. No early stopping. With the gradient conflict resolved,
there is no more need for early stopping. The uncertainty
head converges to its maximum at the end of the training in
Figure 3b, making the training scalable as per principle (v).

3. Cache everything. Since the classification head and
backbone are now independent from the uncertainty head,
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we pretrain and then freeze them before training the uncer-
tainty module. Only the uncertainty objective remains:

L = (u(e(z)) - Lig(y, f(2))) ()

This can be optimized efficiently: The uncertainty module
uses only the representations e(x) as inputs, and, likewise,
the task loss depends only on them via f(z) = c(e(x)),
where c is the classifier layer. So, we do not need to load
the images x or run them through the backbone, but can
cache the representations e(z) of the whole training pro-
cess once (all epochs, including random augmentations).
When learning the uncertainty module on top of a pretrained
model, this increases the train speed by a factor of 180x
and reduces the memory usage so far that we can pretrain
uncertainties even for large models on single GPUs (or even
CPUs). This paves the way for scalability: After caching
the representations once, training the uncertainty module of
a ViT-Large for seven ImageNet-21k-W epochs takes 2:26
hours on a single V100 GPU as opposed to 18 days with the
standard loss prediction implementation.

4. Scale-free uncertainties. With the current L5 loss, the
uncertainty module is trained to match the scale of the pre-
training loss. However, a downstream user might switch to
a different loss on a different scale, which would introduce
destructive gradients during finetuning. Thus, we switch to
the ranking-based objective of Yoo & Kweon (2019):

£ =max(0, 1z - (u(e(z1)) — ule(zz)) +m)), 3)

= {H (LS, () > L )

—1,else

For every pair of images x; and x-, the indicator function
compares which image has the higher primary task loss
[,ﬂfslk. Then, the uncertainty « of that sample is forced to be
higher than that of the other sample, by a margin of at least
m = 0.1. This unties the uncertainty values from the scale

of the task loss, improving on the flexibility principle (iii)."

4. Experiments

We now study the main objective of pretrained uncertainties,
their performance on downstream datasets. Additionally,
we investigate which types of uncertainties they represent.

4.1. Experimental Setup

We are interested in how good our uncertainties perform
on unseen datasets. This challenging zero-shot transfer is
simple with our pretrained uncertainties, our enhanced loss

'Being scale-free also means being uncalibrated. However, this
is not a disadvantage for pretrained uncertainties, because during
pretraining the downstream task is unknown, hence it is impossible
to be calibrated for the unseen downstream task in the first place.
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(a) Vanilla Loss Prediction

(b) Ours: Loss Prediction + Stopgrad

Figure 3. (a) The uncertainty and classification heads of Loss Prediction are in conflict. We solve this in (b) by adding a stopgrad. It
ensures that the uncertainty head’s gradients do not interfere with those of the classifier head, stabilizing the performance of both. The
uncertainty and classifier heads were finetuned on ImageNet-1k on a pretrained (but unfrozen) ViT-Base backbone.

prediction module outputs an uncertainty u(x) for every
image x from the downstream task. In order to measure
the quality of these uncertainty estimates, we follow URL
(Kirchhof et al., 2023b) in using the representation AUROC
(R-AUROC) metric. It performs a 1-nearest neighbor clas-
sification on the representations e(z) on all images of a
downstream dataset. The uncertainties u(z) should then be
higher for images that are misclassified, which is quantified
by the area under the ROC curve between the predicted un-
certainties and whether or not the representation is correct
in the sense that it is placed next to another representations
of the same class. The R-AUROC can benchmark uncer-
tainties when the classes are unseen during training, but if
classes are seen during training, it is highly correlated with a
conventional classification AUROC (Kirchhof et al., 2023b).
In all experiments we also report the 1-nearest neighbor ac-
curacy (Recall@1) from representation learning to quantify
the retrieval performance of the representations and verify
the non-interference principle (i) above.

We focus on Vision Transformers (Dosovitskiy et al., 2021)
of several sizes and report results for the ViT-Base unless
otherwise noted. Their backbone and classifiers were al-
ready pretrained by (Steiner et al., 2021) on ImageNet-
21k-Winter-2021 (ImageNet-21k-W) (Deng et al., 2009)
in t imm (Wightman, 2019), so we only train the uncertainty
module. As we show in Section 4.4, our approach is ro-
bust to architecture and optimizer hyperparameters, so we
use the default values reported in Appendix A, inter alia a
lightweight 2-layer MLP with width 512 for the uncertainty
head. We train each model on five seeds and report the me-
dian as well as the distance to the maximum or minimum,
whichever is larger, to provide an interpretable means to
judge the variation.

As datasets, we use ImageNet-21k-W for pretraining and
twelve datasets that span a variety of natural image domains
for zero-shot transfer. Three are used in the URL bench-

mark, namely CUB-200-2011 (Wah et al., 2011), CARS196
(Krause et al., 2013), and Stanford Online Products (SOP)
(Song et al., 2016). Seven are the natural images datasets of
the Visual Task Adaption Benchmark (VTAB) (Zhai et al.,
2020), namely Caltech101 (Fei-Fei et al., 2004), Oxford IIIT
Pets (Parkhi et al., 2012), CIFAR100 (Krizhevsky, 2009),
Scene Understanding 397 (SUN) (Xiao et al., 2010), Ox-
ford Flowers 102 (Nilsback & Zisserman, 2008), Describ-
able Textures (DTD) (Cimpoi et al., 2014), and Street View
House Numbers (SVHN) (Netzer et al., 2011). The remain-
ing two are CIFAR10 (Krizhevsky, 2009) and Treeversity#1
(Schmarje et al., 2022).

4.2. Pretrained Uncertainties Generalize

We first test the generalization principle (ii) on the twelve
unseen datasets. Figure 1 shows that our pretrained uncer-
tainties generalize well on eleven of the twelve datasets. The

best R-AUROCS (Caltech101: 0.758 , Oxford Pets:
0.740 , and CIFAR10: 0.739 ) are close
to that of the pretraining dataset (0.791 ). In Ap-

pendix B we find that the zero-shot R-AUROC is higher on
datasets that are closer to the domain spanned by ImageNet-
21k-W, as one would expect from a pretrained model. This
implies that further scaling the pretraining corpus, which
is possible with our efficient training, may further benefit
performance. The performance also depends on the granu-
latity of the zero-shot dataset. SVHN for example demands
fine-grained house number disambiguation. It is harder to
assign a pretrained uncertainty to such specialized tasks
without knowing them in advance.

4.3. A New State-of-the-art

How do these results compare to the transfer performances
of other methods in the field? The URL benchmark (Kirch-
hof et al., 2023b) has recently tested the R-AUROC of eleven
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Figure 4. Our pretrained uncertainties outperform the approaches in the URL benchmark (Kirchhof et al., 2023b). The URL benchmark
trained ViT-Mediums on ImageNet-1k. We reimplement its best approach (orange) on ViT-Base (green), then enhance it with our changes
(red), and finally scale the training of ours to ImageNet-21k with various ViT sizes (blue). Each dot is one seed.

(a) Most certain images (u(z) < 0.04)

(b) Most uncertain images (u(x) > 0.38)

Figure 5. Pretrained uncertainties separate clear from ambiguous images on Stanford Online Products, a zero-shot dataset.

approaches on the CUB, CARS, and SOP datasets, averaged.
URL tested the methods on ViT-Medium, a niche architec-
ture that does not have ImageNet-21k checkpoints available.
Thus, we switch to ViT-Base and reimplement URL’s best
performing method, the original loss prediction from Sec-
tion 3.2. We reuse their codebase for compatibility.

Figure 4 shows the results, both in terms of R-AUROC
and Recall@1. First, we find that our ViT-Base loss pre-
diction reimplementation (red stars) achieves comparable
performance to the original ViT-Medium backbone (orange
stars). We then enhance the original loss prediction with our
changes from Section 3.3 (green crosses). We find that the
Recall@1 increases by 0.065 because the backbone
is no longer deteriorated by the uncertainty module gradi-
ents. The Recall@1 is now constant because we only train
the uncertainty head anymore, keeping the pretrained back-
bone frozen. This does not restrict the R-AUROC of the un-
certainty head, it in fact increases slightly by 0.021

Finally, we scale from ImageNet-1k to ImageNet-21k-W
pretraining (blue crosses). This increases the R-AUROC
again by 0.028 on the ViT-Base. Because we now

use a different ImageNet-21k-W pretrained checkpoint, its
Recall@1 changes. Upon training uncertainty modules
for various ViT sizes, we find that they all have higher
R-AUROC than the previous state-of-the-art. This demon-
strates the generality of our approach.

4.4. Negative Results: Simple Beats Complex

Before we continue, we share some negative results. In Ap-
pendix C, we experiment with several techniques to further
improve our method, including softening the loss function,
uncertainty-induced training data augmentations, architec-
ture changes, optimizer modifications, and initialization
schemes. However, none of them significantly improve the
uncertainties beyond the method presented in Section 3.3.
Thus, to avoid adding unnecessary complexity, we decide
to keep our approach as clean and simple as it is.

4.5. Pretrained Uncertainties ~ Aleatoric Uncertainty

If pretrained uncertainties work on unseen datasets, then
which uncertainties do they capture? In this section, we
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Figure 6. Pretrained uncertainties grow as images are deteriorated. Distributions and medians over unseen datasets (CUB, CARS, SOP).
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Figure 7. Pretrained uncertainties are systematically higher for Im-
ageNet Real.-H images with multiple possible labels.

find that they model primarily aleatoric uncertainty and are
mostly invariant to epistemic uncertainty. We conduct all
analyses on unseen datasets and the ViT-Base model, unless
otherwise noted.

To form a working hypothesis, we give some randomly se-
lected examples with low and high predicted uncertainty in
Figure 5. Although the network was not trained on this task,
eBay product images, it correctly gives low uncertainties to
clear and high uncertainties to ambiguous images. Not even
a human expert or a Bayes classifier will be able to reduce
the ambiguous images’ uncertainty to zero, their ambiguity
is intrinsic. This is known as aleatoric uncertainty. We hy-
pothesize that pretrained uncertainties represent this form
of uncertainty. Below, we investigate this hypothesis.

Human ambiguities. Aleatoric uncertainty is what is left
even when an expert makes a prediction, for example a
human annotator. So, we compare the model uncertainties
to those of human annotators. ImageNet-1k Real.-H (Beyer
et al., 2020) re-collected labels for the 50,000 images in the

67 3 ImageNet-21k-W
] CUB+CARS+SOP
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Figure 8. Pretrained uncertainties are consistent between train and
unseen datasets, indicating the absence of epistemic uncertainty.

ImageNet-1k validation set.”> While clear images kept their
original Dirac label, annotators gave multiple or no labels to
an image if it was ambiguous. Figure 7 shows that pretrained
uncertainties are systematically higher on images the human
annotators considered ambiguous (AUROC 0.701). This
reinforces the aleatoric uncertainty hypothesis.

Interventional study. Second, we run an interventional
experiment to induce aleatoric uncertainty. We deteriorate
the images of the unseen datasets by blurring, overlaying
with grey boxes, zooming in strongly, and adding Gaussian
noise. Except zooming, these transformations were not
applied during pretraining. Figure 6 shows that each of these
transformations increases the pretrained uncertainties, the
more strongly we deteriorate the images. This is additional
evidence for the aleatoric uncertainty hypothesis.

No sign of epistemic uncertainty. We now consider the
opposite hypothesis: Besides aleatoric uncertainty, do pre-

2Qur pretraining dataset ImageNet-21k-W covers the classes of
ImageNet-1k but neither its validation images nor any soft labels.
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Figure 9. Visualizing pretrained uncertainties makes it easy to identify outliers in a tSNE plot. Images with high uncertainty u(z) are
larger and transparent. Six classes of the zero-shot Oxford Pets dataset.

trained uncertainties comprise epistemic uncertainty? This
uncertainty arises when a model has not seen an input before.
Note that this would be detrimental to a pretrained uncer-
tainty model, since it is intended to be used (exclusively) on
unseen datasets where every image would be highly epis-
temically uncertain, drowning out the aleatoric signal. To
test for epistemic uncertainty, we compare the pretrained
uncertainties of in-distribution pretraining images to those
of out-of-distribution images from unseen datasets. Figure 8
shows that the uncertainties on the pretraining data are sim-
ilarly distributed to the unseen dataset (pairwise AUROC
0.503 ). This suggests they are primarily capturing
aleatoric uncertainty.

In summary, our results suggest that pretrained uncertain-
ties quantify the amount of aleatoric uncertainty in an im-
age, both in- and out-of-distribution, without being con-
founded by epistemic uncertainty. This constitutes signifi-
cant progress for the ongoing efforts to disentangle epis-
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temic from aleatoric uncertainty (Wimmer et al., 2023;
Valdenegro-Toro & Mori, 2022).

5. Application Examples

In this section we showcase two applications that are un-
locked by our new pretrained uncertainties.

5.1. Uncertainty-aware tSNE

Pretrained representations are often used to visualize
datasets using methods like tSNE (van der Maaten & Hinton,
2008) or UMAP (Mclnnes et al., 2018). With pretrained un-
certainties, we can now communicate inhererent ambiguities
and explain outliers in these plots.

Figure 9 shows a tSNE visualization of six dog breeds in
Oxford Pets, an unseen dataset. If an image has a high pre-
trained uncertainty, it is plotted as a larger and increasingly
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transparent circle. The core region of each class cluster,
typified by many small opaque circles, is now visually dis-
tinct from border regions and outliers, which are typified by
collections of large transparent circles. By inspecting the
images that underlie each representation, we verify that the
core regions with low uncertainties comprise prototypical
images whereas more uncertain images are often cropped
out or in a camera angle that makes the exact dog breed am-
biguous. We can also see that images lying in other classes’
regions are often highly uncertain. Such misclassifications
can be prevented by using our uncertainty-enhanced tSNE
plots by allowing practitioners to understand and adjust the
data preprocessing and filtering.

5.2. Safe Retrieval

This outlier identification can also be automated and utilized
to make image retrieval more robust, enabling safe retrieval.

Consider again the Oxford Pets dataset in Figure 9. If we
add a new dog image and search for its nearest neighbor,
existing next-neighbor retrieval systems (Douze et al., 2024)
may match it to an ambiguous image since these tend to
lay at border regions. Similarly, if our new image itself
is ambiguous, it is likely misplaced and existing systems
will match it an arbitrary class. We can utilize pretrained
uncertainties to tackle both of these problems by

1. Rejecting queries that are uncertain, and

2. Removing ambiguous images in the existing dataset,
making it impossible to match to them.

As an example, we reject and/or clean the 10% most un-
certain images per class in Oxford Pets. Table 1 shows
that a typical cosine-distance based next-neighbour search
achieves a Recall@1 of 0.772 , or in other words
a rate of 0.228 wrong retrievals. Refusing to re-
trieve images when the input query is uncertain reduces
this error rate by 14% to 0.196 and cleaning the
dataset from ambiguous images as potential retrieval part-
ners reduces it by an additional 17%. These improvements
are not only observed on unseen dataset but also on data
that the retrieval system is familiar with. When using the
ImageNet- 1k validation set, whose classes were seen during
ImageNet-21k-W pretraining (but whose validation images
are unseen), deferring ambiguous queries reduces the error
rate by 10% and cleaning the database reduces another 10%.
All of these improvements are obtained automatically and
fully unsupervised - we do not need to know the ground truth
label of either the input or the database, since pretrained
uncertainties can be computed for any input.

These are only first demonstrations of the opportunities that
pretrained uncertainties offer. We anticipate further applica-
tions building up on pretrained uncertainties. For example,

1-NN error Oxford Pets ImageNet-1k
Full datasets 0.228 0.382
+ clean queries 0.196 0.343
+ clean database  0.163 0.307

Table 1. Pretrained uncertainties reduce the error rate of next-
neighbour retrieval systems by rejecting ambiguous queries and/or
removing ambiguous images from the database.

recent literature proposes retrieving a set of potential neigh-
bours that is close to an ambiguous input with respect to
its representation uncertainty (Kirchhof et al., 2023a). This
can be implemented with pretrained uncertainty since they
give uncertainties about representations. Similarly, confor-
mal prediction (Angelopoulos & Bates, 2022) can view our
pretrained uncertainties as a scoring function and calibrate
its uncertainty predictions to downstream datasets. To facili-
tate future research, we provide all pretrained uncertainty
checkpoints and code under the link in the abstract.

6. Conclusion

This work introduces a pretrained uncertainty module for
computer vision models that is simple, cheap and scalable.
We demonstrate its scalability by pretraining on ImageNet-
21k-W. Our pretrained uncertainties method gives state-of-
the-art zero shot uncertainty estimates on unseen datasets
i.e. without finetuning. In future work, we anticipate scaling
to even larger pretraining datasets as well as extending the
method to pretraining objectives beyond classification and
beyond the vision domain. We expect our fixes to the vanilla
loss prediction method, that eliminate interference between
uncertainty prediction and the main task, to also help in
other feed-forward uncertainty quantifiers. By providing
pretrained checkpoints, we intend to support applications
similar to enhanced visualization and safe retrieval.

Impact Statement

Our uncertainties are intended to capture errors before they
happen and reveal uncertainties that would remain unde-
tected when images are solely expressed as representation
vectors. This makes models more safe and trustworthy by al-
lowing them to fulfill their tasks with less errors. We enable
an easier access to these uncertainties by our ease-of-use
principles and providing plug-and-play checkpoints. We see
this as a positive impact on both the community and society.
As with all general-purpose machine learning advancements,
this assumes that a practitioner does not develop a model
with a harmful task, which is beyond our sphere of influence.
Additionally, we encourage researchers to follow our exam-
ple of finding ways to significantly reduce training costs for
a lower energy consumption during training. We provide
our code standalone to help start these efforts.
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A. Training details

Architecture. With d. denoting the dimensionality of the (flattened) embeddings e(z) of each ViT size, our pretrained
uncertainty module has the following size across all ViT sizes: Linear (d., 512), LeakyReLU (negative
slope 0.01), Linear (512, 512), LeakyReLU (negative slope 0.01), Linear (512, 1),
Softplus (=1, threshold=20). The softplus in the end is to ensure that all uncertainties are strictly positive. This
could be dropped since our uncertainties are scale free, but we added it for convenience of interpretation.

Optimizer. We train on ImageNet-21k-W for 460 episodes of 200,000 images, corresponding to roughly seven full epochs.
We use a cosine learning rate scheduler that warms up the learning rate from 0.0001 to 0.0028 for 25 episodes and then
decays it down to 1e-8 for the remaining episodes. We use an AdamW (Loshchilov & Hutter, 2017) optimizer with 81 = 0.8
and B> = 0.95. We apply weight decay of strength 0.0001. These settings are constant for all experiments, without any
hyperparameter tuning.

Augmentations. We use the torchvision (TorchVision, 2016) augmentations that t imm applies by default. Inter alia, all
images are cropped to 224x224 pixels. We first apply a RandomResizedCropAndInterpolation (size= (224,
224), scale=(0.08, 1.0), ratio=(0.75, 1.3333), interpolation=bilinear bicubic), and
then randomly add RandomHorizontalFlip (p=0.5) and withp = 0.4 aColorJitter (brightness=[0.6,
1.4], contrast=[0.6, 1.4], saturation=[0.6, 1.4], hue=None).

B. Transfer analysis

In this section, we analyze which datasets our pretrained uncertainties transfer to. We hypothesize that they behave similarly
to the classifier head for ImageNet-21k. To test this, we use the entropy of the 21k class predictions of the classifier head as
uncertainties and test its R-AUROC. We find that our pretrained uncertainties achieve a similar performance on all datasets.
This indicates that pretrained uncertainties works on datasets similar enough to ImageNet-21k that its classifier is also
informative. Note that this classifier method is not applicable to provide pretrained uncertainties in practice since it requires
maintaining a heavy classifier head (17M parameters for ViT-Base), violating principle (iv), is not scalable to datasets with
more classes, violating principle (v), and is not available outside ImageNet-21k classification, violating principle (iii).

Dataset Pretrained Uncertainties 21k Classifier Entropy
ImageNet-21k 0.791 0.798
Caltech 101 0.758 0.808
Oxford Pets 0.740 0.724
CIFAR 10 0.739 0.716
CIFAR 100 0.706 0.696
SUN 0.691 0.697
Oxford Flowers 0.659 0.679
Describable Textures 0.649 0.610
CUB 200 0.626 0.608
Stanford Online Products 0.607 0.591
CARS 196 0.589 0.554
Treeversity 0.560 0.565
SVHN 0.495 0.524

Table 2. Pretrained uncertainties perform similarly to using the entropy of the ImageNet-21k classifier head as uncertainty estimate (note
that this is impractical due to its size and violating the first principles in Section 3.1). This implies that pretrained uncertainties cover
roughly the classes that ImageNet-21k also covers.

C. Simple beats Complex: Negative Results

We test multiple adjustments to our loss, architecture and optimizer in Table 3. We report the average R-AUROC on
the unseen datasets CUB, CARS, and SOP as in the URL protocol, evaluated for five seeds on a ViT-Base pretrained on
ImageNet-21k-W.

The first change regards the loss function. Currently, when comparing two images, it always requires one image to have
a pretrained uncertainty of at least 0.1 larger than the other one. In the formula below, we add an ’approximately equal’
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category, such that images whose ground-truth loss is within a leeway [ are not required to have different loss values:

1A L8 (g1, f(21)) > T+ L85 (o, f(2))
Leo={ —1 i L&, fle0) +1 < L% (o, f(22) - ®)
0 , else

However, at several values of the allowed leeway [, this does not change the performance outside the margin of error of the
baseline method (0.608 ).

Second, we change the size of the uncertainty head MLP. By default it has 2 hidden layers of width 512. We either shrink
it to 1 hidden layer with width 256 or enlargen it to 3 hidden layers of width 1024. While there is a slight trend favoring
smaller heads, it does not exceed the margin of chance.

Third, we briefly experimented with initializing the uncertainty module with zero-weights. However, this failed to train at
all, which is theoretically expected.

Fourth, we add strong augmentations that add different types of aleatoric uncertainty to half of the train dataset. None of
these increase the performance, with some even deteriorating it. While this might seem counterintuitive, we presume such
artificial sources of uncertainty do not reflect the uncertainties occuring on real images.

Last, we experiment with optimizers other than our default AdamW with cosine learning rate scheduler. While Lion
collapses after less than one epoch, SGD performs slightly better than the baseline. However, it might be a false positive,
especially taking multiple testing into account. Indeed, the reason we did not select SGD for the main paper is that it did not
systematically outperform AdamW during our preliminary experiments on the validation splits with less seeds. The test
splits were held strictly secret until the writing of the paper. We suggest future researchers to experiment with replacing
their advanced optimizers by SGD.

Method R-AUROC
Default 0.608
Softened loss (I = 0.001) 0.607
Softened loss (I = 0.01) 0.607
Softened loss (I = 0.1) 0.609
Smaller uncertainty module 0.611
Larger uncertainty module 0.606
Initialize uncertainty module with zero 0.500
AugMix (Hendrycks et al., 2020) for 50% of train data  0.606
CutMix (Yun et al., 2019) for 50% of train data 0.575
MixUp (Zhang et al., 2018) for 50% of train data 0.552
Blurred images for 50% of train data 0.609
Small crops for 50% of train data 0.610
Box overlay for 50% of train data 0.606
Adam optimizer (Kingma & Ba, 2015) 0.609
Lion optimizer (Chen et al., 2023) 0.500
SGD optimizer 0.614
Step learning rate scheduler 0.607

Table 3. No change to loss, architecture, optimizer, or data augmentation improves the performance. R-AUROC averaged across CUB,
CARS, and SOP as in the URL protocol, for five seeds on a ViT-Base.
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