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Abstract

Artificial neural networks in computer vision have yet to approach the broad performance
of human vision. Unlike humans, artificial networks can be derailed by almost imper-
ceptible perturbations, lack strong generalization capabilities beyond the training data
and still mostly require enormous amounts of data to learn novel tasks. Thus, current
applications based on neural networks are often limited to a narrow range of controlled
environments and do not transfer well across tasks.

This thesis presents four publications that address these limitations and advance visual
representation learning algorithms.

In the first publication, we aim to push the field of disentangled representation learning
towards more realistic settings. We observe that natural factors of variation describing
scenes, e.g., the position of pedestrians, have temporally sparse transitions in videos. We
leverage this sparseness as a weak form of learning signal to train neural networks for
provable disentangled visual representation learning. We achieve competitive results on
the disentanglement_lib benchmark datasets and our own contributed datasets, which in-
clude natural transitions.

The second publication investigates whether various visual representation learning ap-
proaches generalize along partially observed factors of variation. In contrast to prior
robustness benchmarks that add unseen types of perturbations during test time, we com-
pose, interpolate, or extrapolate the factors observed during training. We find that the
tested models mostly struggle to generalize to our proposed benchmark. Instead of pre-
dicting the correct factors, models tend to predict values in previously observed ranges.
This behavior is quite common across models. Despite their limited out-of-distribution
performances, the models can be fairly modular as, even though some factors are out-of-
distribution, other in-distribution factors are still mostly inferred correctly.

The third publication presents an adversarial noise training method for neural networks
inspired by the local correlation structure of common corruptions caused by rain, blur, or
noise. On the ImageNet-C classification benchmark, we show that networks trained with
our method are less susceptible to common corruptions than those trained with existing
methods.

Finally, the fourth publication introduces a generative approach that outperforms existing
approaches according to multiple robustness metrics on the MNIST digit classification
benchmark. Perceptually, our generative model is more aligned with human vision com-
pared to previous approaches, as images of digits at our model’s decision boundary can



Abstract

also appear ambiguous to humans.

In a nutshell, this work investigates ways of improving adversarial and corruption ro-
bustness, and disentanglement in visual representation learning algorithms. Thus, we
alleviate some limitations in machine learning and narrow the gap towards human capa-
bilities.

Vi



Kurzfassung

Die kiinstlichen neuronalen Netze des computergesteuerten Sehens kénnen mit den viel-
faltigen Fihigkeiten des menschlichen Sehens noch lange nicht mithalten. Im Gegen-
satz zum Menschen konnen kiinstliche neuronale Netze durch kaum wahrnehmbare St6-
rungen durcheinandergebracht werden, es mangelt ihnen an Generalisierungsfihigkeiten
iber ihre Trainingsdaten hinaus und sie bendtigen meist noch enorme Datenmengen fiir
das Erlernen neuer Aufgaben. Somit sind auf neuronalen Netzen basierende Anwendun-
gen hiufig auf kleine Bereiche oder kontrollierte Umgebungen beschrinkt und lassen
sich schlecht auf andere Aufgaben iibertragen.

In dieser Dissertation, werden vier Veroffentlichungen besprochen, die sich mit diesen
Einschrinkungen auseinandersetzen und Algorithmen im Bereich des visuellen Repri-
sentationslernens weiterentwickeln.

In der ersten Veroffentlichung befassen wir uns mit dem Erlernen der unabhéngigen Fak-
toren, die zum Beispiel eine Szenerie beschreiben. Im Gegensatz zu vorherigen Arbei-
ten in diesem Forschungsfeld verwenden wir hierbei jedoch weniger kiinstliche, sondern
natiirlichere Datensitze. Dabei beobachten wir, dass die zeitlichen Anderungen von Sze-
nerien beschreibenden, natiirlichen Faktoren (z.B. die Positionen von Personen in einer
Fuigingerzone) einer verallgemeinerten Laplace-Verteilung folgen. Wir nutzen die ver-
allgemeinerte Laplace-Verteilung als schwaches Lernsignal, um neuronale Netze fiir ma-
thematisch beweisbares Reprisentationslernen unabhéngiger Faktoren zu trainieren. Wir
erzielen in den disentanglement_lib Wettbewerbsdatensitzen vergleichbare oder bessere
Ergebnisse als vorherige Arbeiten — dies gilt auch fiir die von uns beigesteuerten Daten-
sitze, welche natiirliche Faktoren beinhalten.

Die zweite Veroffentlichung untersucht, ob verschiedene neuronale Netze bereits be-
obachtete, eine Szenerie beschreibende Faktoren generalisieren konnen. In den mei-
sten bisherigen Generalisierungswettbewerben werden erst wihrend der Testphase neue
Storungsfaktoren hinzugefiigt - wir hingegen garantieren, dass die fiir die Testphase re-
levanten Variationsfaktoren bereits wihrend der Trainingsphase teilweise vorkommen.
Wir stellen fest, dass die getesteten neuronalen Netze meist Schwierigkeiten haben, die
beschreibenden Faktoren zu generalisieren. Anstatt die richtigen Werte der Faktoren zu
bestimmen, neigen die Netze dazu, Werte in zuvor beobachteten Bereichen vorherzusa-
gen. Dieses Verhalten ist bei allen untersuchten neuronalen Netzen recht dhnlich. Trotz
ihrer begrenzten Generalisierungsfihigkeiten, konnen die Modelle jedoch modular sein:
Obwohl sich einige Faktoren wéhrend der Trainingsphase in einem zuvor ungesehenen
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Kurzfassung

Wertebereich befinden, konnen andere Faktoren aus einem bereits bekannten Wertebe-
reich groBtenteils dennoch korrekt bestimmt werden.

Die dritte Verdffentlichung prisentiert ein adversielles Trainingsverfahren fiir neuronale
Netze. Das Verfahren ist inspiriert durch lokale Korrelationsstrukturen hiufiger Bildarte-
fakte, die z.B. durch Regen, Unschirfe oder Rauschen entstehen konnen. Im Klassifizie-
rungswettbewerb ImageNet-C zeigen wir, dass mit unserer Methode trainierte Netzwer-
ke weniger anfillig fiir hdufige Stdrungen sind als einige, die mit bestehenden Methoden
trainiert wurden.

SchlieBlich stellt die vierte Veroffentlichung einen generativen Ansatz vor, der bestehen-
de Ansitze gemill mehrerer Robustheitsmetriken beim MNIST Ziffernklassifizierungs-
wettbewerb iibertrifft. Perzeptiv scheint unser generatives Modell im Vergleich zu frii-
heren Ansitzen stirker auf das menschliche Sehen abgestimmt zu sein, da Bilder von
Ziffern, die fiir unser generatives Modell mehrdeutig sind, auch fiir den Menschen mehr-
deutig erscheinen konnen.

Diese Arbeit liefert also Moglichkeiten zur Verbesserung der adversiellen Robustheit und
der Storungstoleranz sowie Erweiterungen im Bereich des visuellen Reprisentationsler-
nens. Somit ndhern wir uns im Bereich des maschinellen Lernens weiter der Vielfalt
menschlicher Fahigkeiten an.

viii
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Chapter 1

Introduction

1.1 Limited generalization in machine learning

Clever Hans was a horse owned by Wilhelm von Osten in the early 20th
century. It was claimed that it could solve mathematical problems such
as subtraction, addition, and others by tapping its hoof on the ground to
demonstrate the solution. For instance, “four plus two” would result in six
taps. However, after raising scienti ¢ interest, it was later shown in several
ablation studies that the horse does not solve math problems. It merely re-
lied on the unconscious but anticipative facial expression of its questioner
to determine when to stop tapping its hoof (Johnson, 1911).

The story of the Clever Hans horse reveals the dif culty of assuring that even a straight-
forward task such as performing simple additions is learned as intended. It further
demonstrates the limitations shortcutsolutions: As the horse relied on the uninten-
tional expressions of its questioner, it was unable to answer the mathematical questions
on its own or if the questioner did not know the solution. Thus, the applicability of
the horse's feigned mathematical skills was limited to the demonstration with the visi-
ble presence of its questioner (Prinz, 2006). Nonetheless, von Osten happily continued
showcasing the abilities of his horse in de ance of being scienti cally disproven.

Machine learning has also been showcased to demonstrate astonishing abilities in vari-
ous tasks such as playing the combinatorially challenging board game Go @ibder

2016), protein folding (Jumpeat al., 2021), competing in the question answering Show
Jeopardy!(Ferrucciet al,, 2013), in the strategy game StarCraft Il (Vinyatsal,, 2019),

and visual pattern recognition (Ciresanal, 2011). With the increased abilities, our
lives become more reliant on machine learning systems such as virtual assistants in
phones (e.g., Siri, Alexa, Google Assistant), image processing in autonomous driving,
traf c light recognition apps for the blind or to track herds of livestock. Thus, a more
thorough understanding of machine learning and its possible downsides is crucial.
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With the showcasing of revolutionary capabilities of neural networks, several limitations
come to light. Failure cases or unintended solutions of machine learning have been ob-
served in various disciplines. In reinforcement learnireyyard hackingdescribes an
agent following an unintended strategy but still achieving high reward. For instance, a
robot rewarded to achieve an environment free of messes might simply disable its vision
to seemingly remove the mess (Amoedeal., 2016). In medical imaging, unplanned be-
havior has been shown by models picking up unintended signals in the data. For example,
a neural network designed to aid diagnosing dermoscopic images strongly relies on sur-
gical ink markings present in the data (Winkédral, 2019) . Also, neural networks lack
robustness. In image-based tasks, they are easily confused by common corruptions such
as rain, blur, or compression artifacts. In a more extreme case, adversarially crafted per-
turbations that are humanly almost imperceptible, can derail a neural network (Szegedy
et al,, 2014; Biggioet al,, 2013). For instance, an image of a “pig” can be slightly per-
turbed to be classi ed as an “airliner” by a neural network (Madry and Schmidt, 2018).
For an undefended neural network, such adversarial perturbations exist for practically
every input. Even though such adversarial perturbations are unlikely to occur in nature,
methods have been developed to apply them in the physical world. A universal sticker
can be put on or next to objects such that they are recognized as a toaster éBadywn
2017). Notably, this sticker only remotely resembles a toaster. Thus, despite their re-
markable capabilities, common machine learning algorithms show unintended behavior.
Small shifts in the application domain can reveal such shortcomings.

It has been proposed that these failure cases can be related to the fact that neural networks
do not learn the intended solutions, but rather rely on spurious featuresgtlgg2019)

or shortcut learning (Geirhat al., 2020). To provide an intuitive example, we consider

a cow in front of an atypical scene such as a sandy beach instead of a usual green pasture.
Here, it can happen that the cow on the beach is no longer recognized by a neural network
(Beeryet al, 2018). It seems the green pasture background itself is usually already quite
predictive and might be suf cient to recognize cows in certain tasks. Thus, the network
might actually never learn the underlying concept of a cow, but still be able to recognize it

in images with suiting backgrounds. Surprisingly, such shortcuts are almost omnipresent
in high dimensional problems: They are quite predictive in various settings and learning
algorithms often seem to prefer shortcuts over a principled solution (Brendel and Bethge,
2019; llyaset al., 2019; Wilsonet al,, 2017; Bartletiet al,, 2020; Arjovskyet al,, 2020;
Brunaet al, 2015; Geirho®t al,, 2019).

Similarly to Geirhoset al. (2020) and given the previous examples, we deshertcut
solutions as solutions that perform well on domains that are identically distributed to
their training domain but do not generalize to other scenarios. We de nmtheded
solution for neural networks as solutions that not only perform well on tasks similar to
their training domain, but also generalize to various out-of-distribution scenarios similar
to humans. We rely on humans as a proxy for generalization because a) they generalize
much better than neural networks (Geirletsal, 2018), and b) it is desired that neural
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networks are aligned with our intuitions as we want them to be useful for hutans.

Another possible explanation why neural networks often do not learn the intended so-
lution is that they are often highly underspeci ed. Well-performing models on images
have tens or hundreds of millions of tuneable parameters. Here, the number of tune-
able parameters often even surpasses the number of images. When combining this high
exibility of neural networks with the ubiquitous presence of shortcuts, we can get a mul-
titude of different models that perform well on the training and similar test data (Barker
and Achinstein, 1955; Choromanskaal, 2015; Draxleret al., 2018). However, on
out-of-distribution tasks, these models vary in performance, even if they only differ by
the random seed during the initialization (D'Amoet al, 2020). Thus, the common
strategy of simply providing a training domain with labelled images is often insuf cient

to properly specify a network. A possible remedy could be provided by inductive biases
that specify our models and guide them towards learning the intended solution.

Avoiding shortcuts and achieving generalization is imperative for further improvement
of machine learning systems acting in our complex world. In image-based learning
tasks, generalizations beyond the training domain are omnipresent. For instance, weather
changes like rain, snow, hail, or fog alone can lead to small domain shifts. Backgrounds
can change due to different seasons, e.g., leaves can turn from green over yellow to
brown. Moreover, lighting conditions of an image can change due to clouds or even
in laboratory settings due to a different light bulb or a different camera angle. This
myriad of possible variations in the world results in a “heavy-tailed distribution” and it

is almost infeasible to account for all possible scenarios during the development of a
learning algorithm. Thus, we require additional tools to assure safer behavior and foster
generalization.

All'in all, we highlight the necessity for generalization in machine learning. We propose
shortcutsand underspeci cationto be core underlying problems of the limited gener-
alization capabilities of machine learning algorithms observed in many tasks. For more
trustworthy machine learning solutions and a broader set of applications, it is desired that
networks actually learn concepts that transfer more reliably across tasks and domains. To
learn a solution closer to the intended one, we propose to incorporate additional induc-
tive biases. The overall reasoning of this section is also depicted in Fig. 1.1. In the next
section, we provide an overview of common inductive biases to further specify neural
networks to foster generalization.

I\We refer to Sholariet al.(2015) for a more philosophical discussion of relying on humans as a measure.
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Figure 1.1:Necessity for inductive biases for generalization in machine learning.

1.2 Inductive biases for generalizatiof

In the previous section, we argue for the necessity of additional speci cations (induc-
tive biases) for machine learning models to achieve intended generalizations. Here, we
delve into various proposed inductive biases from the research literature. The section is
structured as follows: First, we provide a formal de nition of inductive biases and give a
prototypical example. Second, we present a brief historical account of structure in deep
learning. Third, we introduce a coarse categorization of inductive biases into groups.
Lastly, we discuss inductive biases in the context of human-like generalization.

1.2.1 De nition and examples of inductive biases

We informally de neinductive biasesas characteristics of learning algorithms that in-
uence their generalization behavior beyond the training domain (Mitchell, 1997; Abnar
et al, 2020)3 Our broad de nition of inductive biases covers all explicit and implicit
assumptions while implementing a learning algorithm similar to the de nition of Huller-
meieret al. (2013). In contrast to statistical learning theory that focuses on generaliza-
tions to test data that stems from the same distribution as the training data (Vapnik, 2013;
Vapnik and Chervonenkis, 1982), we concentrate on generalizations beyond the training
domain (also referred to asit-of-distribution generalizatigrand use humans as a proxy

to determine what types of generalization should be achievable. To limit the scope, we
further focus on inductive biases that have been previously considered in the context of
generalization in the computer vision literature.

A prototypical example of an inductive bias in vision @envolutionalneural networks
(CNNSs) (LeCuret al,, 1999; Fukushima, 1988). They leverage translational symmetries
in our world. Especially, low-level image features, like edges or textures, can appear in

2This section is partially adapted from our paper (Schotl, 2021).

3In contrast to Abnagt al. (2020), who explicitly de ne inductive biases independent of the data, we
also consider data used to initialize an algorithm as a possible inductive bias as, e.g., pretraining on
large image datasets is a common approach in out of distribution generalization.
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arbitrary positions in images. CNNs share learned parameters and use them to compute
abstractions across the image. For instance, if the concept of edges is learned at a speci ¢
location of the image, it can also be extracted at other positions. When combining this
translational symmetry with a pooling operation, we gain a spatial invariance. E.g., for
simple object recognition in front of a plain background, the exact position of an object

is not relevant for a classi cation. Compared to fully connected neural networks, con-
volutional networks drastically reduce the number of model parameters, are more data
ef cient, and outperform previous approaches on various benchmarkse{¥h 2013;
Stallkampet al,, 2011; Arganda-Carreras al., 2015).

1.2.2 A brief history of structure in deep learning

Historically, incorporating structure in algorithms versus exibility varied. In the rst
wave of deep learning in around 1950, low computational power and small datasets lim-
ited learning to small models such as the perceptron (McCulloch and Pitts, 1943; Rosen-
blatt, 1958). No training algorithms were available to ef ciently train stacked percep-
trons in practice, and limiting them to problems that are linearly separable (Minsky and
Papert, 1969). Therefore, most systems and research focussed on rule-based algorithms
and domain experts. The second wave of deep learning around 1980/90, laid out the
algorithmic foundation for later achievements. Here, tools like backpropagation enable
the training of deep and exible network architectures consisting of multiple, stacked
perceptrons (Rumelhaet al, 1986). Also, more data ef cient algorithms for time se-

ries or images like shift invariant neural networks were developed (Letah, 1989;
Fukushima, 1988).

In the early 21st century, powerful GPUs allowed for more computations and the rise of
a digital age led to abundant amounts of data. Larger models could be trained mostly
by leveraging the techniques proposed in the second wave. These models signi cantly
outperformed previous handcrafted approaches (e.g., (Stallkdalp 2011; Yinet al,

2013; Kimmereet al,, 2014)). Thus, a shift from hand-crafted feature engineering to
highly exible architectures occurred. With the mantra of “end-to-end learning”, as little

as possible should be speci ed beforehand and everything inferred from the data. This
can be summarized in an exaggerated way by an alleged quote of Frederick Jelinek who
worked on automated speech recognition: “Every time | re a linguist, the performance
of the speech recognizer goes dp.Also, limitations of too speci ¢ structures were
pointed out, e.g., the thought of recognizing cats in images by tting geometric forms like

a triangle to the nose and ears has complex dependencies on the viewpoint, occlusions
and lighting (Li, 2015). Thus, most rule-based systems are not suited to cover the vast
range of variations present in the world.

Paradoxically, with the rising success of large networks, also voices raised the point that

4The speci ¢ phrasing and time of the quote is unclear (Wikiquote, 2021)
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from the perspective of theoretical non-convex optimization, the success of such over-
parameterized models should not be possible (Sejnowski, 2020). Later work partially
explained the unreasonable success of deep learning and attributed it to implicit proper-
ties of the optimizer (Roberts, 2021), high dimensional spaces and of the architectures
(Kawaguchi, 2016). Those could be seen as revealing implicit biases in the deep learning
pipeline.

From today's perspective, in a recent debate in 2018, key gures Yann LeCun and
Christopher Manning discussed “What innate priors should we build into the architecture
of deep learning systems” (LeCun and Manning, 2018). Here, LeCun called structure a
“necessary evil” but hopes to relax structures by leveraging more data and more evolved
unsupervised learning techniques in the future. He underlines this by stating that even
the structural bene ts of CNNs should not be necessary if enough data is available. Chris
Manning, in contrast, stated incorporating structure as a “necessary good”. He used hu-
mans as role models of good learners with high sample ef ciency that he attributes to
priors. He further stated that massive amounts of compute and data have sent the re-
search eld “off track”, as one “can do a lot of stuff with a very simple learning device”.
However, we should strive for “good learners” similar to humans that, compared to ma-
chines, need little data to learn certain tasks.

In the context of this thesis, we also acknowledge the necessity of inductive biases and
try to nd a middle ground. We aim to develop inductive biases that incorporate structure
to help on certain out-of-distribution scenarios, but are yet exible enough to not lower
the performance. We closely investigate inductive biases and their effect on other out-of-
distribution scenarios to check whether there are possible trade-offs.

1.2.3 Common inductive biases

Figure 1.2:Examples of inductive biases.A list of common inductive biases consid-
ered for generalization in machine learning. Bold inductive biases correspond to biases
studied in this thesis.

We coarsely categorize inductive biases of neural networks in visual representation learn-
ing into network architecturglearning methodanddata We focus on promising direc-
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tions for generalizations beyond the training domain, and on literature relevant in this
thesis. For a broader spectrum of inductive biases, we refer to Batéaglig2018) and
Craven (1996).

Network architecture

Incorporating symmetriesOur physical world is governed by symmetries that are con-
nected to conservation laws (Noether, 1915). Discovering and leveraging such symme-
tries has lead to tremendous advances in physics. E.g., spatial translational symmetry
leads to the conservation of momentum or the time translational symmetry leads to a
conservation of energy. In the previous example of the CNN, we also observed bene-
ts of leveraging spatial symmetries in neural networks. Among others, this has further
been generalized to rotations (Maraisal, 2016; Fasel and Gatica-Perez, 2006), scales
(Xu et al, 2014) and group operations by so-called G-Convolutions (Cohen and Welling,
2016). Other methods also introduce invariances in the processing on the level of indi-
vidual pixels by leveraging set based and coordinate-based representations (Achlioptas
et al, 2018; Zhanget al, 2019b). To implement these symmetries, the individual net-
work layers leverage a high degree of weight sharing, which facilitates the generalization
along the considered symmetry.

Biases of common network architecturésiplicitly, the network architecture also has

a large in uence on how information is processed. CNNSs, for instance, often focus on
local relations common in textures (Brendel and Bethge, 2019; Geehak, 2019).

In contrast, Long-Short-Term-Memory (LSTM) or Gated Recurrent Units (GRU) net-
works introduce a speci c cell structure that allows for non-vanishing gradient updates
during learning to input points with arbitrary distances (Hochreiter and Schmidhuber,
1997; Choet al, 2014). Thus, very distant inputs can be related more easily. Simi-
larly, transformers (Vaswarat al, 2017), which treat the input as a set and rely on an
attention mechanism, have been shown to leverage distant relations in images (Carion
et al, 2020). Thus, in contrast to convolutional networks that rely on texture for object
classi cations, transformers can be trained to rely on shape similar to humans and show
promising out-of-distribution generalization results (Geirkobsal, 2021). While trans-
formers, LSTMs and GRUs allow for distant spatial dependencies, Residual Networks
(ResNets) (Heet al, 2016), DenseNets (Huareg al., 2017) and UNets (Ronneberger

et al, 2015) facilitate the learning across different hierarchies of information processing
in neural networks. They enable direct relations of low-level concepts like edges ex-
tracted in the shallow layer of neural networks with more abstract object properties that
can be found in deeper layers. Respectively, these networks have shown high accuracies
on image-based benchmarks like ImageNet, CIFAR, and segmentation tasks. Their high
reliability and exibility renders these networks as a common backbone for further de-
velopments in generalization methods such as Geiehat (2019); Rusalet al. (2020)

or Hendryckset al. (2020b).
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Learning method

In this section, we use the term learning method as an umbrella for design choices re-
garding different types of risk minimization objectives, representational format, regular-
ization methods, and the direction in which information is processed.

Risk minimization paradigmsNormally, we do not have access to the full data distri-
bution for a certain task, but instead have to rely on a limited set of training samples
with a corresponding label. Additionally, we often rely on a proxy loss function that
de nes how close our model predictions for given samples are to the true label. Given a
loss function and a set of labelled examples from a training distribuéioirical risk

is de ned as the average loss over all training sampEempirical risk minimization

nds a hypothesis from the hypothesis class that minimizes the average loss. However,
often there exists a multitude of different strategies to achieve low or even zero empirical
risk. To further narrow the space of possible solutions, Arjowatkal. (2020) introduce
invariant risk minimization They assume additional access to multiple environments
and aim for a solution that extract features that are invariant across environments. For
instance, to distinguish cows from camels it is often quite predictive whether the back-
ground is a green pasture or a sandy desert. Assuming additional access to a few images
of cows on a sandy background and leveraging invariant risk minimization, shifts the fo-
cus to the desired object (cow or camel). Note that assuming additional environments is
also leveraged by Hyvarinen and Morioka (2016) for provably identi able representation
learning.

Direction of information ow: In visual representation learning, the direction in which

we compute representations, e.g., from images to labels or, vice versa, from labels to
images can have a high in uence on the generalization properties of a model. In the
standard deep learning setup in visual representation learning tasks such as object recog-
nition, we train a network end-to-end with full supervision to learn a mapping from
images to labels (feedforward) on the training data, which consists of pairs of images
and their corresponding labels. It has been shown that this approach can rely on single
predictive features that are suf cient to classify an object (Brendel and Bethge, 2019;
llyas et al,, 2019; Jacobsesat al, 2019; Geirhot al, 2019). For instance, to distin-
guish cats from ships, looking at local texture patterns can be suf cient. In contrast, in
the principle of analysis by synthesis (de Cordemoy, 1973; Von Humbkoklt, 1999),

we learn a mapping from labels to images. For a classi cation of images, we synthesize
images from a model to nd the likelihood for each samplejc) for a classc. Next,

based on maximum likelihood, we can infer the class (Satait, 2019). Thus, due to

this reconstruction, all features have to be matched correctly for a likely classi cation.
However, this method is computationally much more demanding compared to feedfor-
ward network architectures. For a more in-depth evaluation, we refer to Mackenaak
(2021).



1.2 Inductive biases for generalization

Regularization methodsA common philosophical principle to choose one hypothesis
over another about the same prediction is Occam's razor. Analogously, in neural net-
works, the concept of regularization is used to incentive solutions with lower capacity.
Common candidates for regularization are weight decay, L1 regularization, or early stop-
ping. This can also be seen in the context of the bias-variance trade-off (Kethalyi
1996). Here, a lower regularization can lead to more exible models, but they are more
prone to over tting and can have high variances.

Representational formafThe representation of high-dimensional data has a signi cant
impact on the generalization performance of the downstream model (Betragid2013).

A principled method in visual representation learning is based on (nonlinear) indepen-
dent component analysis (ICA) (Comon, 1994; Bell and Sejnowski, 1995), also referred
to as disentanglement. Corresponding methods assume a set of independent latent vari-
ables that give rise to the observed data. Common methods to recover the latent factors,
such as the Variational Autoencoder (VAE) (Kingma and Welling, 2014) and variants
thereof (Kumaret al, 2018; Cheret al, 2018), rely on a bottleneck and maximize a
lower bound to the marginal likelihood of the data (also referred to as evidence). How-
ever, in most cases, the unknown latent variables cannot be guaranteed to be identi ed
correctly (Hyvarinen and Pajunen, 1999; Locatellal., 2019a). Given some additional
weak assumptions about these latent factors, it was shown that they can be inferred up
to some unavoidable transformations (Hyvéarinen and Morioka, 2016; Locaitedb,

2020b; Klindtet al,, 2021). Subsequent studies on downstream tasks have shown that
this method can facilitate the generalization capabilities of a neural network. Further-
more, this allows mimicking the ground truth generative model behind a scene on the
training data. This property could be helpful to learn principled models.

As these disentanglement models only require weak or no explicit supervision, they can
be used to harness large quantities of unlabeled data, which is available in abundance.
Here, models pretrained using contrastive learning, a method highly connected to dis-
entanglement (Zimmermaret al, 2021), are currently among the state-of-the-art ap-
proaches on the ImageNet classi cation benchmark (Ghext, 2020a).

Activity matching: Another approach relies on mimicking brain activities of animals

or humans for certain inputs, and thus guiding models to learn similar strategies (Fong
et al, 2018). Given similar processing patterns, one could expect to overcome limita-
tions in machine learning, such as limited out-of-distribution generalization. Empiri-
cally, by matching the neural activities in mouse brains, the robustness of arti cial neural
networks towards Gaussian noise and adversarial perturbations could be increased (Li
et al, 2019b) . However, a gap in robustness remains between the true and arti cial
neural models.



Chapter 1 Introduction

Data

Augmenting the input dataAnother way to boost the out-of-distribution performance of

a neural network is to augment in the input data. For instance, simply adding Gaussian
noise to the input of ImageNet classi ers can substantially improve their out of distri-
bution performance (Rusadt al., 2020) and is related to regularization (Bishop, 1995).
Other approaches arti cially create input variations, e.g., shearing or rotating the input,
or by adding synthesized common corruptions such as rain, blur or compression artifacts.
More adaptive methods like adversarial training iteratively compute worst-case pertur-
bations for a given classi er and add them to its training data (Madaf., 2018). Com-

bined with a carefully constrained search space of allowed perturbations, such methods
show state-of-the-art results on common out-of-distribution tasks (Kieeew, 2021;
Calianet al,, 2021).

Leveraging additional dataPowerful pre-trained methods based on contrastive learn-
ing or other un-/ weakly supervised representation learning methods{>k 2020)

allow harvesting enormous amounts of (weakly annotated) datasete{&un2017;
Kolesnikovet al., 2020). Surprisingly, often using more data and relying on an end-to-
end learnable architecture, can outperform sophisticated baselines, which is also referred
to asSutton's bitter lesso(Sutton, 2019).

1.2.4 Evaluation of inductive biases in the context of generalization

Naively incorporating inductive biases into a model should be treated with care. The
no free lunch theorepstates that the introduction of a certain inductive bias to improve
the performance on one task is guaranteed to worsen the performance on another task
(Wolpert and Macready, 1997). However, as de ned in the previous section, we strive
for a robustness similar to humans. Thus, we postulate the existence of a solution with
human-like robustness and accept trade-offs in other domains. We think this is a reason-
able goal, as there is still a large gap in terms of out-of-distribution performance between
humans and machines.

To quantify our progress, we consider various out-of-distribution scenarios that seem
easy for humans. Here, previously introduced inductive biases often help neural net-
works to generalize and have enabled machine learning applications on previously un-
reachable domains. Nonetheless, a large gap towards human like generalization remains.
Thus, nding better generalizing inductive biases is an open research question.
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1.3 Goal of this thesis

1.3 Goal of this thesis

The goal of this thesis is to provide a condensed overview of our published work on
inductive biases for visual representation learning. For each contribution, we highlight
the previous state as well as its impact. Our contributions are the following:

* We rst introduce a principled method for unsupervised disentanglement in nat-
ural videos. Based on temporal properties of natural transitions and other weak
assumptions, we can provably identify the factors of variation behind a dataset.
We also provide two practical implementations based on a VAE (hamed Slow-
VAE) and based on ows. On common disentanglement datasets and two intro-
duced natural datasets, we further show competitive or superior results on various
disentanglement metrics. Thus, we advance the eld of provable disentanglement
towards more natural data.

» Second, we further test whether not only the corresponding underlying factors of
datasets are learned, but also the generative model behind each factor. This test
relies on introducing systematic out-of-distribution data splits along known factors
of variation, such as size. E.qg., if small and medium-sized objects are recognized
during training, the model is required to recognize large objects during testing.
Based on a large-scaled benchmark of 17 representation learning algorithms on
four different datasets with various out-of-distribution scenarios, we conclude that
the generalization towards novel con gurations of present factors from the data is
limited.

» Third, we introduceadversarial noise trainindANT). This is a model adaptive
data augmentation method that mimics certain properties of common corruptions.
We show that our proposed training scheme can increase the corruption robustness
on ImageNet-C and MNIST-C. We further show that additive Gaussian noise is
already a competitive baseline if it is properly scaled.

* In the fourth and last contribution, we introduce a model that relies on the principle
of analysis by synthes(®\BS). Our model achieves high or even state-of-the-art
adversarial robustness on varidysnorms on the MNIST digit classi cation task.

It further leads to adversarials that appear to be at the human decision boundary.
Furthermore, it shows robustness towards distal adversarials, meaning that con -
dently predicted images resemble humanly plausible images of digits.

Next, we discuss the research questitnour investigated inductive biases learn the
intended solutionTo answer this question, we test our proposed inductive biases across
multiple out-of-distribution scenarios. This is in contrast to the individual contributions
sections, in which we always consider a speci c inductive biasfaout-of-distribution

11



Chapter 1 Introduction

scenario and not acrossultiple®. We propose this procedure to estimate our progress
towards human-like robustness. The more out-of-distribution settings a proposed induc-
tive bias successfully transfers to, the smaller the gap towards human-like robustness and
the intended solution. More concretely, the out-of-distribution scenarios we focus on are
common corruptions, adversarial examples, and novel con gurations of known factors
of variation. Our considered inductive biases are implemented by the models ABS, ANT
and SIowVAE. We nd that our inductive biases are mostly orthogonal. While they in-
crease the performance on the individually considered out-of-distribution scenarios, they
have nearly no effect on other out-of-distribution scenarios.

The second research question investigat@s well our proposed inductive biases can
be combineddo evaluate, whether our inductive biases can be combined in a symbiotic
manner, we consider preliminary results and other literature. We nd that the combina-
tion of our inductive biases is often mutually bene cial. Thus, it points out promising
future research directions.

1.4 Outline

In the introduction in Section 1.1, we highlight the necessity of inductive biases and in
Section 1.2 introduce related candidates relevant for this thesis.

In the subsequent contribution sections in Chapter 2, we introduce inductive biases. Here,
the individual contributions are ordered by the intricacy of the considered generalization
scenario and provide a high-level description of a corresponding publication in the Ap-
pendices A to D. Furthermore, each contribution section is coarsely structured by intro-
ducing the problem, shortly describing our proposed inductive bias and discussing the
contribution in the context of the relevant literature.

In Transfer and combination of our inductive biase<Chapter 3, we provide a bigger
picture and discuss our proposed inductive biases across all individually considered gen-
eralization scenarios. In the second part of this discussion, we examine the combination
of our proposed inductive biases.

In the outlook in Chapter 4, we hypothesize about future directions in the research of
inductive biases for generalization in machine learning.

In the appendix, we add our publications on which this thesis is based on. The overall
outline is depicted in Fig. 1.3

SThis separation of inductive biases and a corresponding out-of-distribution scenario is performed to give
a clear structure to this thesis. The results to support this discussion among multiple scenarios are also
mostly taken from the publications in the appendix and complement by results from the literature.
When no suiting results were available, novel experiments were performed.

12



1.4 Outline

Figure 1.3:0Outline of this thesis.
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Chapter 2

Main contributions

In this chapter, we provide an intuitive and high-level description of our contributions.
Each contribution consists of providing an example of limited generalization and, sub-
sequently, presenting approaches to overcome those limitations. We arrange our contri-
butions by the intricacy of the examined generalization types. We start with a simple
scenario in which the training data distribution is equivalent to the test distribution, but
no direct supervision signal is given. In the subsequent chapters, we gradually move to
more intricate out-of-distribution scenarios and allow for full supervision. Here, we rst
consider a combinatorial generalization along factors of variation present in the data,
such as having small and medium-sized objects during training but requiring the model
to recognize large objects during testing. Next, we consider common corruptions such as
rain, blur, or compression artifacts. In contrast to the previous section, these artifacts are
introduced at test time and not necessarily present during training. Lastly, we consider
adversarial examples, which are maliciously crafted samples to maximally change the
classi cation of a learning model.

Each section also corresponds to an individual paper presented in the Appendix. The
individual papers contain an encapsulated and much more detailed description, with a
focus on the speci ¢ contribution.
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Chapter 2 Main contributions

2.1 Towards nonlinear disentanglement in natural data
with temporal sparse coding

David Klindt*, Lukas Schott*, Yash Sharma*, lvan Ustyuzhaninov, Wieland
Brendel, Matthias Bethge®, Dylan Paiton®.
Published as a conference paper and as an oral at the ICLR 2021.

*Joint rst authors / equal contribution, °joint senior authors

Author contributions M.B. proposed the idea of temporal sparse cod-
ing with deep networks repeatedly to the lab; D.A.K. conceived the
idea of the model with input fromb..S. and D.P.; D.A.K.,L.S. and

Y.S. performed the main experimentk;S. and Y.S. respectively de-
signed the simpli ed natural dataset KITTI-Masks and NaturalSprites
with input from D.A.K., D.P. and W.B.; D.AK,, Y.S. anll.S. ana-
lyzed the statistics of the natural datasetsS. performed an in-depth
assessment of how latents are encoded in gures 4., 5. and multiple ap-
pendix gures with input from D.A.K., Y.S. and D.P.; M.B. structured
and supervised the theoretical analysis of the paper.; 1.U., D.A.K. and
W.B. proved theorem 1; D.A.K. derived the objective function for the
SlowVAE with input from 1.U.; L.S. derived the objective function for
the SlowFlow with input from D.P.; L.S. and Y.S. performed an in-
depth comparison to PCL in appendix B; D.P. compared the metrics in
appendix B; Y.S. performed the permutation experiments in appendix
G; D.AK., D.P, Y.S. and..S. wrote the manuscript with input from
W.B., l.U. and M.B.

All section and gure references are w.r.t. to the publication in Ap-
pendix A.

We provide a model to learn a disentangled representation of the world based on video
data. Here, we alleviate current limitations in unsupervised representation learning ap-
proaches, such as the restriction to arti cial or heavily controlled environments. In con-
trast to previous methods that introduce arti cial inductive biases to learn a provable
disentangled latent representation, we rely on properties observed in temporal data as a
rst principle to develop our model.

2.1.1 Problem: disentanglement in toy data

A principled approach for visual representation learning can be derived from the inde-
pendent component analysis (ICA) and disentanglement literature (Jutten and Herault,
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2.1 Towards nonlinear disentanglement in natural data with temporal sparse coding

1991; Comon, 1994; Hyvarinen and Morioka, 2017). Here, intuitively, we assume that
observations in the world are rendered by a generative model that receives certain fac-
tors of variation as input. It is assumed that these factors of variation are not observed
directly and provide an abstract description of a scene. They could, for instance, specify
an object and its properties such as position in space, color, or othgenekatormodel

or computer graphics engine then draws an observable image corresponding to the speci-
ed factors. The goal of disentanglement is to recover the latent factors of variation from
observations.

Disentangled representations can be useful for generalization to novel scenarios (Higgins
et al, 2017b), fairness (Locatellet al, 2019b), increased interpretability (Aded al.,

2018; Higginset al, 2017a), predictive performance (Locatetimal., 2019a) and sample

ef ciency (van Steenkistet al., 2019; Locatellcet al,, 2020a).

One limitation in disentanglement learning approaches is that we do not have guarantees
on identifying non-linearly mixed latent factors solely based on independent and identi-
cally distributed observations without additional assumptions (Hyvarinen and Pajunen,
1999; Locatellcet al,, 2019a). For instance, a factor could be learned such that it simul-
taneously controls the shape and size when varied, but according to the true model, those
should be two separate factors. Locatedtoal. (2019a) showed that this empirically
affects the commonly used latent variables models, such as the variational autoencoder
(Kingma and Welling, 2014) and its extensions (Kim and Mnih, 2018; Higeginal.,,

2017a; Cheret al, 2018; Kumaret al., 2018). To overcome this limitation, methods

rely on additional types of supervision signals that enable a provable identi cation of the
latent distribution. Minimal but suf cient types of supervision rely on receiving pairs

of images as input that only differ in a few factors (Locatedtcal., 2020b; Hyvarinen

and Morioka, 2017), or by conditioning on additional variables (Hyvarinen and Morioka,
2016; Khemakherst al., 2020b,a). However, so far, these types of weak supervision are
often created arti cially and might not exist in nature. Thus, current methods for disen-
tanglement mostly rely on arti cial datasets (Kim and Mnih, 2018; Mattbesl., 2017,
LeCunet al,, 2004) or highly controlled environments (Gon@alal., 2019). It remains
unclear whether these required additional assumptions for identi ability are present in
unstructured, real-world environments. In the next section, we address this limitation
and present a possible remedy to help to transfer to more natural settings.

Another limiting assumption required for provable identi ability is that all possible data
points are observed. This might be practically infeasible in most cases, as the number of
data points scales exponentially with the number of factors, or to in nity for continuous
factors. This is further discussed in Section 2.2.
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Chapter 2 Main contributions

Figure 2.1:Sparse natural transitions. We depict the histogram of differences of fac-
tors of variation from neighboring time frames in videos. The orange lines correspond to
a t of generalized Laplacian distribution. On the left side, we consider masked pedes-
trians from KITTI-MOTS. On the right side, we show the same for various objects from
YouTube-VOS. Figure adapted from our paper (Klietlial,, 2021) / Appendix A.

2.1.2 Approach: temporal sparse coding

As highlighted in the previous section, to provably identify the latent factors given ob-
servations from natural data, we require additional assumptions or inductive biases to
inform our model.

To nd a suitable inductive bias for identifying latent factors, we analyze fully annotated
data from natural videos in YouTube-VOS (>ai al, 2018) and of pedestrians from

an autonomous driving dataset (Geiggral., 2012; Voigtlaendeet al,, 2019a; Milan

et al, 2016). We extract object masks and analyze their behavior over time. E.g., the
X-position, y-position, and scale of a walking pedestrian, as shown in Fig. 2.3. We nd
that the transitions of these measured factors all follow a sparse generalized Laplace
distribution, as shown in Fig. 2.1 (Siez al,, 2009). This observation is motivated by and

in accordance with previous measured transition behaviors (Simoncelli and Olshausen,
2001; Olshausen, 2003; Hyvarinenal., 2003).

We leverage the observed sparse temporal transitions to inform a model with neighboring
time frames of videos and, under mild assumptions, provide a proof for identi ability.
Our proof allows us to identify factors of variation of up to just permutations and sign
Ips, which is a more extensive type of identi cation compared to previous approaches
that additionally require linear transformations (Hyvarinen and Morioka, 2016) or point-
wise nonlinearities (Locatellet al., 2020b; Hyvarinen and Morioka, 2017). To the best

of the authors' knowledge, this is the rst approach connecting the presence of sparse
transitions in natural data to provable disentanglefment

Empirically, we compare our model to previous methods on various datasets and metrics.
As baselines, we consider the identi able models Ada-GVAE (Locatetlal., 2020b)
and PCL (Hyvéarinen and Morioka, 2017). For brevity, we here disregard the inferior

ISimilar to our work, Hyvérinen and Morioka (2017) assume a generalized exponential distribution,
which is theoretically not directly applicable to our observed leptokurtic sparseness, but empirically
performs close to our model. For more details, we refer to a direct comparison in our paper (Klindt
etal, 2021) in Appendix A.
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2.1 Towards nonlinear disentanglement in natural data with temporal sparse coding

Figure 2.2:Disentanglement per- Figure 2.3:KITTI-Masks dataset. We show sam-
formances. We show averageples from masked pedestrians from the KITTI-
ranks over all metrics and datasekdasks dataset. Each image corresponds to a time
including dSprites (LAP & UNI), frame from KITTI. We further cropped individual
Natural Sprites (discrete & continpedestrians. The measured factors of variation are
uous), KITTI-Masks Dt = 0:05 & size (number of pixels in the mask) and x/y-position
Dt = 0:15). For more, see Ap-{center of mass of the mask). Figure adapted from
pendix B. Signi cance tests basedur paper (Klindtet al,, 2021) / Appendix A.

on 100k sample permutation tests,

* p< 005, * p< 0:001, non-

signi cant (n.s.), i.e.,p> 0:05.

performing non-identi able models, such as the/AE and its variants. To brie y com-
pare models, we here aggregate across several metrics (Heggahs2017a; Kim and
Mnih, 2018; Ridgeway and Mozer, 2018; Chenal., 2018; Kim and Mnih, 2018; Ku-
mar et al, 2018), This is done for brevity and as evaluating disentanglement is still an
unsolved research problem. Individual results are shown in Appendix A.

We evaluate our model on the datasets from the DisLib, such as dSprites (Metttiey
2017), Shapes3D (Kim and Mnih, 2018), SmallNorb (Le@ral., 2004) and MPI3D
(Gondalet al,, 2019). Here, to train the models, we sample pairs of images correspond-
ing to Laplacian (LAP) transitions that match our model assumptions and with uniform
(UNI) transitions as an ablation. In both cases, our model shows superior or competi-
tive results compared to previous baselines. Furthermore, we evaluate our model on our
contributed datasets with natural transitions, namely, Natural Sprites (based on YouTube-
VOS (Xuet al, 2018)) and KITTI-Masks (based on KITTI (Geiger al, 2012; Voigt-
laenderet al., 2019b)). Again, our model performs better on average. The overall aggre-
gated results including various ablations are depicted in Fig. 2.2.

For a qualitative assessment, we show that our models learn latent representations, which
demonstrate a clear correspondence between the learned and ground truth latent repre-
sentation. This can, for instance, be seen clearly for our model on the factors x- and
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Figure 2.4.Corresponding latents over ground truth. For the dSprites dataset (3 sam-
ples on the right), we pick the best performing models and visualize the latent spaces
over the ground truth. To match latents embeddings and the ground truth, we calcu-
late the Mathews correlation coef cient (MCC) between all latents and the ground truth.
Subsequently, we perform Kuhn-Munkres algorithm for a non-greedy matching of la-
tent variables to ground truth factors. Next, we scatter-plot the embedded latent values
(y-axis) over the corresponding ground truth values (x-axis) for various samples. We
further color-code by the ground truth shape variable, as depicted on the right. In case
of an optimal embedding up to permutations and sign ips, all plots should be diagonal.
Figure adapted from our paper (Klinet al., 2021) / Appendix A.

y-position in Fig. 2.4. We also see some limitations for implementing categorical vari-
ables in the top row, as no diagonal structure is visible. However, for categorical variables
such as shape, there is no order. Thus, a monotonic embedding cannot be expected. Ad-
ditionally, the shape variable is not fully disentangled from the scale. Lastly, rotations
seem to be very dif cult for the models. We discuss this further in the next section.

In a nutshell, we advance the eld of disentanglement towards more natural data by
relying on sparse transitions. We would like to highlight that the sparse transitions are
naturally present in the considered video datasets. Thus, our model can be considered
unsuperviseds no annotation is required to infer the underlying latent factors (according
to de nition of unsupervised learning in Goodfellost al. (2016), p. 105).
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2.1 Towards nonlinear disentanglement in natural data with temporal sparse coding

Figure 2.5:Permuted and natural transitions. In blue, we show differences in factors
for transitions (neighboring frames in video) for pairs of factors. The top row corre-
sponds to KITTI-MOTS and the bottom row to YouTube-VOS. In orange, we randomly
permute the pairs to enforce independence. Figure adapted from our paper éKahdt
2021) / Appendix A.

2.1.3 Discussion and outlook

We propose a novel method for provable disentanglement of the underlying latent rep-
resentation, up to just permutations and sign ips. Here, our method is built on sparse
temporal transitions which are present in the data. However, some underlying assump-
tions are not necessarily true in nature. Here, we discuss those assumptions and propose
possible alleviations.

One common assumption in disentanglement that is most probably not true, is that the
underlying factors are assumed to be independent. To investigate this, we empirically
compare the naturally joint distributions over the transitions in KITTI-Masks and Natural
Sprites across the measured factors. As a control with enforced independent factors, we
also randomly permute time pairs for individual factors (e.g., combining the y-transitions
with x-transitions from another random frame). When comparing the scatter plots of the
natural and controlled (=independent) distribution in Fig. 2.5, we clearly see a depen-
dence of the measured natural factors. Surprisingly, in a control experiment on Natural
Sprites, our SIowVAE model has a higher performance on the correlated data. All in all,
this shows some empirical evidence that our model might not be too reliant upon this
independence assumption. On the other hand, a dependence of factors has been shown
to be re ected in the latent structure (Traulgdeal, 2021). Models that relax the inde-
pendence assumptions are considered by Khemalkhain(2020a); Yanget al. (2021).

Second, we assume an injective mapping from factors to images and that factors have
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non-periodic boundary conditions. These assumptions are, for instance, violated in
dSprites (Mattheet al, 2017). Here, three objects are rotated around 360° and have
different rotational symmetries: a heart with no rotation symmetry, an ellipse with a 2-
fold symmetry, and a square with a 4-fold symmetry, e.g., Fig. 2.4 on the right. Thus,
for the square and ellipsis, there is a one-to-many (non-injective) mapping. To relax the
injectivity, one way to extend the theory of disentanglement is to allow for such one-to-
many mappings is to use probabilistic models. Another approach relies on introducing
different de nitions of disentanglement. The common de nition of disentanglement is
based on a one-to-one correspondence of latent factor dimensions to model factor di-
mensions (Ridgeway and Mozer, 2018; Eastwood and Williams, 2018), is violated in
dSprites as the factor of rotation is connected to the object shape through different sym-
metries. Thus, alternative de nitions rely on group representation theory (Bouchacourt
et al, 2021; Higginset al, 2018). We propose that this problem is less relevant in prac-
tice, as for more realistic datasets such perfect symmetries are rare. For instance, a small
spot or dent on a round object would remove the rotational symmetry. Nonetheless,
our SIowVAE still achieves comparably high disentanglement scores and visually shows
clear disentanglement for the other factors.

The third assumption that is not covered by our method are factors that do not change.
For instance, categorical variables such as the shape of a rigid object like a car are un-
likely to change (unless one is watching a transformer movie). Thus, we cannot expect to
observe the Laplace shaped transitions that our theory requires for such variables. Nev-
ertheless, we see that our SIowVAE model can separate categorical factors that do not
change over time, such as different object shapes in dSprites. However, future work could
further inspect this property of xed factor values from a more theoretical perspective.

Lastly, the common assumption of observing the whole data distribution during training
(test=train) is most likely not true for more realistic datasets, as the number of possible
combinations of factors scales exponentially with the number of factors. For continuous
factors, this would require an in nitive number of samples and is practically infeasible.
However, we observe that our SIowVAE shows good empirical results on disentangling
almost continuouslatent factors on KITTI-Masks. We further investigate more system-
atic test/train splits in the next section.

In summary, even though some properties of natural data are not covered by our theory,
we show that our model performs well empirically. In future work, one could try to
expand our theory to cover the violated assumptions described above. From an empiri-
cal perspective, we could move towards more unstructured datasets like YouTube-VOS.
Here, one could also directly input the raw data instead of the object masks. More-
over, the commonly used neural network architecture in disentanglement is too sim-
plistic. Here, pioneer works by Dittadit al. (2021) showed improvements by simply

2We are ignoring pixel artifacts, which make the factors discrete but wild00+ steps s.t. it is almost
continuous.
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using deeper network architectures. Likewise, with the success of contrastive learning
approaches, works combining the scalable contrastive learning-based methods with dis-
entanglement seem promising (Zimmermaanal, 2021).
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2.2 Visual representation learning does not generalize
strongly within the same domain

Lukas Schott, Julius von Kigelgen, Frederik Trauble, Peter Gehler, Chris
Russell, Matthias Bethge, Bernhard Scholkopf, Francesco Locatello,
Wieland Brendel.

Published as a conference paper and as a poster at the ICLR 2022.

Author contributions L.S. conceived the idea for the benchmark with
inputs from W.B., J.v.K., M.B., B.S., P.G. and C.R.S. designed, im-
plemented and performed all experiments with input from J.v.K., F.T.,
W.B., M.B. and B.S.; F.T. and.S. wrote the publicly released evalu-
ation code; W.B. had the idea for a novel dataset based on a generative
model, based on this.S. designed and created the dataset; J.v.K. and
L.S. wrote the problem setting (section 3) and inductive bias section;
W.B., F.L. andL.S. wrote the introduction; F.T. andS. wrote the ex-
perimental setup section (section 4);S. wrote the experiments and
results (section 5), related work (section 6), and conclusion and discus-
sion (section 7) with input from F.L. and W.B.; W.B. and F.L. helped
with the overall story and revised the paper; F.T. and P.G. performed
extensive code reviews.

All section and gure references are w.r.t. to the publication in Ap-
pendix B.

2.2.1 Problem: in-domain generalization

In the previous section, we considered a setup in which a world is de ned by a few, not
directly observed latent factors of variation, which are rendered into observable images
by a generative process. Some examples of considered factors of variation are scale,
color, rotation, or object type. To provably recover these latent factors, we further as-
sumed that all possible combinations of factors of variation are present in the data and
could be inferred from rendered images. In this section, we also view the world as being
created by a xed generative model and aim to recover the latent factors but systemati-
cally violate the assumption that all factors are present in the training data by explicitly
testing on unseen con gurations of factors of variation.

In contrast to other previous out-of-distribution benchmarks, we assure that the corre-
sponding factors are present in the data. For instance, common corruption benchmarks
introduce novel corruptions such as snow, blur, or compression artifacts at test time (Hen-
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drycks and Dietterich, 2019; Michaeli al., 2019; Mu and Gilmer, 2019). However,

we assure that each factor is partially observed during training. For instance, for an ex-
trapolation ofsizes hearts fromsmallto mediumare observed during training, atatge

hearts during test time. Thus, in our benchmark, the model is only required to generalize
along the axis of present factors of variation. Furthermore, despite having disjoint test
and train data splits along factors, we assume a xed generative process behind our data.
In other words, the generative process is the same during training and test time just with
different inputs. Given this assured partial presence of factors in the data and a xed
generative process, we refer to our setupagomaingeneralization benchmark.

Our setup is motivated by the fact that it is generally unfeasible to assume that all con-
gurations of factors are realized in the data, as the number of possible combinations
scales exponentially with the number of factors. Furthermore, humans can seemingly
recognize or imagine novel con gurations such as a pink elephant, even though they
have never observed it in the world. Moreover, in children's books or mythologies, it
IS common to stimulate such imaginations by tales of dwarfs and giants (extrapolation),
mermaids (interpolation/ composition of sh + human) or a Minotaur (head and tail of
a bull and the body of a man). Thus, humans can sometimes make “in nite use of nite
means” by abstracting individual concepts and mechanism from the world and reapply
them in novel settings (Von Humbolét al, 1999; Chomsky, 2014). We hypothesize
that the procedure of learning to mimic the true mechanism of a factor can greatly help
in terms of ef ciency and generalization.

Closest to our work, Monteret al. (2021) study very similar dataset splits. However,
they focus on reconstructions (the decoder), whereas we focus on representation learning
(the encoder). Furthermore, they only consider non-identi able models and one super-
vised decoder. We extend the model classes to identi able models, a wide variety of
network architectures, and different learning objectives such as un-, weakly-, fully- su-
pervised and transfer learning approaches. Overall, Momieab (2021) show that the
model generalization of the unsupervised generators is limited. We extend this to dis-
criminative models listed above and provide an in-depth analysiswimodels behave

on out-of-distribution data.

In the context of shortcuts and similarly to Fun&eal. (2021); Zhanget al. (2019a,

2018), we propose a correct generalization to our benchmark as a necessary condition
towards ensuring that our model has learned the generative mechanism behind the data.
For example, simple memorization or patter matching, e.g., a nearest neighbor model, is
not feasible and would also not scale gently with the number of factors in most cases.
However, a possible solution could rely on learning the true generative mechanism be-
hind the data, as threameunderlying model is used to generate the test and training data.

In general, our setup should favor models that leadividual mechanismbkehind each

factor of variation. On the one hand, this would enable models to extract the factors in
a modular fashion. Thus, even if some factors are out of distribution, other factors could
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(a) Age 1/6 (young) (b) Age 6/6 (old)

Figure 2.6 CelebGlow Dataset The CelebGlow dataset is created by performing traver-
sals along annotated directions in the latent space of a pretrained Glow network and
rendering all possible combinations (Kingma and Dhariwal, 2018). As directions, we
consider the common factors blondness, smiling, and age from the CelebA dataset (Liu
et al, 2018b). As starting points, we consider random samples from a Gaussian with
low standard deviatiors(= 0:3) to avoid too much prior variation in the factors. Figure
adapted from our paper (Schettal, 2021) / Appendix B.

still be inferred correctly. On the other hand, this also enables models to generalize
beyond the current values for a given factor.

Despite the seeming ease for humans, our proposed benchmark is theoretically not solv-
able only based on the training data. There exist in nitive possible models that correctly

t the training data but would behave differently on the test domain. Thus, we propose
certain inductive biases to choose a model and facilitate a correct generalization.

2.2.2 Benchmark of visual representation learning approaches

In this section, we introduce our in-domain generalization benchmark and evaluate vari-
ous proposed visual representation learning approaches. In particular, we are interested
in certain inductive biases which facilitate a generalization beyond the training data. We
brie y re-iterate the considered inductive biases from the literature and present their per-
formance on our proposed benchmark.

To create our benchmark, we consider datasets in which all possible factors are avail-
able, such as dSprites (Mattheyal.,, 2017), Shapes3D (Kim and Mnih, 2018), MPI3D
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2.2 Visual representation learning does not generalize strongly within the same domain

Figure 2.7:Dataset splits. We depict the systematic splits random, composition, inter-
polation and extrapolation for two factors of variations (x-and and y-axis). Red dots
correspond to test samples and black dots to training samples. Examples of correspond-
ing observations are shown on the right. Figure adapted from our paper (8thbjt

2021) / Appendix B.

(Geirhoset al,, 2018) and our contributed dataset CelebGlow, which is based on CelebA
(Liu et al,, 2018b) and the Glow network (Kingma and Dhariwal, 2018). The dataset
is depicted and described in Fig. 2.6. The goal is to infer all factors of variation given
an image, even though they only have been partially observed during training. For all
datasets, we consider four different types of splits along the factors of variation behind
the data. The rst type consists of a random test-train split, which is frequently used
in various computer vision datasets. The other types are more systematic and referred
to asinterpolation(e.g.train= small and large objects test=medium-sized objects),
extrapolation(small and medium-sized objects large objects), andomposition(big
hearts and small squares big squares and small hearts). This procedure is depicted in
Fig. 2.7.

The rst considered inductive bias is different representational formats from disentan-
glement algorithms. For instance, certain weakly supervised algorithms rely on pairs of
images with a certain conditional structure and provably allow for an identi cation of
latent factors up to some unavoidable ambiguities. Depending on the model, the identi-
cation can range from pointwise nonlinearities or linear transformation up to just per-
mutations and sign ips. However, those guarantees only hold for the training set, and it
remains unclear whether they can generalize to a disjoint test set. More concretely, we
testb-VAE (Higgins et al,, 2017a), PCL (Hyvarinen and Morioka, 2017), Ada-GVAE
(Locatelloet al,, 2020b) and our SlowVAE model (Klingt al., 2021). Here, each net-
work is trained as proposed by the authors to match the corresponding assumptions.

The second inductive bias we investigate are various architectural designs, which mostly
rely on incorporating certain symmetries that are present in the world (Noether, 1915;
Higginset al, 2018). In machine learning, for instance, convolutional neural networks
(CNNs) naturally incorporate equivariance to shifts in the image. Here, relying on lo-
cal and reusable lIters to extract reoccurring patterns such as edges has tremendously
boosted neural network performances on image-based tasks such as classi cation per-
formances (LeCuet al, 1999). Similar implementations can be found for rotation and
scale equivariance (Fasel and Gatica-Perez, 2006etXal, 2014) or pixel/coordinate
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permutations (Achlioptast al., 2018; Zhanget al,, 2019b). Additionally, the network
architecture can be used to facilitate the learning of abstract and low-level concepts in
images (Huanget al, 2017; Heet al,, 2016). While powerful theoretically, in practice
these invariances often have to be known beforehand to be incorporated into the network
architecture. Furthermore, for certain invariances such as a rotation in 3D projected onto
2D, it is not possible to “hard-code” the transformation before seeing the data, i.e., as
the back of an object is unknown. In our study, we consider MLPs, CNNs, CoordConv
(Liu et al,, 2018a), Rotationally-Equivariant (Rotation-EQ) CNNs (Cohen and Welling,
2016), Spatial Transformers (STN) (Jaderbetal., 2015), ResNet (RN) 50 and 101
(Heetal, 2016), and DenseNet (Huaegal., 2017). All networks are trained to directly
predict the FoVy = f(X) in a fully supervised fashion.

The third and last inductive bias that we consider simply relies on leveraging transferable
structures from other tasks. In computer vision, large image corpora, consisting of more
than 14 million (Denget al, 2009) or even more than 300 million (Sen al, 2017)
labelled images, are used to pretrain neural networks. Subsequently, the neural networks
are then “ ne-tuned” on a particular task. This procedure has turned out to be quite
effective in various settings (Chemal, 2020a; Xieet al., 2020), often even outperform-

ing task-speci ¢ designed architectures (Sutton, 2019). Here, we ne-tune a DenseNet
pretrained on ImageNet-1k, and a Renset50 and 101 pretrained on ImageNet-21k.

We train multiple random seeds for each architecture described above on each test-train
split (random, composition, interpolation, and extrapolation). On the random test-train
split, we see that almost all approaches perform well. Rhscores are depicted in

Fig. 2.8. One exception are smaller models on the complex CelebGlow dataset that has
1000 categorical variables and might require large capacity networks like the RN50 and
bigger. For systematic splits, in which a model is required to interpolate, extrapolate, or
compose factors of variation, we observe large drops in performances. Overall, no tested
model can achieve high scores on all systematic splits, regardless of the architecture and
supervision signal. Especially, for extrapolation, we observe the lowest performances.
We conclude that models struggle to learn the underlying mechanisms behind the data
and seem to rely on mechanisms that do not generalize well. This effect is most pro-
nounced on MPI3D.

One notable exception are the good model performances on the Shapes3D interpolation
and composition setting. In Shapes3D, the factors of variation mostly consist of colors
for different objects. Thus, for interpolation, we hypothesize that most models generalize
well, as they use RelLU activation functions that are linear for positive inputs. Thus,
might help to correctly interpolate colors. Also, the dataset is fairly modular in the sense
that speci c factors can be inferred from xed positions in the images. E.g., the factor
“wall color” could be inferred from the same background pixels across different images.

We also tested the modularity of the models by measuring the performances on in-
distribution (seen during training) factors while other factors are out-of-distribution. For
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(a) R?-score on MPI3D-Real test splits.

(b) R%-score on CelebGlow test splits.

(c) R?-score on Shapes3D test splits.

Figure 2.8:R%-score on various test splits.On the OOD splits composition, interpo-
lation, and extrapolation, we observe large drops in performance compared to the in-
distribution random splits. Figure adapted from our paper (Saktodl., 2021) / Ap-
pendix B.

instance, we require models to infer previously observed object orientations at unseen
scales. In contrast to common criticisms of deep neural networks (Csetrdfs2021;
Greffet al, 2020; Lake and Baroni, 2018), we nd that the models are fairly modular, as
in-distribution factors are still inferred well even if other factors are out-of-distribution.
This can be seen by comparing the random performances with the ID factors in Fig. 2.9.
By the procedure of exclusion and by observing the low out-of-distribution (OOD fac-
tors) performances in Fig. 2.9, we can conclude that the errors are mostly due to incor-
rectly inferred OOD factors. Thus, we further investigate the behavior of the models on
the OOD factors.

Despite using variously different inductive biases and observing limited generalization
capabilities, we found that the models still make surprisingly similar mistakes. To
show this, we measured the Pearson correlations between different models on out-of-
distribution factor predictions. We nd that the models have high positive correlations
on MPI3D, Shapes3D, and dSprites (all Pearson 0:57) but negatively correlate with

the ground-truth (all Pearsan 0:48). One exception is the CelebGlow dataset.
Here some positive correlations with the ground truth model are observed (all Pearson
r  0:50), but are nonetheless still far from extrapolating correctly. To further quantify
the generalization behavior on the out-of-distribution factors, we aggregated the predic-
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(a) MPI3D-Real extrapolation

(b) CelebGlow extrapolation

(c) Shapes3D extrapolation

Figure 2.9 Extrapolation and modularity, R?-score on subsetsTo investigate the root

of the extrapolation errors in Fig. 2.8, we split the performance along individual factors
and distinguish between factors that have been observed during training (ID factors) and
the ones that have not been observed (OOD factors). Note that because this is still based
on the test set, the joint of different factors have not been observed during training. We
refer to the text for further details. Figure adapted from our paper (Sehatt 2021) /
Appendix B.

tions on the test set and found that models tend to predict values in previously observed
ranges. For more details, we refer to the paper in Appendix B.

We conclude that our proposed out-of-distribution task is still mostly unsolved, and cur-
rent models pursue strategies which do not generalize systematically. Finding inductive
biases suited to this type of generalization remain, to the best knowledge of the author,
still an open research question.

2.2.3 Discussion and outlook

In this section, we rst discuss our benchmark in a broader context and subsequently the
implications of our benchmark results on future model development.

Limitations and positioning of our Benchmark

We introduce a computer vision benchmark that requires neural networks to recombine,
interpolate, or extrapolate existing factors from the training data. This contrasts with
previous works that introduce novel factors such as arti cial rain or blur at test time
(Hendrycks and Dietterich, 2019; Mu and Gilmer, 2019; Michaelial,, 2019). Thus,
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our work could be seen as an intermediate and more principled milestone on the path
towards universal out-of-distribution generalization in visual representation learning.

Our benchmark requires models to learn all possible con gurations of factors. However,
in the real world, this might not necessarily be a desired property. In safety critical
environments (Leikeet al, 2017) such as traf ¢ datasets (Cordisal, 2016), not all

factor combinations are valid. For instance, in a one-way street, a car pointing in the
wrong direction should not necessarily be allowed. We argue, however, that for humans
itis possible to imagine driving in the wrong direction or even thinking of a pink elephant
on the road. Thus, such a scenario could be present in a model, but one should de nitely
be aware of the fact that such a scenario is most likely imaginary or not allowed.

As our benchmark relies on simple datasets (dSprites, Shapes3D, MPI3D, CelebGlow),
a possible extension could introduce more unstructured real-world scenarios. Here, we
require a larger labelled dataset where multiple factors are annotated along each axis.

Furthermore, on an abstract level, it remains unclear which factors can and should be
extrapolated. Even for humans, certain concepts are very dif cult to grasp and extra-
polate. For instance, the concept of dimensionality is simple to visualize for 1D with a
stick, for 2D with a sheet of paper, and 3D with our world. However, 4D and higher di-
mensions are very dif cult to visualize. Even, the concept of numbers is not necessarily
re ected in languages. For instance, 139 Aboriginal Australian languages have an upper
limit at “three” or “four” and “several” or “many” to refer to higher quantities (Barras,
2021; Bowern and Zentz, 2012). It has been further claimed that the Piraha people of the
Brazilian Amazon might not use numbers at all (Everett, 2005).

Implications of our benchmarks for further model research

We reveal strong limitations in various visual representation learning networks to gen-
eralize factors even if they are present in the data. On the other hand, we observe that
most of our tested models are quite modular in the sense that even if one factor is out-of-
distribution, other in-distribution factors are still inferred correctly.

Our benchmark points in the research direction of independent (causal) mechanisms.
We hypothesize that learning the underlying mechanism of a dataset should allow for a
scalable generalization to our benchmark. Thus, themreehanisnshould be able to ex-
trapolate certain factors and threlependencehould allow for a scalable recombination

of arbitrary factors. We note that such an independence can only be achieved approxi-
mately. For instance, the scaling of an object also depends on the object itself. E.g., when
considering an elephant that should be scaled up, more speci ¢ ne-grained structures
such as hairs or skin structures are revealed and have to be known by the model.

Another possible approach to perform well in our benchmark is to engineer network
architectures that by design encode certain transformations such as rotation, shifts, or
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scales. However, as the number of factors of variation is almost in nitive in the real
world, approaches that hard-code the type of transformation might not scale to more
realistic scenarios in which more factors, such as varying lighting conditions, are present.
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2.3.1 Problem: common corruptions

So far, we considered settings that assume all factors of variation are fully (Section 2.1)
or partially (section 2.2) presented in the training data. In this section, we allow for
variations that have not necessarily been observed during training. More concretely, we
considercommon corruptiontghat are introduced during test time.

Common corruptions in computer vision often refer to digital artifacts or weather con-
ditions. Typical weather conditions are rain, snow, or fog. Usual artifacts in digital
systems are blur, Gaussian noise, or compression artifacts such as pixelating. Current
machine learning algorithms are quite brittle and not robust w.r.t. corruptions added at
test time. This has been shown for common datasets with corruptions (denoted by -C)
such as ImageNet-C, CIFAR-C, MNIST-C, Cityscapes-C, ... (Hendrycks and Dietterich,
2019; Mu and Gilmer, 2019; Michaelet al,, 2019). This can have tremendous implica-
tions on the reliability of many camera-based systems in the real world based on machine
learning, especially for safety-critical systems. For example, as those corruptions are dif-
cult to account for during development, lacking robustness might be one of the reasons
why Waymo, one of the leading companies in autonomous driving, launched their ser-
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vices in the weather-friendly Phoenix, Arizona (Davies, 2017). In general, it is desired
to develop machine learning algorithms that are robust to common corruptions. Thus,
we are trying to nd suitable inductive biases to foster the generalization capabilities of
neural networks.

Here, we study the effect of common corruptions on machine learning systems in the
context of simple image classi cation tasks. The goal is to learn a mapping from an
image to a corresponding label on clean data which consists of many images and their
corresponding labels. After training, a classi er should be able to classify objects, i.e.,
a bird, despite common corruptions added to the image. In contrast to the previous
sections, here, the classi er has not necessarily seen these corruptions during training.
It should be robust and reliabtiespitenever having seen such a corruption. This is not
the case for standard neural network classi ers, which can drop to half of their original
accuracy (Hendrycks and Dietterich, 2019).

In terms of shortcuts, it has been hypothesized that standard neural networks rely on
spurious features or correlations in high dimensional data (kyasd., 2019; Geirhos

et al, 2020). Here, we further conjecture that these shortcuts are quite brittle and easily
broken by common corruptions. Next, we are trying to develop a principled method that

iteratively detects and removes such shortcuts in neural networks until it ends up relying
on more robust strategies.

Common previous approaches rely on augmenting the input data with pre-computed im-
ages that should help the network transfer to common corruptions. For instance, Geirhos
et al. (2019) stylize images to remove texture cues, pushing a network to rely more on
shape cues. Similarly, Hendryc&sal. (2020b) rely on a set of pre-computed augmenta-
tions to train a more robust neural network. Both methods have been shown to increase
common corruption robustness. Adversarial training methods, on the other hand, adap-
tively compute the worst-case perturbations for a given classi er (Matiigl, 2018).

Here, the considered types of perturbations are much more complex and usually much
smaller in magnitude. Our approach is in between these listed approaches: We constrain
the search space of possible corruptions and compute our perturbations adaptively.

2.3.2 Approach: adversarial noise training

One way to tackle common corruptions is by simply adding them to the training data.
However, this might not scale well, as a network trained on one corruption might not nec-
essarily be robust to other types of corruptions. For instance, training on rainy images
does not generally improve the robustness to snow, fog, or very light rain. Surprisingly,
this transfer might not even work for two types of corruptions, which are visually al-
most indistinguishable (Geirhag al, 2018). As the list of possible artifacts is almost
limitless, we try to nd a more principled approach.
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Figure 2.100verview of our approach. In A, we show how various noises added onto

an image can derail a classi er. Notably, our learned noise is much smaller in magnitude.
In B, we depict our architectural setup, in which we jointly train a noise generator and a
classi er. After training the classi er should be robust w.r.t. the generated noises. Finally,

in C, we see an improvement over previous methods even on non-noise categories on the
ImageNet-C dataset. Figure adapted from our paper (Retsalk 2020) / Appendix C.

To introduce our approach, we investigate properties of common corruptions. Common
corruptions can, in general, be fairly structured. Snow akes, for instance, are individ-
ually quite unique but share many common attributes in structure across snow akes.
Roughly spoken, they are only locally dependent, e.g., as snow akes are quite symmet-
ric, knowing one half of a snow ake could be quite informative about the second half.
However, one snow ake might not be too informative for the position or exact structure
of other snow akes. Thus, abstractly, snow akes could be viewed as different samples
from a local, shared distribution. We mimic this structure by augmenting images in the
training data with noise sampled from a learned distribution that is constrained to only
allow for local correlations.

Practically, we implement this learned local noise distribution by transforming a Gaus-
sian distribution with a convolutional neural network architecture that only has small or
1x1 kernel sizes. We refer to this network as the noise generator. In the next step, this
noise is added to an image. To make this procedure more adaptive to the classi er, we
adversarially train the noise generator, s.t. the noise is most severe for a given classi er.
We further constrain the noise to be small in magnitude to avoid trivial strategies such
as simply masking the whole input. We refer to this noisadsgersarial noise Subse-
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guently, inadversarial noise trainingANT), we alternate between training the classi er
and training the noise generator as inspired by Goodfedbal. (2014); Schmidhuber
(1992). To stabilize this min-max optimization procedure, we further leverage common
training procedures like experience replay (Meiral, 2015). The overall procedure is
visualized in Fig. 2.10.

Intuitively, from the perspective of shortcuts, the noise generator detects and masks the
current shortcuts used by the neural network by learning the most adversarial noise. In
the subsequent network update step, the network tends towards leveraging a different
strategy. Upon convergence of this alternating training scheme, the network should no
longer rely on shortcuts that can be masked by small locally correlated noise. Sub-
sequently, it should be more robust w.r.t. to common corruptions that are also locally
correlated and small in magnitude.

We carefully evaluate our proposed adversarial noise training. First, we show that our
learned noise is signi cantly more severe compared to other noise distributions. When
added to an image, it can change a ResNet50 classi er decision by adding noise that is
signi cantly smaller (1/2 or less) in magnitude than Gaussian or uniform noise. Second,
we evaluate on 15 common corruptions with ve different severities from the MNIST-C
and ImageNet-C dataset. As a baseline, we additionally train on images augmented with
Gaussian noise with several magnitudes. We nd that this simple baseline is already
quite effective and outperforms previous methods relying on patch-based noise training.
Lastly, we nd that our proposed adversarial noise training scheme further increases the
performance on the noise as well as on the non-noise corruptions. As our method solely
relies on adaptive augmenting of the input, it can be combined with other methods. When
combining our method with training on stylized images (Geirkbsal, 2019), which
makes neural networks more reliant on shape queues and less reliant on textures, we
achieve at-the-time state-of-the-art performance.

2.3.3 Discussion and outlook

We propose a principled method to make an image classi cation neural network robust
w.r.t. to locally correlated noise distributions. We further show a successful transfer to
the common corruption dataset of ImageNet-C. Here, we discuss possible extensions and
limitations of our approach.

A possible extension of our approach is to further empower our noise generator. So far,
we only considered locally correlated additive noise that is independent of the image.
We observe that our proposed approach is not state-of-the art on image-dependent cor-
ruptions such as defocus, motion, and blur corruptions. Thus, we could also input local
patches of the images to the noise generator. This could enable the noise generator to
also mimic the image-dependent corruptions.
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Another extension is to further allow the generator to produce perturbations in the fre-
guency space. This could enable it to better model low-frequency perturbations that
have been shown to be very effective in derailing various neural networks (Skaaha
2019). An alternative way to allow for more general perturbations introduced by Calian
et al. (2021), is to use pertained image-to-Image transfer networks to generate adversar-
ial perturbations. To avoid a trivial solution that sets all pixels to zero, they bound the
parameters of their image-to-image transfer network. However, so far, a direct compar-
ison with our approach is not possible as they only consider a downscaled version of
ImageNet.

A general limitation of common corruption benchmarks like ImageNet-C is that they
only provide results for a subset of corruptions. Hence, it remains unclear whether the
measured accuracies on the arti cially corrupted images are representative for other cor-
ruptions. Even for the rain corruption, it is not guaranteed that the accuracies on arti cial
rain from ImageNet-C are predictive for the network performance for real rain. Support-
ing evidence for such doubts shows that neural networks can have highly varying per-
formances on corruptions that look almost indistinguishable to humans (Geirlabs
2018). Here, further research on validating the ImageNet-C results as an indicator of a
network'’s out-of-distribution performance is required.
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2.4.1 Problem: adversarial examples

So far, we always restricted the types of generalizations along factors that partially
present in the training data, or to common corruptions. Now, we consider a broader
scenario and focus on maliciously crafted perturbations, also catledrsarial exam-

ples that change the predictions of a neural network.

In computer vision, adversarial examples are images with small, but almost impercep-
tible perturbations that can severely sabotage the output of a neural network (Szegedy
et al, 2014). For instance, only a few pixels need to be changed such that a classi er
can no longer correctly detect handwritten digits (Sckotl., 2019). Finding the most
malicious perturbations for a classi er can be quite dif cult and is a research eld of its
own (Carliniet al,, 2019; Wiyatnoet al, 2019). Nevertheless, for an undefended net-
work, such examples are almost omnipresent: For nearly every input image, there exists a
perceptually close image that is misclassi ed. As neural networks have often been com-
pared to the human visual system, which seems to be robust w.r.t. adversarial examples
the vulnerability of arti cial neural networks undermines our current understanding.

3In a recent publication Elsayest al. (2018) nd adversarial examples that fool neural networks and
time-constrainechumans. However, they also conclude that adversarial examples have bigger effects
on arti cial neural networks than humans.
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Despite tremendous research efforts and various publications, so far, there is still a large
gap in robustness. For instance, on the more complex ImageNet dataset, the robust-
ness guarantees are still weak and mostly restricted to prede ned perturbations bounds
such as speci c norms. Here, we argue that even the simple MNIST digit classi ca-
tion benchmark is not solved from the viewpoint of human visual robustness, even for
state-of-the-art robustness classi ers.

It has been shown by llyaet al. (2019) that adversarial examples leverage spurious fea-
tures (shortcuts) used by neural networks and can actually represent predictive features.
To show this, the llyas et al. propose a setup with three stages. First, they create a dataset
that only consists of adversarial images that fool a pretrained network into predicting
another class. For each adversarial image, they store the corresponding network pre-
dictions as new labels, which —as adversarial examples are almost imperceptible— are
different from what a human observer would predict. In a second step, they train a sec-
ond neural network from scratch, only on adversarial examples that fooled the previous
network with the seemingly wrong labels. For instance, an adversarial image of a dog
that is perturbed s.t. a network labels it as a cat is now passed into the second network but,
counterintuitively, labeled as cat. In the last step, this newly trained classi er is tested
on new clean, unperturbed images. Now, despite only being trained on seemingly misla-
beled images, it can correctly classify clean images with high accuracy, mostly agreeing
with human annotators. Thus, the authors literally conclude “adversarial examples are
not bugs, they are features” meaning that neural networks rely on non-robust but highly
predictive features that are present in the data.

In the next section, we try to develop a method that avoids such shortcuts and learns a
more robust solution.

2.4.2 Approach: analysis by synthesis

One suggested inductive bias to stimulate a model to avoid shortcuts and learn a diverse
set of features is based on the principle of ABS. Here, novel images are classi ed if
they are synthesized —a mapping from labels to images— correctly and matched. By
requiring the model to generate whole images, shortcuts should be avoided. For instance,
to recognize an image of a cat, multiple visible properties such as the eyes, ears, and tail
have to be synthesized for a likely match. This contrasts with typical feedforward neural
network architectures that learn a mapping from images to labels, which could rely on
shortcuts. For instance, in the example with the cat, it could be suf cient to recognize a
cat solely by considering the eyes and ignoring other features like the ears. Thus, such a
network would not be robust if the cat eyes are not visible anymore during test time. In
this scenario, the ABS-based classi er could still rely on other features such as the ears
as it is trained to synthesize whole images.

To implement and evaluate the proposed inductive bias of ABS (de Cordemoy, 1973,
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Chapter 2 Main contributions

Figure 2.110Overview of our approach. We rst train one VAE for MNIST digit class

and only keep the generators. To classify a sample digit, we perform a gradient guided
search in the latent of each space to nd the most likely match, as shownext, inll ,

we scale the likelihoods with a scalar to account for class imbalances to get logits similar
to a standard classi er. Lastly, to determine the label and the posterior probability, we

pass the logits through a con dence calibrated softmax function and take the argmax.
Figure adapted from our paper (Schettl., 2019) / Appendix D.

Von Humboldtet al., 1999), we consider the simple and commonly used MNIST digit
classi cation task. As a model, we rely on VAE (Kingma and Welling, 2014), which
allow us to do approximate posterior inference by estimating the evidence lower bound
(ELBO). We split the training dataset into images corresponding to each class and train
one VAE per class to approximate the likelihood under each moggfjc). After train-

ing, we disregard the encoder and only keep the ten generators, one per digit class from
0-9. To classify a new testimage, we perform a gradient guided search in the latent space
of each generator to nd the closest match (in terms of likelihood). Thus, given a test
image, for each class, we get one proposal for the likeliest corresponding image and its
likelihood. Additionally, we discriminatively learn a scalar to scale the class conditional
likelihood of each model. We pass each weighted likelihood to a calibrated softmax
function (we refer to our paper for details, Appendix D) to receive an approximate pos-
terior p(cjx). Now, the digit model corresponding to the highest probability refers to the
class. This is also depicted in Fig. 2.11

We consider various baselines to compare our approach to. Other established methods
designed to be robust to adversarial examples mostly rely on randomization (€athen
2019), using the Lipschitz constant (Hein and Andriushchenko, 2017; Leeyadr,

2019) or adversarial training (Madmst al., 2018). Some of these methods allow for
mathematically provable claims about the robustness of a model in a certain vicinity
of its input. Currently, adversarial training is one of the most prominent methods (Xie

et al, 2019). Here, we alternate between estimating adversarial examples for a classi er
and training the classi er to be robust w.r.t. the adversarial images. If carefully tuned,
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2.4 Towards the rst adversarially robust neural network model on MNIST

Figure 2.12:Adversarial examples Here, we show the lowest fourid perturbation

for random samples for each model. The adversarial examples for our ABS model can

appear close to the perceptual boundary of humans. More random samples on different
Lp norms and sampling strategies are shown in Appendix D. Figure adapted from our

paper (Schotét al,, 2019) / Appendix D.

this procedure can be quite effective and provides high robustness on the considered
norm for the attacks. We use the model of Madry et atained on theLy-norm as a
baseline to compare our model with. Other baselines we consider are a standard (vanilla)
convolutional neural network with and without input binarization. The input binarization
simply thresholds input pixels above 0.5 to 1 and the rest to O (we preprocess images to
be in the rangg0; 1]). Thresholding does not change the image too much, as MNIST

is almost binary. Lastly, to provide an elementary baseline, we also provide a nearest
neighbor classi er.

We show empirical robustness results on MNIST onlthe., andLy norm. We go

to great lengths in using multiple attacks to provide a precise estimate of the model ro-
bustness (more details regarding the attacks are provided in the next section). Our ABS
model performs favorably over a vanilla CNN on all considdrgehorms, and even pro-
vides state-of-the-art results on the norm, despite never having seen any perturbed
images during training (see Figs. 2.12 and 2.14 for quantitative and qualitative results).
Our results show that the at-the-time state-of-the-art defense of Madity(2018) does

not solve MNIST from ayeneralviewpoint of robustnes3.Despite having high robust-
ness in terms ofy, their model performs worse compared to a vanilla CNN in terms of
Lo robustness, as shown in Fig. 2.14 on the right. Furthermore, we observe that the
results of Madry et al. can partially be reproduced by simply binarizing the input of a

4At the time of publication, this was the acknowledged state-of-the-art adversarially robust neural net-
work on MNIST

SWe would like to emphasize that Madry et al. do not make any claims on the robustness bgybviel
evaluate it on other norms to investigate the overall robustness on MNIST and explore side effects.
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Figure 2.13Distal adversarials. We perform gradient ascent on the pixels of a random
noise input image untp(c= 1jx) 0:9 is true for each model. For the CNN and the ad-
versarially trained model of Madry et al., these images are not recognizable. The nearest
neighbor, simply walks to the nearest digit, whereas our model shows a prototypical rep-
resentative of the class. Figure adapted from our paper (Sehaltf 2019) / Appendix

D.

(a) L, distance (b) Ly distance (c) Lo distance

Figure 2.14:Adversarial distortion curves. Accuracy over the allowed perturbation
budget for each -norm. Figure adapted from our paper (Scledtl., 2019) / Appendix
D.

vanilla convolutional neural netwofkLastly, humanly unrecognizable images, referred
to asdistal adversarials are classi ed as a certain digit with high con dence by the
tested feedforward architectures, as demonstrated in Fig. 2.13 on the left.

To motivate our results on lower-boundintie robustness, we would like to highlight
that our likelihood function in pixel space given the latentsf a modelp(xj2) is a
Gaussian, which in our case is the most predominant term in the evidence lower bound
(ELBO) of Kingma and Welling (2014). Crucially, this Gaussian likelihood only changes

SMadry et al., concurrently updated their paper and show that their model learns a threshold operation in
the rst layer of their model.

’Our conservative estimate includes an optimization problem in a low-dimensional space. We sample
extensively and provide multiple steps of gradient descent to solve this low-dimensional optimization
problem. We also do multiple random restarts and show that this procedure works very reliably. Nev-
ertheless, we have not guaranteed for the exactness of the result, and, thus, avoid pinevieia
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2.4 Towards the rst adversarially robust neural network model on MNIST

slowly if we have small (in terms of L2 distance) changes in the image. This is a desired
property of our model, as the class of a digit is also unlikely to change if we minimally
change the image. We follow this principle and mathematically derive a computable
lower bound for the robustness which, at-the-time, was comparable to several provable
robustness claims (Hein and Andriushchenko, 2017). Now, such provable claims are
close to empirical claims on MNIST (let al., 2019a).

In a nutshell, we show on MNIST that robust models can have severe drawbacks. We
show that our proposed ABS model is robust to multiple threat scenarios compared to
a vanilla feedforward network and leads to state-of-the-art robustness &a tiam.

Also, compared with other tested methods, ABS has plausible distal adversarials.

2.4.3 Evaluation of adversarial robustness

As evaluating robustness empirically has many pitfalls (Athayel, 2018; Carlini

et al, 2019; Croce and Hein, 2020), we consider a large variety of proposed attacks
and introduce novel attacks to Il gaps in the attack literature. Common pitfalls are
masked or obfuscated gradients, or to simple attack models. Hence, to properly evaluate
a model, a diverse set of attacks should be considered. From the literature, we consider
gradient-based, gradient-estimating, score-based and decision-based attacks to evaluate
the adversarial robustness of our models. Furthermore, as we strive for models that are
robust across multiple threat models, we examine a variety of different norms, namely
Lo;L2, andLy. As, at the time, no reliablieg attacks existed and few speci c attacks for
class-conditional generative models were available, we develop two novel attacks: the
Pointwise Attackand thelLatent Descent Attack

Pointwise Attack: Due to the discrete nature bf, most previous attacks are not ap-
plicable to this norm. Thus, we introduce a novel decision-based attack that greedily
minimizes theLo norm. Our attack starts by adding salt-and-pepper noise to an image
until it is misclassi ed. Subsequently, it simply iterates over all pixels and tries to reset
the perturbed values to the original values. If the image is still misclassi ed, the pixel is
set to the original value, otherwise the pixel is kept perturbed. Finally, if no more pixels
can be reset, the attack ends and returns the adversarial image. To achieve optimal results,
we re-run our attack with 10 random initializations, which can be computed in parallel.
Compared to simply adding salt-and-pepper noise, our attack islBx more effective

in achieving a minimal medialny-perturbations in our experiments (for details, we refer

to Table 1 in Appendix D). Now, there are more effective attacks available (@tcade

2020). However, as they rely on gradients, the Pointwise Attack remains useful as it is
applicable to models that only output decisions, and it is also not affected by obfuscated
(misleading) gradients.

Latent Descent Attack: Class-conditional generative models often do not provide ana-
lytic gradients. As an alternative, we exploit the structure of the ABS architecture, which
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provides an image for the most likely candidate under each model for a given image.
We select the generated image corresponding to the most likely wrong class. Given this
image and the input image, we perform a binary search by linearly interpolating be-
tween the two images to nd an adversarial image. As the ELBO is dominated by the
reconstruction loss, this procedure works reliably in practice. We show in our paper that
our latent descent attack performs almost on par with the most successful attacks for
our model, namely the Boundary Attack (Breneéehl., 2018) and the DeepFool attack
(Moosavi-Dezfoolet al., 2016) with gradient estimation. Especially, our attack performs
preferably on different samples than other attacks. Hence, we can combine both attacks
to nd a tighter upper bound on the true robustness of a model.

2.4.4 Discussion and outlook

Here, we highlight and discuss our main contributions in a broader context. Thereby, we
focus on the importance of our used Gaussian likelihood and the dif culty of properly
evaluating the robustness of a model.

We claim that MNIST might not be solved from a point of human-like robustness. We
support this claim by showing limitations in transferring therobust model of Madry

et al. (2018), which is a widely accepted defense method, to other norms. Relying on
the principle of Analysis by Synthesis (ABS), we provide a model that is more robust
than a vanilla network across multiple norms and even shows a widely acknowledged
state-of-the-art performance dn (Jacobseret al, 2019; Ju and Wagner, 2020). We
further provide some qualitative evidence that the decision boundaries of our model are
perceptually close to the humans. This claim has been substantiated by és@hn
(2020), who quantitatively show that controversial stimuli for our model and humans
have higher agreement compared to other models.

Since our publication, further progress on provable robustness and adversarial training
led to models that are also robust across multiple norms (Tramer and Boneh, 2019; Croce
and Hein, 2021). Now, developments in provable robustness can even provide provable
bounds on MNIST on the robustness that are close to the empirical values we show
(Li et al, 2019a). Nevertheless, our model remains a competitive L2 baseline and with
other desired properties such as interpretable decision boundaries and reasonable distal
adversarials. Furthermore, to the best knowledge of the author, still no model exists
that allows for human like robustness on MNIST. For instance, the MNIST-C dataset,
which introduces common corruptions on MNIST, still poses a challenge, especially for
adversarially trained networks (Mu and Gilmer, 2019; Rustadd., 2020).

A property that is often overlooked in our ABS model is the importance of the Gaus-
sian likelihood term that we use in the ELBO. Preliminary (unpublished) experiments
of replacing this term with a Bernoulli distribution revealed a strong decreased in the
robustness. Technically, a Bernoulli-based model can become too certain on background
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2.4 Towards the rst adversarially robust neural network model on MNIST

pixels in MNIST that are mostly 0. Thus, the individual models have exorbitant con -
dences on the background pixels. Therefore, changing a background pixel can resultin a
large change in likelihood and ipping the class label. In contrast, as we use a Gaussian
likelihood with xed width, we avoid such overcon dent dependencies on single pixels.

In our work, we focus on a model with an information bottleneck by using an eight-
dimensional latent space. This is to guarantee that our latent space is trained properly.
For a high dimensional latent space, it can happen that not all latents have been trained
to map to an image due to the curse of dimensionality and a limited number of training
iterations. In an ablation study, Chenal.(2020b) also nd lower robustness results for

an analysis-by-synthesis approach with a 32-dimensional latent space.

A downside of our conceptual Gaussian and VAE based ABS implementation is that our
model does not scale well out of the box. However, an extension by Ju and Wagner
(2020) introduces several improvements such as a discriminative loss to scale the infer-
ence towards real-world datasets such as SVHN (Netizat, 2011) and a traf ¢ sign
dataset (Houbeat al., 2013) while remaining high robustness. To further scale ABS to

the larger ImageNet datasets, we could process the large images in a patch-based fashion
with a sliding window approach similar to BagNets (Brendel and Bethge, 2019), who
showed that local patches are suf cient to achieve performances better than AlexNet.
BagNets could also be used to create a training dataset for the individual patches to train
our ABS model.

Our work also greatly substantiates the dif culty of evaluating the empirical robustness
of models. We show that it is necessary to consider various attacks and thread models,
as the scores do not only vary across diffedeptmetrics for a model but also across
multiple attacks, which in uence future evaluations (Lahal., 2020). We further show

that the commonly presented accuracy at a certain Iparorm thresholde can be
misleading, as could lead to vastly different results. For instance, our binary CNN is
worse onLy ate = 0:3 compared to Madnret al. (2018), but performs favorably for

e< 0:1 ore> 04, as shown in Fig. 2.14. Thus, we recommend plotting the model
accuracy over the distortion and reporting the median perturbation size required to fool
a model.

In a nutshell, we introduce an implementation of ABS with Gaussian likelihood term and
show that it is a good inductive bias fap norm robustness on MNIST. Our work has
been substantial proof of concept to revive promising investigation on leveraging ABS.
Lastly, our thorough evaluation procedure has inspired future work.
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Chapter 3

Transfer and combination of our
Inductive biases

In the previous chapter, we considered individual inductive biases in the context of a
speci ¢ out-of-distribution scenario. In this chapter, we discuss the presented inductive
biases acrossultiple out-of-distribution scenarios. We use this as a proxy to evaluate
whether our proposed inductive biases help us to learn human-like generalization capa-
bilities. Thus, the rst question we tackle i®o our investigated inductive biases learn

the intended solutionNext, we investigate whether our proposed inductive biases can
be combined bene cially or whether they are mutually exclusive.

Here, the discussion is mostly based on the experiments presented in the appendices of
our publications and related works. If no suiting results are available, we performed
novel experiments.

3.1 Do our investigated inductive biases learn the
intended solution?

Given a typical deep learning setup, we intend to learn a solution that not only solves
the training set, but also generalizes beyond it. In practice, there are almost countless
different out-of-distribution types. For instance, in autonomous driving just for snow
alone, there are numerous variations depending on the temperature and humidity, not
even mentioning the fact that ordinary snow akes have hundreds of branches of ribs,
which could vary across snow akes in a combinatorial fashion (Palmer, 2011). Hence,
alone for snow, it is impossible to consider all variations during model development.
How can we tackle the vast variety of different types of perturbations, artifacts, and other
variations present in our world?

One hopeful observation is that humans, in contrast to machines, seem fairly robust. For
instance, a person from the Black Forest who is on his rst vacation close to the equator
on a Caribbean island will most likely be able to drive a car with some sand on his
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Chapter 3 Transfer and combination of our inductive biases

Figure 3.1:Transfer of inductive biases.Instead of considering an inductive bias on a
speci c out-of-distribution scenario, we here consider the effect on multiple scenarios.
Here, we depict possible outcomes and distinguish three cases. First, the inductive bias
is transferable if it increases the performance on all scenarios (all green). Second, it

is speci c if it improves the performance on the scenario it was designed for but has

no effect on others (one green, others gray). Lastly, we refer to an inductive bias as
over tting if it performs well on a single scenario but worsens the performance on others
(one green, others red). In this section, we use these scenarios as a proxy to reason about
novel scenarios (depicted by '?").

windshield and palm tree background, despite never having seen this before in real life.
Analogously, Neil Armstrong had no apparent visual problems during his rst steps on
the moon (NASA, 1969). In contrast, such a scenario could completely derail a naively
trained machine learning algorithm.

Given the almost in nitive number of out-of-distribution scenarios and the technical lim-
itation of only testing on a nite set, it remains unclear whether this will ever lead towards
human-like generalization capabilities.

To investigate whether we are making progress, we consider our proposed inductive
biases and test them across multiple other out-of-distribution scenarios. A desired induc-
tive bias should not over t to a single out-of-distribution scenario, but help to generalize
across many scenarios. We suggest the procedure of evaluating a proposed inductive
bias across many out-of-distribution scenarios as a proxy for human-like generalization
capabilities by selecting scenarios that pose no larger dif culties to humans. This princi-
ple is visualized in Fig. 3.1. Here, the intended solution corresponds to inductive biases
that would transfer to all out-of-distribution scenarios. In contrast, an over tting induc-
tive bias learns an unintended solution that reduces the performance on certain out-of-
distribution scenarios.

This is also closely related to the no-free lunch theorem (Wolpert and Macready, 1997).
In our context, it implies that there is always a fundamental trade-off: an increase in per-
formance on one out-of-distribution scenario will lead to a decrease in another one. How-
ever, as human generalization capabilities outmatch machine learning algorithms, we
pose human-like generalization as an achievable goal with acceptable trade-offs. Such
trade-offs for humans have been shown by Dubewl. (2018), who demonstrate that
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3.1 Do our investigated inductive biases learn the intended solution?

the speed of solving games is heavily affected if textures are modi ed counterintuitively,

e.g., switching the textures of a climbable ladder with background textures. However,
their proposed modi cations are mostly not applicable in the real world. Besides the hu-
man generalization capabilities, machine learning algorithms that are more aligned with
our understanding should be more intuitive to understand and develop.

An example of a limited inductive bias that can worsen the generalization across multiple
out-of-distribution scenarios isy adversarial training on MNIST (Madrgt al,, 2018;
Schottet al, 2019). As claimed, this method does indeed improve the robustness with
respect td_y perturbations. However, this inductive bias has unintended side effects, as
it leads to a lowelk g robustness compared to a vanilla network. To further investigate
the shortcomings dfy adversarial training, we show that a good defense stratedyfor
robustness is to binarize the input with a thresholding operation and to focus on bright
pixels that are not affected by thresholding, as MNIST is almost binary. Now, in terms
of Ly, we need to change the relevant pixels quite a bit in to be ipped past the input
binarization. In an updated version of their publication, Maergal. (2018) also ana-
lyzed their network weights and found thresholding Iters in the rst layer. Thus, plain
Ly adversarial training on MNIST can be more vulnerablégattacks compared to a
cross-entropy trained neural network. In Fig. 3.1, this would correspond tvert-

ting inductive bias. Note that this over tting only applies to MNIST and the effect of
adversarial training on other datasets and the magnitude of the perturbations has further
been studied by Kireest al. (2021), who evaluate dfy adversarial training on common
corruptions in natural images.

To evaluate the success of our proposed inductive biases of disentanglement, adversar-
ial noise training, and analysis by synthesis with a Gaussian likelihood, we consider the
out-of-distribution scenarios of common corruptions, adversarial examples and general-
ization along factors of variation present in the data.

3.1.1 Analysis by synthesis with a Gaussian likelihood

In Section 2.4 and Schodt al. (2019), we propose an implementation for analysis by
synthesis and show that it is fairly robust to varidysand distal adversarial examples on
MNIST. Note that during model development, we chose speci cally to tackle adversarial
robustness. Now, we study a threat scenario not considered during the development
and test the performance of ABS in terms of common corruptions anthadomain
generalization benchmark

On the common corruptions benchmark, MNIST-C, Mu and Gilmer (2019) show that
our ABS model performs worse compared to a vanilla CNN. However, when repeat-
ing their experiment with the CNN architecture considered by Madrgl. (2018) but
without adversarial training, we found the opposite to be true. In our experiments, our
ABS model performs 10% better compared to a standard CNN. Similarly, adversarial
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training seems to be better than a normally trained architectural twin. This might be
due to the fact that Mu and Gilmer (2019) used dropout, different network architectures,
and a slightly different optimization procedure during training. We presume that the
MNIST-C network performances are dependent on small variations in the network archi-
tecture, and a more thorough comparison is required. Given the current observations, we
conclude that neither ABS nor adversarial training are transferable inductive biases for
out-of-distribution generalization. Both, on average, perform similar to a vanilla neural
network. However, an important bene t of our ABS model is that the predictions on
MNIST-C samples have low con denc@(cjx) 0:2 for almost allx). For our trained

CNN model and others, we observe overcon dent wrong predictiofis.explain why

ABS is adversarially robust but roughly on par with a vanilla network on common cor-
ruptions, we hypothesize that the common corruption samples are too far away from the
training data distribution. Thus, our ABS model performs poorly, as it is only trained on
clean samples and the Gaussian likelihood might only be helpful for reliably generalizing
to samples near the learned distributions. The suggested far distance between corrupted
images to the data manifold de ned by the VAEs would also be in accordance with the
low con dence predictions of our ABS model.

We further measured the performance of our VAE-based ABS model on our proposed in-
domain generalization benchmark from section 2.2. This is motivated by the suggested
bene ts of causal models in terms of generalization (Schélkopf, 2019). To compare the
causal ABS inference with an anti-causal feedforward methed used our SlowVAE
model. For the feedforward part, we used the encoder. For ABS, we solely relied on
the decoder and used gradient descent in the latent space for inference. Preliminary re-
sults’ on disentanglement scores on our systematic test splits show no improvements
when using ABS-based inference instead of the encoder. A related observation is made
by Monteroet al. (2021) who trained a generative model on dSprites that mapped fac-
tors of variations to images. Similar to our ndings on feedforward networks in Section
2.2, they show that the tested generative models are unable to properly reconstruct novel
con gurations of factors. Even though our focus here is on ABS-based representation
learning and theirs lays on image generation, both results point towards similar limita-
tions of generative models.

In conclusion, ABS with a Gaussian likelihood is an effective inductive bias on MNIST
covering variousLp norms and often aligning with humans on controversial stimuli
(Golanet al, 2020). However, it ispeci ¢ (see Fig. 3.1) to adversarial scenarios, as
it does not affect the classi cation of strongly perturbed digits, nor the generalization to
novel combinations of factors. In contrast to Maeétyal. (2018)'s model, we observe no
large drops othg norm (Schotet al,, 2019).

Lresults not published.

2t is currently an ongoing debate whether the MNIST digit classi cation task is causal or anti-causal
(Arjovsky et al.,, 2020).

3results not published.
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3.1.2 Disentanglement in visual representation learning

Disentanglement is a promising direction for unsupervised representation learning and
generalization. It has been shown to improve downstream generalization (Locatello
et al, 2020Db; Peterst al, 2017). Yet, as discussed in the literature (Trawblal, 2021,
Monteroet al, 2021) and by us (Schoét al, 2021), we found no increase in robust-
ness along factors of variation present in the data. Analogously to the previous section,
we now discuss the effect of disentanglement on adversarial and common corruption
robustness.

The connection between adversarial examples in disentanglement has explicitly been
tested for théb-VAE and b-TCVAE. Here, Willettset al. (2019) show in their experi-
ments that there is no obvious connection between the degree of disentanglement of a
learned representation and the adversarial robustness of a model. However, they nd that
the objectives used in disentanglement, such as a high regularization in the latent space
of a VAE, are connected to robustness. They hypothesize that higher regularization in a
VAE leads to a higher overlap in the encoder posterior, leading to éleksp-tabldike
representation and a more structural model.

We do not have any direct results for disentanglement methods and their performance
on common corruptions. However, Willets al. (2019) also investigate Gaussian noise
robustness and nd that fdr-VAEs with ab > 1 on the chairs dataset can lead to slightly
increased robustness. More generally, weakly-supervised pertaining such as contrastive
learnindg’ enables us to leverage large amounts of unlabeled datasets. The combination
of those two inductive biases (large amounts of data and self supervised representation
learning), can greatly improve the performance in various settings (kotal, 2021;
Geirhoset al,, 2021).

We conclude that disentanglement does not automatically lead to robustness or general-
ization. However, the objectives for disentanglement are closely related to methods that
allow to use large amounts of data and increase model generalization capabilities. Thus,
disentanglement and generalization seem to be mutually achievable.

3.1.3 Adversarial noise training

We tried to design an adversarial noise training that increases the robustness on common
corruptions. To investigate the effect on other out-of-distribution scenarios, we evaluate
the adversarial robustness of our adversarial noise training (Rusdk2020).

Based on the evaluation of our proposed ANT model oL prendLy norms, we nd that
our method slightly increases the robustness compared to a vanilla model. However, the

4a connection between contrastive learning methods and disentanglement has been shown by Zimmer-
mannet al. (2021)
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robustness improvements are only marginal compared to speci cally designed methods
for adversarial robustness on ImageNet, such as adversarial trainingt(Xie 2019).
Surprisingly, the other direction, testing adversarial robust networks on common corrup-
tions can lead to large drops in performance (Rustaéll, 2020; Gilmeret al,, 2019).
Especially on the fog category, we observed EOx drop for three tested networks de-
signed for adversarial robustness. Recently, Kiretead. (2021) further investigated this
connection and found that relaxing the considered distance metrics used in adversarial
training can revert this effect and actually improve the performance of adversarial train-
ing on ImageNet-C. However, a signi cant drop on the fog category remains.

We did not empirically investigate the performance of adversarial training on our in-
domain generalization benchmark and leave this to future work.

3.1.4 Summary

We observed that our investigated inductive biases ANT, ABS, and disentanglement are
mostly speci c and do not have high effects on other considered out-of-distribution sce-
narios (see Fig. 3.1). This contrasts with inductive biases sutt adversarial training

on MNIST that can lead to a decrease in performance on other norms. However, the fact
that our inductive biases seem to be speci ¢ and have no side effects is not as surprising
as it might seem. (Geirhe al, 2018) show that a network can have state-of-the-art per-
formance when trained on one noise, but simultaneously have chance level performance
on similar noise that look visually almost indistinguishable to humans. Also, D'Amour

et al. (2020) vary random seeds in neural networks and show that there is almost no
correlation of the performances on different out-of-distribution scenarios.

Finally, to answer the questiddo our proposed inductive biases help learning the in-
tended solutionwe de ned the intended solution as a generalization to various out-of-
distribution scenarios. As we cannot test all possible out-of-distribution scenarios, we
consider only a subset as a proxy. Here, on the one hand, our inductive biases show
robustness w.r.t. various out-of-distribution scenarios, e.g., ANT improves the accuracy
on all ImageNet-C corruptions and ABS is robust w.r.t. multiplenorms. On the other

hand, when cross-evaluating our methods on ImageNet-C, adversarial examples, or our
in-domain generalization benchmark, we found no effect. In terms of the no free lunch
theorem, we observed no drops while cross validating on other out-of distribution sets.
Thus, we do nd inductive biases that help us move forward, but a gap towards the in-
tended solution with human-like robustness on multiple domains still remains.

We acknowledge that the statement of moving forward towards human-like robustness is
limited, as we only consider a few out-of-distribution scenarios out of almost in nitely
many. This general principle has been paraphrased by Hubert L Dreyfus who stated, “It
was like claiming that the rst monkey that climbed a tree was making progress towards
landing on the moon" (Mitchell, 2021). However, small generalization improvements
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could already have an impact on current applications. Moreover, our inductive biases
show robustness to broad threat scenarios. ABS allows for out-of-the-box robustness
towards multipld p norms, and ANT increases the robustness towards multiple pertur-
bations.

3.2 On the combination of inductive biases

Figure 3.2:Combination of inductive biases. We propose three different options for
combining inductive biase¢a) The combination isymbiotic and therefore bigger than

its parts. (b) The inductive biases arerthogonal, and combining them results in a
solution that performs well on the individually considered out-of-distribution scenarios.
¢) The inductive biases amxclusive and combining them worsens the performance -
even on the out-of-distribution scenarios they were designed for.

In the previous section, we investigated individual inductive biases across one or multiple
out-of-distribution scenarios. They can be either transferable across multiple domains,
over t and decrease the performances on other domains, or be speci ¢ and have no ef-
fect on other domains. We observed that our proposed inductive biases are speci ¢ to
their out-of-distribution scenario and have mostly no effect on others. Naturally, the

guestion arises whether different inductive biases can be combined to achieve further
out-of-distribution generalization in multiple scenarios. Such a combination could either

be bene cial or even harmful. We visualize the possible outcomes in Fig. 3.2. Again, we

mostly focus on the inductive biases considered in this thesis and the related work. More
concretely, we repeat the combination of ABS and a Gaussian likelihood and we discuss
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the combination of contrastive learning, our sparse transition prior, and ABS. Lastly, we
discuss ANT and data augmentation methods in the context of ABS and disentanglement.

A prototypical example of a symbiotic combination of inductive biases is ABS with

a Gaussian likelihood (Schodt al, 2019). Plain ABS as proposed concurrently by
Kilbertuset al. (2018) could, for instance, rely on a computer graphics model to render
objects for recognition. Here, an object needs to be rendered and matched perfectly.
Otherwise, no classi cation is possible, and the sample is rejected. In practice, it is
not feasible to assume a rendering machine that has the capacity to render all variations
in the world. Furthermore, simply rejecting unknown inputs is insuf cient in common
applications like autonomous vehicle driving. To generalize beyond the manifold de ned
by the generative model, e.g., the rendering engine, we leverage the Gaussian likelihood
commonly used in VAESs to extend the plain ABS. On MNIST, we show empirically and
theoretically that this combination can lead to an adversarially robust classi cation and
properly calibrated predictions in the whole input space. Therefore, we generalized the
plain ABS principle to the whole input space.

Analogous to the considered example of ABS with a Gaussian likelihood, we next hy-
pothesize about possible combinations of our considered inductive biases to further im-
prove the generalization capabilities.

3.2.1 Disentanglement, ABS, and more data

In the literature, a notable combination uses contrastive learning as weakly supervised
pertaining to leverage large amounts of data (Céeal, 2020a). Simply using more

data has been shown again and again to improve results and beat sophisticated base-
lines (Sutton, 2019). Intuitively, more data can be used to train large models and avoid
over tting. Methods relying on large datasets are currently state-of-the-art in various ro-
bustness benchmarks, and is a reliable go-to option for applications to take a pre-trained
network from a large dataset and ne-tune it on a speci c task (Kolesnéai., 2020).

To extend this, we hypothesize that our method to leverage the sparse transition priors
observed in YouTube-VOS and KITTI-Masks could be used as a further type of signal
to not only leverage image data but also video data similarly to €iah (2021). Thus,
allowing to use more data could further improve generalization performances.

In principle, it is also possible to further combine representation learning methods with
ABS for more trustworthy models. Under certain assumptions, the sparse transition prior
enables us to identify the true latent space up to some ambiguities. Thus, after successful
training of a feedforward model (e.g., PCL, or our SlowVAE), we should be able to
identify all latents corresponding to each image or video frame. Subsequently, we could
use these image-latent pairs to train a generative model conditioned on various latents
(for SlowVAE, we get this generative model for free as we train a decoder jointly with
the encoder). After training the generative model, we could use it to verify whether
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the latent representation has been inferred robustly by synthesizing the corresponding
latents and checking whether they match with the input image, similarly to G¥agh
(2019) and Lamlet al. (2018). Given a mismatch, to restore the correct class, we could
perform gradient descent inference in the latent space of the generative model (Schott
et al, 2019). In this way, we would bypass the vulnerable encoder. Lastly, given this
trustworthy latent space of model latents often only requires a linear readout to apply
to a speci c task. Such a latent space could for instance be used in combination with
invariant risk minimization (IRM) that has shown to be produce optimal results for a
linear classi er in multiple environments (Arjovslgt al., 2020).

All in all, the proposed combination of identi able representation learning techniques

with ABS and an IRM based readout principle could be promising in terms of scalable
and trustworthy machine learning. However, this also hinges on other problems, e.g.,
achieving a scalable and robust perceptual loss for the ABS on natural images.

3.2.2 Data augmentation

In Section 2.3, we show that our proposed ANT could be combined with a model trained
on stylized images, which encourages models to focus on shape rather than texture, to
further improve the common corruption robustness. This has been combined by Kireev
et al. (2021) with an adapted version of adversarial training that improved the results
even further.

Not only for feedforward methods, we see many bene ts of data augmentations for
common corruptions, but also for generative classi ers. For a scaled implementation
of ABS implemented by a score SDE based generative model, we observe improvements
on CIFAR-10-C. Those improvements could be further combined by leveraging data
augmentation methods such as AugMix (Hendryekal., 2020a).

3.2.3 Summary

All'in all, we observed that the inductive biases presented in this thesis are orthogonal to
each other and could be combined in a modular fashion. This could help to further close
the gap to human-like robustness. In Reinforcement learning, it has been shown that
combining inductive biases can lead to large improvements (Hessg#l 2018). We

thus propose a large-scale study implementing and combining strong inductive biases
presented in the literature.

Songoing work.

55






Chapter 4

Outlook

Current deep learning methods have been shown to achieve super-human performance in
cases where the training distribution is identical to the test distributiore{tdé, 2015).

In the next era of deep learning, we hope to see similar achievements on scenarios in
which the test distribution differs slightly from the training distribution.

We have a clear set of milestones ahead and various scenarios to quantify our progress.
To measure our progress towards on out-of-distribution settings, various benchmarks
have been proposed. Some examples are common corruptions and perturbations (Hen-
drycks and Dietterich, 2019), images without texture cues (Geieh@d., 2019), our
in-domain benchmark (Schatt al, 2021) and many more (Funlet al, 2018; Mon-

teroet al, 2021). In an extreme case, one can also use adversarial examples to nd the
worst case distributional shift. Similarly, we could also tackle more complex goals that
automatically require generalization properties, such as simultaneous localization and
mapping (SLAM) in the wild.

So far, there exists no general solution to the proposed out-of-distribution benchmarks
or “in the wild” applications but we are making progress. Despite an almost exponen-
tially growing number of research publications focussing on this topic and increasing
of research funds, novel scenarios still require human engineering work and additional
task-speci c assumptions. There is no simple plug-and-play solution that works reliably
on all proposed benchmarks. While we have not achieved general out-of-distribution
robustness, the progress itself has not stagnated. For instance, the ImageNet-C error has
deceased from 76% mCE (Hendrycks and Dietterich, 2019) of a standard ResNet to
53:6% MmCE (Hendrycket al., 2020b) since the release of the benchmark 2019. Even
further, current methods with additional assumptions that allow access to more data and
the test images (but not the test labels!), even decreased the error dow%e (F2isak

et al, 2021).

In terms of Sutton's bitter lesson, in which simply more data and compute power im-
proves the results (Sutton, 2019), this trend is likely to continue. For instance, despite
already having large image copra to train our models, we still observe further advance-
ments simply through larger datasets and bigger models ¢5ah, 2017). Given ter-
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abytes of daily data uploads and semi-automatic labeling tools, this trend will most likely
continue. Moreover, novel generations of processing units like TPUs, GPUs, and in-
creased dataset center sizes will most likely further advance this trend. At the end, break-
throughs in quantum computing might even increase the pace of current progress that is
often already displayed on logarithmic scales.

Similarly to more data and compute, incorporating structure into learning models still
regularly increases the performance of learning algorithms in various benchmarks. E.g.,
architectural improvements from fully-connected neural networks over convolutional
networks, and lately visual transformers successively resulted in novel state-of-the-art
performances on the ImageNet and other benchmarks (PapersWithCode, 2021). Given
the vast structure of our world and our physical understanding of it and that has not yet
been incorporated into models, we suspect that further inductive biases will follow.

Overall, the current best performing architectures are often a combination of novel induc-
tive biases, large amounts of data, and models with many parameters. E.g., the current
best performing ImageNet model is trained on the largest dataset but also relies on visual
transformers and other inductive biases (Zdtaal., 2021; Macet al., 2021).

Nevertheless, we nd the improvements through incorporated structure more revealing.
Simply adding more data and larger models does often increase the performance, but
does not necessarily help us with our understanding of algorithms and the world. In con-
trast, novel inductive biases underlined by their success can point out important features
of scene understanding. For instance, seminal work of Vasetaadi (2017) highlights

the concept of attention in language processing tasks. Building on this, Gsran

(2020) show that visual transformers can combine distant features like an elephant's
trunk and tail by treating image representations as a set and subsequently removing the
locality bias of convolutions and revealing the importance of wide context. Subsequently,
such models could also be used to provide the highest shape bias, narrowing the gap to-
wards humans. Similarly, Golagt al. (2020) showed that our proposed analysis by
synthesis model has the highest alignment with humans on controversial stimuli, thus
highlighting the importance of generative classi ers.

Incorporating structure also has other bene ts and has probably also not reached its full
potential. Implementing the right structure can enable machines to learn tasks much
faster, with fewer data samples and fewer parameters. Naively estimating the number of
different images a child sees in its rst three yeamssults in roughly 50 million images.

This is less than current datasets, which have up to 300 million images and more than
a billion labels (Suret al, 2017). Nonetheless, there is still a gap between human and
machine vision capabilities (Kulekt al., 2020), that future inductive biases could narrow
without requiring more data.

1Assuming 3 years of vision and 1 new image per second and a 12hour wake period. Note that we
are ignoring effects of evolution here, as they are hard-wired into the brain and could therefore also
(debatably) be considered as prior structure.
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At the core of incorporating structure and nding novel inductive biases, we expect to
build vision models to better leverage video or interactive datasets. In the example from
the previous paragraph, we naively compared common image datasets with the naturally
available data during childhood, but ignored the temporal and its interactive nature. An
example of a rst “small step” towards leveraging such structure is using sparse tem-
poral transitions of pairs of images for provable disentanglement (Kéhdt., 2021).

Other similar methods rely on predicting future frames of videos or other auxiliary tasks
(Jaderbergt al, 2016). Analogously, in simple environments, models have been trained
to learn a 3D aware structure of the environments by predicting novel viewpoints of a
scene (Kosiorelt al,, 2021). Moreover, directly controlling for 3D properties of scenes
allows manipulating scenes in a controllable manner (Niemeyer and Geiger, 2021) and
provides much more control compared to standard generative adversarial networks with
less incorporated physical prior knowledge.

Furthermore, the amount of used data could be further reduced by building curiosity-
driven systems with a sense of boredom (Schmidhuber, 1991). For instance, interactive
data queries could be used to actively query points that have the highest learning poten-
tial for the algorithm. Such a system could make predictions about the back of objects
by using certain symmetry assumptions and later using interactive properties of the en-
vironment to verify this prediction.

Lastly, more adaptive processing schemes might be crucial. Current neural networks in
image processing are xed during deployment or testing. Moreover, the computational
budget for processing each image is usually the same and independent of its complex-
ity. Novel approaches that can adaptively adjust the amount of required compute could
be more powerful. For instance, models that are based on differential equation solvers
have been shown to improve the likelihood of images over methods with a xed budged
(Songet al, 2020). Analogously, simply adapting the batch-norm parameters on the
test set (without accessing the test labels) can improve the performance on ImageNet-C
(Schneideeet al., 2020). Thus, more adaptive architectures could further drive the next
wave of machine learning research.

In a nutshell, we hope to extend towards inductive biases that incorporate structures of
our visual world and are adaptive in terms of leveraging data and compute. By quantify-
ing the usefulness, we hopefully also gain a better understanding for the importance of
certain ingredients required for a human-like scene understanding.
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coding
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